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Troubleshooting


	‘libunwind.h’ not found


	You might add CMake argument -DWITH_UNWIND=OFF, or install libunwind in your system.






	CUDNN_STATUS_NOT_INITIALIZED


	You might see error message like these:

I0729 22:37:45.483937439   56788 ev_epoll_linux.c:82]        Use of signals is disabled. Epoll enginll not be used
E0729 22:37:45.515343 56788 version.cpp:82] Failed to get cuda runtime version: CUDA driver version nsufficient for CUDA runtime version
F0729 22:38:31.209002 56788 improver.cpp:535] Check failed: mem_size > 0 (-524288000 vs. 0)





F0723 19:05:56.194067 40970 cuda_util.cpp:82] Check failed: error == CUDNN_STATUS_SUCCESS (1 vs. 0) CUDNN_STATUS_NOT_INITIALIZED







	Please upgrade to Nvidia Linux x86_64 driver. Version >= 440.33 is recommended.


	For more information, please refer to CUDA compatibility documentation [https://docs.nvidia.com/deploy/cuda-compatibility/index.html].






	Failed to compile .cu files


	Please refer to CUDA System Requirements [https://docs.nvidia.com/cuda/cuda-installation-guide-linux/index.html#system-requirements] . Make sure your linux distribution and libraries shipped with it meet the requirements.


	If you are using tools like conda, please make sure libraries you install doesn’t shade the proper installation comes with linux distribution or package management like apt-get.


	Please build OneFlow with a newer version of CMake. You could download version 3.14 from here: https://github.com/Kitware/CMake/releases/download/v3.14.0/cmake-3.14.0-Linux-x86_64.tar.gz






	How do I know what compilers and flags are used to compile OneFlow?


	run make clean && make VERBOSE=1 to get exact compile commands with compiler path and flags






	How to compile OneFlow with RDMA support?


	add cmake flag -DBUILD_RDMA to compile OneFlow






	Which version of g++ CMake is using to build OneFlow?


	You should find a line like this in CMake output:

-- CMAKE_CXX_COMPILER_VERSION: [YOUR G++ VERSION NUMBER]











	Failed to compile NCCL


	Try use less threads when compiling OneFlow third party. For instance, use

cmake -DTHIRD_PARTY=ON .. && make





instead of

cmake -DTHIRD_PARTY=ON .. && make -j$(nproc) `











	"CUDA_VERSION" "VERSION_GREATER_EQUAL" "10.0"


	Please use a newer version of CMake


	Make sure cmake is correctly included in PATH






	CUBLAS not found


	Usually it happens when using CUDA 10.1 or newer


	You should see error massage by CMake like this:

cuda lib not found: /usr/local/miniconda3/envs/dl/lib/libcublas_static.a or
/usr/local/cuda/lib64/libcublas_static.a







	Make sure libcublas_static.a is in one of the two directories.






	When running OneFlow in gdb, there is no debug information for code location.


	add cmake flag -DCMAKE_BUILD_TYPE=RELWITHDEBINFO or -DCMAKE_BUILD_TYPE=DEBUG and recompile






	libof_ccobj.a: File truncated


	You might see error message like this:

/usr/bin/ar: libof_ccobj.a: File truncated
make[2]: *** [libof_ccobj.a] Error 1
make[2]: *** Deleting file `libof_ccobj.a'
make[1]: *** [CMakeFiles/of_ccobj.dir/all] Error 2
make: *** [all] Error 2







	You should upgrade your GNU Binutils. Version 2.33.1 is recommended. If you are using conda, you could install it by running conda install -c conda-forge binutils






	Failed to compile because C++ 17 is enabled


	In some cases, environment variable CXXFLAGS is not empty and contains --std c++17.


	Check if it is empty by running echo $CXXFLAGS and clear it with unset CXXFLAGS.


	If you are using conda, to make the changes on environment variables permanent, you can run:

conda env config vars set CXXFLAGS="-fPIC"











	cmake outputs error No CMAKE_ASM_NASM_COMPILER could be found.


	Install nasm. For instance, run sudo yum install nasm if you are on centos.






	No module named 'google.protobuf'


	You might see error message like this:

Scanning dependencies of target generate_api
...
    from google.protobuf import descriptor as _descriptor
ModuleNotFoundError: No module named 'google.protobuf'
CMakeFiles/generate_api.dir/build.make:57: recipe for target 'CMakeFiles/generate_api' failed
make[2]: *** [CMakeFiles/generate_api] Error 1







	Install development dependencies by running:

pip3 install -r dev-requirements.txt











	Get gdb warning ptrace: Operation not permitted. and gdb command bt prints no backtrace


	You might get this warning when debugging OneFlow with gdb inside a docker container. Try add these flags when launching your container:

docker run --cap-add=SYS_PTRACE --security-opt seccomp=unconfined







	Please refer to https://stackoverflow.com/questions/19215177/how-to-solve-ptrace-operation-not-permitted-when-trying-to-attach-gdb-to-a-pro






	It takes too long to download python packages when running make


	If you are in China, you could run this to have pip download packages from domestic mirror of pypi:

python3 -m pip config set global.index-url https://pypi.tuna.tsinghua.edu.cn/simple







	For more information on this, please refer to pypi 镜像使用帮助 [https://mirror.tuna.tsinghua.edu.cn/help/pypi/]












            

          

      

      

    

  

    
      
          
            
  
oneflow


oneflow

Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
class oneflow.BoolTensor

	Creates a Tensor with the dtype of oneflow.bool and the device on cpu, it has the same parameters as oneflow.Tensor()






	
class oneflow.ByteTensor

	Creates a Tensor with the dtype of oneflow.uint8 and the device on cpu, it has the same parameters as oneflow.Tensor()






	
class oneflow.CharTensor

	Creates a Tensor with the dtype of oneflow.int8 and the device on cpu, it has the same parameters as oneflow.Tensor()






	
class oneflow.DoubleTensor

	Creates a Tensor with the dtype of oneflow.float64 and the device on cpu, it has the same parameters as oneflow.Tensor()






	
class oneflow.FloatTensor

	Creates a Tensor with the dtype of oneflow.float32 and the device on cpu, it has the same parameters as oneflow.Tensor()






	
class oneflow.HalfTensor

	Creates a Tensor with the dtype of oneflow.float16 and the device on cpu, it has the same parameters as oneflow.Tensor()






	
class oneflow.IntTensor

	Creates a Tensor with the dtype of oneflow.int32 and the device on cpu, it has the same parameters as oneflow.Tensor()






	
class oneflow.LongTensor

	Creates a Tensor with the dtype of oneflow.int64 and the device on cpu, it has the same parameters as oneflow.Tensor()






	
oneflow.abs()

	Return the absolute value of each element in input tensor:math:y = |x| element-wise.


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.tensor(np.array([-1, 2, -3, 4]).astype(np.float32))
>>> flow.abs(x)
tensor([1., 2., 3., 4.], dtype=oneflow.float32)










	
oneflow.acos()

	Returns a new tensor with the inverse cosine of the elements of input.


\[\text{out}_{i} = \arccos(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> arr = np.array([0.5, 0.6, 0.7])
>>> input = flow.tensor(arr, dtype=flow.float32)
>>> output = flow.acos(input)
>>> output
tensor([1.0472, 0.9273, 0.7954], dtype=oneflow.float32)










	
oneflow.acosh()

	Returns a new tensor with the inverse hyperbolic cosine of the elements of input.


\[\text{out}_{i} = \cosh^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x1 = flow.tensor(np.array([2, 3, 4]).astype(np.float32))
>>> out1 = flow.acosh(x1)
>>> out1
tensor([1.3170, 1.7627, 2.0634], dtype=oneflow.float32)
>>> x2 = flow.tensor(np.array([1.5, 2.6, 3.7]).astype(np.float32),device=flow.device('cuda'))
>>> out2 = flow.acosh(x2)
>>> out2
tensor([0.9624, 1.6094, 1.9827], device='cuda:0', dtype=oneflow.float32)










	
oneflow.adaptive_avg_pool1d(input, output_size)

	Applies a 1D adaptive average pooling over an input signal composed of several input planes.

See oneflow.nn.AdaptiveAvgPool1d


	Parameters

	
	input – input tensor


	output_size – the target output size (single integer)













	
oneflow.adaptive_avg_pool2d(input, output_size)

	Applies a 2D adaptive average pooling over an input signal composed of several input planes.

See oneflow.nn.AdaptiveAvgPool2d


	Parameters

	
	input – input tensor


	output_size – the target output size (single integer or double-integer tuple)













	
oneflow.adaptive_avg_pool3d(input, output_size)

	Applies a 3D adaptive average pooling over an input signal composed of several input planes.

See oneflow.nn.AdaptiveAvgPool3d


	Parameters

	
	input – input tensor


	output_size – the target output size (single integer or triple-integer tuple)













	
oneflow.add(input, other, *, alpha=1) → Tensor

	Adds other, scaled by alpha, to input. Scalar and broadcast promotation are supported.


\[out = input + alpha \times other\]


	Parameters

	
	input (Union[int, float, oneflow.Tensor]) – the input tensor.


	other (Union[int, float, oneflow.Tensor]) – the tensor or number to add to input.






	Keyword Arguments

	alpha (Number, optional) – the multiplier for other.



	Returns

	the output Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

# element-wise add
>>> x = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> y = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> out = flow.add(x, y).numpy()
>>> out.shape
(2, 3)

# scalar add
>>> x = 5
>>> y = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> out = flow.add(x, y).numpy()
>>> out.shape
(2, 3)

# broadcast add
>>> x = flow.tensor(np.random.randn(1,1), dtype=flow.float32)
>>> y = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> out = flow.add(x, y).numpy()
>>> out.shape
(2, 3)

# use alpha
>>> x = flow.zeros(2, 3)
>>> y = flow.ones(2, 3)
>>> out = flow.add(x, y, alpha=10)
>>> out
tensor([[10., 10., 10.],
        [10., 10., 10.]], dtype=oneflow.float32)










	
oneflow.addcmul(input, tensor1, tensor2, *, value=1) → Tensor

	Performs the element-wise multiplication of tensor1 by tensor2, multiply the result
by the scalar value and add it to input.
The documentation is referenced from:
https://pytorch.org/docs/stable/generated/torch.addcmul.html


\[\text{out}_i = \text{input}_i + value \times\  \text{tensor1}_i \times\ \text{tensor2}_i\]


	Parameters

	
	input (Tensor) – the tensor to be added.


	tensor1 (Tensor) – the tensor to be multiplied.


	tensor2 (Tensor) – the tensor to be multiplied.






	Keyword Arguments

	value (Number, optional) – multiplier for \(tensor1 * tensor2\).



	Returns

	the output Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow

>>> input = flow.rand(2, 3, 4)
>>> tensor1 = flow.rand(2, 3, 4)
>>> tensor2 = flow.rand(2, 3, 4)
>>> out = flow.addcmul(input, tensor1, tensor2, value=2)
>>> out.size()
oneflow.Size([2, 3, 4])










	
oneflow.addmm(beta=1, input, alpha=1, mat1, mat2, out=None) → Tensor

	Performs a matrix multiplication of the matrices mat1 and mat2.
The matrix input is added to the final result.

If mat1 is a \((n \times m)\) tensor, mat2 is a
\((m \times p)\) tensor, then input must be
broadcastable with a \((n \times p)\) tensor
and out will be a \((n \times p)\) tensor.

alpha and beta are scaling factors on matrix-vector product between
mat1 and mat2 and the added matrix input respectively.


\[\text{out} = \beta\ \text{input} + \alpha\ (\text{mat1}_i \mathbin{@} \text{mat2}_i)\]

For inputs of type float or double, arguments beta and
alpha must be real numbers, otherwise they should be integers.


	Parameters

	
	beta (Number, optional) – multiplier for input (\(\beta\))


	input (Tensor) – matrix to be added


	alpha (Number, optional) – multiplier for \(mat1 @ mat2\) (\(\alpha\))


	mat1 (Tensor) – the first matrix to be multiplied


	mat2 (Tensor) – the second matrix to be multiplied


	out (Tensor, optional) – the output tensor.








For example:

>>> import numpy as np
>>> import oneflow as flow
>>> input = flow.tensor(np.array([[1,2,4],[5,11,9.1]]))
>>> mat1 = flow.tensor(np.array([[7.3,1.9,7.3],[10.2,1,5.5]]))
>>> mat2 = flow.tensor(np.array([[7.3,1.9,7.3],[10.2,1,5.5],[3.7,2.2,8.1]]))
>>> output = flow.addmm(input, mat1, mat2)
>>> output
tensor([[100.6800,  33.8300, 126.8700],
        [110.0100,  43.4800, 133.6100]], dtype=oneflow.float64)
>>> output.shape
oneflow.Size([2, 3])





>>> input2 = flow.tensor(np.array([1.7]))
>>> mat1 = flow.tensor(np.array([[1,2],[5,9.1],[7.7,1.4]]))
>>> mat2 = flow.tensor(np.array([[1,2,3.7],[5,9.1,6.8]]))
>>> output2 = flow.addmm(input2, mat1, mat2, alpha=1, beta=2)
>>> output2
tensor([[14.4000, 23.6000, 20.7000],
        [53.9000, 96.2100, 83.7800],
        [18.1000, 31.5400, 41.4100]], dtype=oneflow.float64)
>>> output2.shape
oneflow.Size([3, 3])










	
oneflow.all(input, dim=None, keepdim=False) → Tensor

	For each row of input in the given dimension dim, returns True if all element in the row evaluate to True and False otherwise. If the dimension is None, compute if all elements in the input tensor to true.

If keepdim is True, the output tensor is of the same size as input except in the dimension(s) dim where it is of size 1. Otherwise, dim is squeezed oneflow.squeeze(), resulting in the output tensor having 1 (or len(dim)) fewer dimension(s).


	Parameters

	
	input (oneflow.Tensor) – the Input Tensor


	dim (int, optional) – the dimension to reduce. Default: None


	keepdim (bool, optional) – whether the output tensor has dim retained or not. Default: False








For example:

>>> import oneflow as flow

>>> input = flow.Tensor([[1, 2, 3], [4, 5, 6]]) < 4
>>> input
tensor([[ True,  True,  True],
        [False, False, False]], dtype=oneflow.bool)
>>> flow.all(input)
tensor(False, dtype=oneflow.bool)
>>> flow.all(input, 1)
tensor([ True, False], dtype=oneflow.bool)
>>> flow.all(input, 1, True)
tensor([[ True],
        [False]], dtype=oneflow.bool)










	
oneflow.amax(input, dim=None, keepdim=False) → Tensor

	This function is equivalent to PyTorch’s amax function. It returns the maximum along a dimension.


	Parameters

	
	input (oneflow.Tensor) – the input Tensor.


	dim (int or List of int, optional) – the dimension or the dimensions to reduce. Dim is None by default.


	keepdim (bool, optional) – whether to retain the dimension. keepdim is False by default.






	Returns

	Maximum of the input tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow

>>> x = flow.tensor([[[0,1],[2,3]],[[4,5],[6,7]]])
>>> flow.amax(x, 1)
tensor([[2, 3],
        [6, 7]], dtype=oneflow.int64)
>>> flow.amax(x, 0)
tensor([[4, 5],
        [6, 7]], dtype=oneflow.int64)
>>> flow.amax(x)
tensor(7, dtype=oneflow.int64)
>>> flow.amax(x, 0, True)
tensor([[[4, 5],
         [6, 7]]], dtype=oneflow.int64)










	
oneflow.amin(input, dim, keepdim=False) → Tensor

	This function is equivalent to PyTorch’s amin function.
The documentation is referenced from: https://pytorch.org/docs/stable/generated/torch.amin.html.

Returns the minimum value of each slice of the input tensor in the given dimension(s) dim.

If keepdim is True, the output tensor is of the same size as input except in the dimension(s) dim where it is of size 1. Otherwise, dim is squeezed (see oneflow.squeeze()), resulting in the output tensor having 1 (or len(dim)) fewer dimension(s).


	Parameters

	
	input (oneflow.Tensor) – the input Tensor.


	dim (int, Tuple[int]) – the dimension or dimensions to reduce.


	keepdim (bool) – whether the output tensor has dim retained or not.








Example:

>>> import oneflow as flow

>>> x = flow.tensor([[[0,1],[2,3]],[[4,5],[6,7]]])
>>> flow.amin(x, 1)
tensor([[0, 1],
        [4, 5]], dtype=oneflow.int64)
>>> flow.amin(x, 0)
tensor([[0, 1],
        [2, 3]], dtype=oneflow.int64)
>>> flow.amin(x)
tensor(0, dtype=oneflow.int64)
>>> flow.amin(x, 0, True)
tensor([[[0, 1],
         [2, 3]]], dtype=oneflow.int64)










	
oneflow.any(input, dim=None, keepdim=False) → Tensor

	For each row of input in the given dimension dim, returns True if any element in the row evaluate to True and False otherwise. If the dimension is None, compute if any elements in the input tensor to true.

If keepdim is True, the output tensor is of the same size as input except in the dimension(s) dim where it is of size 1. Otherwise, dim is squeezed oneflow.squeeze(), resulting in the output tensor having 1 (or len(dim)) fewer dimension(s).


	Parameters

	
	input (oneflow.Tensor) – the Input Tensor


	dim (int, optional) – the dimension to reduce. Default: None


	keepdim (bool, optional) – whether the output tensor has dim retained or not. Default: False








For example:

>>> import oneflow as flow

>>> input = flow.Tensor([[1, 2, 3], [4, 5, 6]]) < 4
>>> input
tensor([[ True,  True,  True],
        [False, False, False]], dtype=oneflow.bool)
>>> flow.any(input)
tensor(True, dtype=oneflow.bool)
>>> flow.any(input, 0)
tensor([True, True, True], dtype=oneflow.bool)
>>> flow.any(input, 0, True)
tensor([[True, True, True]], dtype=oneflow.bool)










	
oneflow.arange(start: int = 0, end, step: int = 1, dtype: Optional[oneflow._oneflow_internal.dtype] = None, device: Optional[Union[oneflow._oneflow_internal.device, str]] = None, placement: Optional[oneflow._oneflow_internal.placement] = None, sbp: Optional[Union[oneflow._oneflow_internal.sbp.sbp, List[oneflow._oneflow_internal.sbp.sbp]]] = None, requires_grad: bool = False)

	Returns a 1-D tensor of size \(\left\lfloor \frac{\text{end} - \text{start}}{\text{step}} \right\rfloor + 1\)
with values from start to end with step step. Step is
the gap between two values in the tensor.


\[\text{out}_{i+1} = \text{out}_i + \text{step}.\]


	Parameters

	
	start (int) – the starting value for the set of points. Default: 0.


	end (int) – the ending value for the set of points


	step (int) – the gap between each pair of adjacent points. Default: 1.






	Keyword Arguments

	
	dtype (flow.dtype, optional) – If dtype is not given, infer the dtype from the other input arguments. If any of start, end, or step are floating-point, the dtype is inferred to be the floating-point data type. Otherwise, the dtype is inferred to be flow.int64.


	device (flow.device, optional) – the desired device of returned tensor. Default: if None, uses the current device for the default tensor.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import oneflow as flow

>>> y = flow.arange(0, 5)
>>> y
tensor([0, 1, 2, 3, 4], dtype=oneflow.int64)










	
oneflow.arccos()

	Returns a new tensor with the inverse cosine of the elements of input.


\[\text{out}_{i} = \arccos(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> arr = np.array([0.5, 0.6, 0.7])
>>> input = flow.tensor(arr, dtype=flow.float32)
>>> output = flow.acos(input)
>>> output
tensor([1.0472, 0.9273, 0.7954], dtype=oneflow.float32)










	
oneflow.arccosh()

	Returns a new tensor with the inverse hyperbolic cosine of the elements of input.


\[\text{out}_{i} = \cosh^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x1 = flow.tensor(np.array([2, 3, 4]).astype(np.float32))
>>> out1 = flow.acosh(x1)
>>> out1
tensor([1.3170, 1.7627, 2.0634], dtype=oneflow.float32)
>>> x2 = flow.tensor(np.array([1.5, 2.6, 3.7]).astype(np.float32),device=flow.device('cuda'))
>>> out2 = flow.acosh(x2)
>>> out2
tensor([0.9624, 1.6094, 1.9827], device='cuda:0', dtype=oneflow.float32)










	
oneflow.arcsin()

	Returns a new tensor with the arcsine of the elements of input.


\[\text{out}_{i} = \sin^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(np.array([-0.5,  0.8, 1.0,  -0.8]), dtype=flow.float32)
>>> output = flow.asin(input)
>>> output.shape
oneflow.Size([4])
>>> output
tensor([-0.5236,  0.9273,  1.5708, -0.9273], dtype=oneflow.float32)
>>> input1 = flow.tensor(np.array([[0.8, 1.0], [-0.6, -1.0]]), dtype=flow.float32)
>>> output1 = input1.asin()
>>> output1.shape
oneflow.Size([2, 2])
>>> output1
tensor([[ 0.9273,  1.5708],
        [-0.6435, -1.5708]], dtype=oneflow.float32)










	
oneflow.arcsinh()

	Returns a new tensor with the inverse hyperbolic sine of the elements of input.


\[\text{out}_{i} = \sinh^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(np.array([2, 3, 4]), dtype=flow.float32)
>>> output = flow.asinh(input)
>>> output.shape
oneflow.Size([3])
>>> output
tensor([1.4436, 1.8184, 2.0947], dtype=oneflow.float32)

>>> input1 = flow.tensor(np.array([[-1, 0, -0.4], [5, 7, 0.8]]), dtype=flow.float32)
>>> output1 = input1.asinh()
>>> output1.shape
oneflow.Size([2, 3])
>>> output1
tensor([[-0.8814,  0.0000, -0.3900],
        [ 2.3124,  2.6441,  0.7327]], dtype=oneflow.float32)










	
oneflow.arctan()

	Returns a new tensor with the arctangent of the elements of input.


\[\text{out}_{i} = \tan^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(np.array([0.5, 0.6, 0.7]), dtype=flow.float32)
>>> output = flow.atan(input)
>>> output.shape
oneflow.Size([3])










	
oneflow.arctanh()

	Returns a new tensor with the inverse hyperbolic tangent of the elements of input.


\[\text{out}_{i} = \tanh^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> np_arr = np.array([0.5, 0.6, 0.7]).astype(np.float32)
>>> input = flow.tensor(np_arr, dtype=flow.float32)
>>> output = flow.atanh(input)
>>> output
tensor([0.5493, 0.6931, 0.8673], dtype=oneflow.float32)










	
oneflow.argmax()

	The op computes the index with the largest value of a Tensor at specified axis.


	Parameters

	
	input (oneflow.Tensor) – Input Tensor


	dim (int, optional) – dimension to be calculated. Defaults to the last dim (-1)


	keepdim (bool optional) – whether the output tensor has dim retained or not. Ignored if dim=None.






	Returns

	A Tensor(dtype=int64) contains the index with the largest value of input



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow

>>> input = flow.tensor([[1, 3, 8, 7, 2],
...            [1, 9, 4, 3, 2]], dtype=flow.float32)
>>> output = flow.argmax(input)
>>> output
tensor(6, dtype=oneflow.int64)
>>> output = flow.argmax(input, dim=1)
>>> output
tensor([2, 1], dtype=oneflow.int64)










	
oneflow.argmin()

	The op computes the index with the largest value of a Tensor at specified axis.


	Parameters

	
	input (oneflow.Tensor) – Input Tensor


	dim (int, optional) – dimension to be calculated. Defaults to the last dim (-1)


	keepdim (bool optional) – whether the output tensor has dim retained or not. Ignored if dim=None.






	Returns

	A Tensor(dtype=int64) contains the index with the largest value of input



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow

>>> input = flow.tensor([[4, 3, 1, 0, 2],
...            [5, 9, 7, 6, 8]], dtype=flow.float32)
>>> output = flow.argmin(input)
>>> output
tensor(3, dtype=oneflow.int64)
>>> output = flow.argmin(input, dim=1)
>>> output
tensor([3, 0], dtype=oneflow.int64)










	
oneflow.argsort() → Tensor

	This operator sorts the input Tensor at specified dim and returns the indices of the sorted Tensor.


	Parameters

	
	input (oneflow.Tensor) – the input Tensor.


	dim (int, optional) – the dimension to be sorted. Defaults to the last dim (-1).


	descending (bool, optional) – controls the sorting order (ascending or descending).






	Returns

	The indices of the sorted Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow
>>> x = np.array([[10, 2, 9, 3, 7],
...               [1, 9, 4, 3, 2]]).astype("float32")
>>> input = flow.Tensor(x)
>>> output = flow.argsort(input)
>>> output
tensor([[1, 3, 4, 2, 0],
        [0, 4, 3, 2, 1]], dtype=oneflow.int32)
>>> output = flow.argsort(input, descending=True)
>>> output
tensor([[0, 2, 4, 3, 1],
        [1, 2, 3, 4, 0]], dtype=oneflow.int32)
>>> output = flow.argsort(input, dim=0)
>>> output
tensor([[1, 0, 1, 0, 1],
        [0, 1, 0, 1, 0]], dtype=oneflow.int32)










	
oneflow.argwhere(input, dtype: Optional[oneflow._oneflow_internal.dtype] = oneflow.int32)

	This operator finds the indices of input Tensor input elements that are non-zero.

It returns a list in which each element is a coordinate that points to a non-zero element in the condition.


	Parameters

	
	input (oneflow.Tensor) – the input Tensor.


	dtype (Optional[flow.dtype], optional) – The data type of output. Defaults to None.






	Returns

	The result Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow
>>> x = np.array([[0, 1, 0],
...            [2, 0, 2]]).astype(np.float32)

>>> input = flow.Tensor(x)
>>> output = flow.argwhere(input)
>>> output
tensor([[0, 1],
        [1, 0],
        [1, 2]], dtype=oneflow.int32)










	
oneflow.as_strided()

	Create a view of an existing oneflow.Tensor input with specified size, stride and storage_offset.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.as_strided.html.


	Parameters

	
	input (Tensor) – the input tensor.


	size (tuple or ints) – the shape of the output tensor.


	stride (tuple or ints) – the stride of the output tensor.


	storage_offset (int) – the offset in the underlying storage of the output tensor






	Returns

	the output Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow

>>> input = flow.rand(2,3,5)
>>> output = flow.as_strided(input, (2,3,3), (1,2,3), 1)
>>> output.size()
oneflow.Size([2, 3, 3])










	
oneflow.as_tensor(data, dtype=None, device=None) → Tensor

	The interface is consistent with PyTorch.

Converts data into a tensor, sharing data and preserving autograd history if possible.

If data is already a tensor with the requeseted dtype and device then data itself is returned, but if data is a tensor with a different dtype or device then it’s copied as if using data.to(dtype=dtype, device=device).

If data is a NumPy array (an ndarray) with the same dtype and device then a tensor is constructed using oneflow.from_numpy.


	Parameters

	
	data (array_like) – Initial data for the tensor. Can be a list, tuple, NumPy ndarray, scalar, and other types.


	dtype (oneflow.dtype, optional) – the desired data type of returned tensor. Default: if None, infers data type from data.


	device (oneflow.device, optional) – the device of the constructed tensor. If None and data is a tensor then the device of data is used. If None and data is not a tensor then the result tensor is constructed on the CPU.








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> a = np.array([1, 2, 3])
>>> t = flow.as_tensor(a, device=flow.device('cuda'))
>>> t
tensor([1, 2, 3], device='cuda:0', dtype=oneflow.int64)
>>> t[0] = -1
>>> a
array([1, 2, 3])










	
oneflow.asin()

	Returns a new tensor with the arcsine of the elements of input.


\[\text{out}_{i} = \sin^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(np.array([-0.5,  0.8, 1.0,  -0.8]), dtype=flow.float32)
>>> output = flow.asin(input)
>>> output.shape
oneflow.Size([4])
>>> output
tensor([-0.5236,  0.9273,  1.5708, -0.9273], dtype=oneflow.float32)
>>> input1 = flow.tensor(np.array([[0.8, 1.0], [-0.6, -1.0]]), dtype=flow.float32)
>>> output1 = input1.asin()
>>> output1.shape
oneflow.Size([2, 2])
>>> output1
tensor([[ 0.9273,  1.5708],
        [-0.6435, -1.5708]], dtype=oneflow.float32)










	
oneflow.asinh()

	Returns a new tensor with the inverse hyperbolic sine of the elements of input.


\[\text{out}_{i} = \sinh^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(np.array([2, 3, 4]), dtype=flow.float32)
>>> output = flow.asinh(input)
>>> output.shape
oneflow.Size([3])
>>> output
tensor([1.4436, 1.8184, 2.0947], dtype=oneflow.float32)

>>> input1 = flow.tensor(np.array([[-1, 0, -0.4], [5, 7, 0.8]]), dtype=flow.float32)
>>> output1 = input1.asinh()
>>> output1.shape
oneflow.Size([2, 3])
>>> output1
tensor([[-0.8814,  0.0000, -0.3900],
        [ 2.3124,  2.6441,  0.7327]], dtype=oneflow.float32)










	
oneflow.atan()

	Returns a new tensor with the arctangent of the elements of input.


\[\text{out}_{i} = \tan^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(np.array([0.5, 0.6, 0.7]), dtype=flow.float32)
>>> output = flow.atan(input)
>>> output.shape
oneflow.Size([3])










	
oneflow.atan2()

	Element-wise arctangent of input{i}/other{i}
with consideration of the quadrant. Returns a new tensor with the signed
angles in radians between vector (other{i},input{i}) and vector (1, 0).

The shapes of input and other must be broadcastable.


	Parameters

	
	input (Tensor) – the first input tensor.


	other (Tensor) – the second input tensor.








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x1 = flow.Tensor(np.array([1,2,3]))
>>> y1 = flow.Tensor(np.array([3,2,1]))
>>> x2 = flow.Tensor(np.array([1.53123589,0.54242598,0.15117185]))
>>> y2 = flow.Tensor(np.array([-0.21906378,0.09467151,-0.75562878]))
>>> x3 = flow.Tensor(np.array([1,0,-1]))
>>> y3 = flow.Tensor(np.array([0,1,0]))

>>> flow.atan2(x1,y1).numpy()
array([0.32175055, 0.7853982 , 1.2490457 ], dtype=float32)
>>> flow.atan2(x2,y2).numpy()
array([1.7128955, 1.3980033, 2.9441385], dtype=float32)
>>> flow.atan2(x3,y3).numpy()
array([ 1.5707964,  0.       , -1.5707964], dtype=float32)










	
oneflow.atanh()

	Returns a new tensor with the inverse hyperbolic tangent of the elements of input.


\[\text{out}_{i} = \tanh^{-1}(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> np_arr = np.array([0.5, 0.6, 0.7]).astype(np.float32)
>>> input = flow.tensor(np_arr, dtype=flow.float32)
>>> output = flow.atanh(input)
>>> output
tensor([0.5493, 0.6931, 0.8673], dtype=oneflow.float32)










	
oneflow.batch_gather()

	Gather the element in batch dims.


	Parameters

	
	in (Tensor) – the input tensor.


	indices (Tensor) – the indices tensor, its dtype must be int32/64.








For example:

Example 1:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.Tensor(np.array([[1, 2, 3],
...                           [4, 5, 6]]))
>>> indices = flow.tensor(np.array([1, 0]).astype(np.int64))
>>> out = flow.batch_gather(x, indices)

tensor([[4., 5., 6.],
        [1., 2., 3.]], dtype=oneflow.float32)





Example 2:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.Tensor(np.array([[[1, 2, 3], [4, 5, 6]],
...                           [[1, 2, 3], [4, 5, 6]]]))
>>> indices = flow.tensor(np.array([[1, 0],
...                                 [0, 1]]).astype(np.int64))
>>> out = flow.batch_gather(x, indices)

tensor([[[4., 5., 6.],
         [1., 2., 3.]],
        [[1., 2., 3.],
         [4., 5., 6.]]], dtype=oneflow.float32)










	
oneflow.bernoulli(x, *, generator=None, out=None)

	This operator returns a Tensor with binaray random numbers (0 / 1) from a Bernoulli distribution.


	Parameters

	
	x (Tensor) – the input tensor of probability values for the Bernoulli distribution


	generator (Generator, optional) – a pseudorandom number generator for sampling


	out (Tensor, optional) – the output tensor.









	Shape:
	
	Input: \((*)\). Input can be of any shape


	Output: \((*)\). Output is of the same shape as input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> arr = np.array(
...    [
...        [1.0, 1.0, 1.0],
...        [1.0, 1.0, 1.0],
...        [1.0, 1.0, 1.0],
...    ]
... )
>>> x = flow.tensor(arr, dtype=flow.float32)
>>> y = flow.bernoulli(x)
>>> y
tensor([[1., 1., 1.],
        [1., 1., 1.],
        [1., 1., 1.]], dtype=oneflow.float32)










	
oneflow.bmm()

	Performs a batch matrix-matrix product of matrices stored in input and mat2.

input and mat2 must be 3-D tensors each containing the same number of matrices.

If input is a (b x n x m) tensor, mat2 is a (b x m x p) tensor, out will be a (b x n x p) tensor.


	Parameters

	
	input (oneflow.Tensor) – the first batch of matrices to be multiplied


	mat2 (oneflow.Tensor) – the second batch of matrices to be multiplied








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input1 = flow.randn(10, 3, 4)
>>> input2 = flow.randn(10, 4, 5)
>>> of_out = flow.bmm(input1, input2)
>>> of_out.shape
oneflow.Size([10, 3, 5])










	
oneflow.broadcast_like()

	This operator broadcast tensor x to like_tensor according to the broadcast_axes.


	Parameters

	
	x (Tensor) – The input Tensor.


	like_tensor (Tensor) – The like Tensor.


	broadcast_axes (Optional[Sequence], optional) – The axes you want to broadcast. Defaults to None.






	Returns

	Broadcasted input Tensor.



	Return type

	[Tensor]





For example:

>>> import oneflow as flow

>>> x = flow.randn(3, 1, 1)
>>> like_tensor = flow.randn(3, 4, 5)
>>> broadcast_tensor = flow.broadcast_like(x, like_tensor, broadcast_axes=[1, 2])
>>> broadcast_tensor.shape
oneflow.Size([3, 4, 5])










	
oneflow.cast()

	The operation takes input tensor x and casts it to the output with dtype


	Parameters

	
	x (oneflow.Tensor) – A Tensor


	dtype (flow.dtype) – Data type of the output tensor






	Returns

	A Tensor with specific dtype.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> np_arr = np.random.randn(2, 3, 4, 5).astype(np.float32)
>>> input = flow.tensor(np_arr, dtype=flow.float32)
>>> output = flow.cast(input, flow.int8)
>>> np.array_equal(output.numpy(), np_arr.astype(np.int8))
True










	
oneflow.cat(tensors, dim=0) → Tensor

	Concatenate two or more Tensor s at specified dim.

Analogous to numpy.concatenate [https://docs.scipy.org/doc/numpy/reference/generated/numpy.concatenate.html]


	Parameters

	
	inputs – a list of Tensor


	dim – a int.






	Returns

	A Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input1 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)
>>> input2 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)
>>> input3 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)

>>> out = flow.cat([input1, input2, input3], dim=1) # equal to using flow.concat()
>>> out.shape
oneflow.Size([2, 18, 5, 3])










	
oneflow.ceil()

	Returns a new tensor with the ceil of the elements of input,
the smallest integer greater than or equal to each element.

The equation is:


\[\text{out}_{i} = \left\lceil \text{input}_{i} \right\rceil = \left\lfloor \text{input}_{i} \right\rfloor + 1\]


	Parameters

	input (oneflow.Tensor) – A Tensor.



	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x = flow.tensor(np.array([0.1, -2, 3.4]).astype(np.float32))
>>> y = flow.ceil(x)
>>> y.shape
oneflow.Size([3])
>>> y
tensor([ 1., -2.,  4.], dtype=oneflow.float32)
>>> x = flow.tensor(np.array([[2.5, 4.6, 0.6],[7.8, 8.3, 9.2]]).astype(np.float32))
>>> y = x.ceil()
>>> y.shape
oneflow.Size([2, 3])
>>> y
tensor([[ 3.,  5.,  1.],
        [ 8.,  9., 10.]], dtype=oneflow.float32)
>>> x = flow.tensor(np.array([[[2.2, 4.4, 6.5],[7.1, 8.2, 9.3]],[[10.6,11.2,12.2],[13.5,14.8,15.9]]]).astype(np.float32))
>>> y = flow.ceil(x)
>>> y.shape
oneflow.Size([2, 2, 3])
>>> y
tensor([[[ 3.,  5.,  7.],
         [ 8.,  9., 10.]],

        [[11., 12., 13.],
         [14., 15., 16.]]], dtype=oneflow.float32)










	
oneflow.chunk()

	Splits a tensor into a specific number of chunks. Each chunk is a view of the input tensor. Last chunk will be bigger if the tensor size along the given dimension dim is not divisible by chunks.


	Parameters

	
	input (oneflow.Tensor) – The tensor to split.


	chunks (int) – Number of chunks to return.


	dim (int) – Dimension along which to split the tensor.






	Returns

	List of Tensors.





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> arr = np.random.randn(5, 3, 6, 9).astype(np.float32)
>>> input = flow.tensor(arr)
>>> output = []
>>> chunks = 3
>>> output = flow.chunk(input, chunks=chunks, dim=2)
>>> out_shape = []
>>> for i in range(0, chunks):
...     out_shape.append(output[i].numpy().shape)
>>> out_shape
[(5, 3, 2, 9), (5, 3, 2, 9), (5, 3, 2, 9)]










	
oneflow.clamp()

	Clamp all elements in input into the range [ min, max ] and return
a resulting tensor:


\[\begin{split}y_i = \begin{cases}
    \text{min} & \text{if } x_i < \text{min} \\
    x_i & \text{if } \text{min} \leq x_i \leq \text{max} \\
    \text{max} & \text{if } x_i > \text{max}
\end{cases}\end{split}\]

If input is of type FloatTensor or DoubleTensor, args min
and max must be real numbers, otherwise they should be integers.


	Parameters

	
	input (Tensor) – the input tensor.


	min (Number) – lower-bound of the range to be clamped to. Defaults to None.


	max (Number) – upper-bound of the range to be clamped to. Defaults to None.


	out (Tensor, optional) – the output tensor.








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> arr = np.array([0.2, 0.6, -1.5, -0.3])
>>> input = flow.Tensor(arr)
>>> output = flow.clamp(input, min=-0.5, max=0.5)
>>> output
tensor([ 0.2000,  0.5000, -0.5000, -0.3000], dtype=oneflow.float32)

>>> arr = np.array([0.2, 0.6, -1.5, -0.3])
>>> input = flow.Tensor(arr)
>>> output = flow.clamp(input, min=None, max=0.5)
>>> output
tensor([ 0.2000,  0.5000, -1.5000, -0.3000], dtype=oneflow.float32)

>>> arr = np.array([0.2, 0.6, -1.5, -0.3])
>>> input = flow.Tensor(arr)
>>> output = flow.clamp(input, min=-0.5, max=None)
>>> output
tensor([ 0.2000,  0.6000, -0.5000, -0.3000], dtype=oneflow.float32)










	
oneflow.clip()

	Alias for oneflow.clamp().






	
oneflow.concat()

	cat(tensors, dim=0) -> Tensor

Concatenate two or more Tensor s at specified dim.

Analogous to numpy.concatenate [https://docs.scipy.org/doc/numpy/reference/generated/numpy.concatenate.html]


	Parameters

	
	inputs – a list of Tensor


	dim – a int.






	Returns

	A Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input1 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)
>>> input2 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)
>>> input3 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)

>>> out = flow.cat([input1, input2, input3], dim=1) # equal to using flow.concat()
>>> out.shape
oneflow.Size([2, 18, 5, 3])










	
oneflow.cos()

	Returns a new tensor with the cosine  of the elements of input.


\[\text{out}_{i} = \cos(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> arr = np.array([1.4309,  1.2706, -0.8562,  0.9796])
>>> input = flow.tensor(arr, dtype=flow.float32)
>>> output = flow.cos(input).numpy()










	
oneflow.cosh()

	Returns a new tensor with the hyperbolic cosine of the elements of input.


\[\text{out}_{i} = \cosh(\text{input}_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> arr = np.array([ 0.1632,  1.1835, -0.6979, -0.7325])
>>> input = flow.tensor(arr, dtype=flow.float32)
>>> output = flow.cosh(input).numpy()
>>> output
array([1.0133467, 1.7859949, 1.2535787, 1.2804903], dtype=float32)










	
oneflow.cumprod(input, dim) → Tensor

	This operator computes the cumulative product of input elements in the given dimension.

The equation is:


$$
y_{i}=x_{0}*x_{1}*…*x_{i}
$$





	Parameters

	
	input (Tensor) – the input tensor.


	dim (int) – the dimension to do cumsum whose valid range is [-N, N-1), and the N is tensor’s dimensions






	Returns

	The result tensor with cumprod result.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> input=flow.tensor([1, 2, 3])
>>> flow.cumprod(input, dim=0)
tensor([1, 2, 6], dtype=oneflow.int64)










	
oneflow.cumsum(input, dim) → Tensor

	This operator computes the cumulative sum of input elements in the given dimension.

The equation is:


$$
y_{i}=x_{0}+x_{1}+…+x_{i}
$$





	Parameters

	
	input (Tensor) – the input ND tensor.


	dim (int) – the dimension to do cumsum, valid range is [-N, N-1), N is tensor’s dimensions






	Returns

	The result tensor with cumsum result.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> input = flow.ones(3, 3)
>>> dim = 1
>>> flow.cumsum(input, dim)
tensor([[1., 2., 3.],
        [1., 2., 3.],
        [1., 2., 3.]], dtype=oneflow.float32)










	
oneflow.decode_onerec(input: Tensor, key: str, dtype, shape, is_dynamic=False, reshape=None, batch_padding=None) → Tensor

	Decode a tensor from input which should be generated before by oneflow.nn.OneRecReader.


	Parameters

	
	input – (Tensor): The tensor generated by oneflow.nn.OneRecReader before.


	key (str) – The field name of the tensor to be decode


	shape (bool) – The shape of the tensor to be decode


	is_dynamic (bool) – The tensor shape is dynamic or not


	reshape (tuple) – Set it if you want to reshape the tensor


	batch_padding (tuple) – Set it if batch padding is needed








For example:

import oneflow as flow
files = ['file01.onerec', 'file02.onerec']
# read onerec dataset form files
reader = flow.nn.OneRecReader(files, 10, True, "batch")
readdata = reader()

# decode
labels = flow.decode_onerec(readdata, key="labels", dtype=flow.int32, shape=(1,))
dense_fields = flow.decode_onerec(readdata, key="dense_fields", dtype=flow.float, shape=(13,))










	
oneflow.diag()

	If input is a vector (1-D tensor), then returns a 2-D square tensor with the elements of input as the diagonal.
If input is a matrix (2-D tensor), then returns a 1-D tensor with diagonal elements of input.


	Parameters

	
	input (Tensor) – the input tensor.


	diagonal (Optional[int], 0) – The diagonal to consider.
If diagonal = 0, it is the main diagonal. If diagonal > 0, it is above the main diagonal. If diagonal < 0, it is below the main diagonal. Defaults to 0.






	Returns

	the output Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> arr = np.array(
...     [
...        [1.0, 2.0, 3.0],
...        [4.0, 5.0, 6.0],
...        [7.0, 8.0, 9.0],
...     ]
... )

>>> input = flow.tensor(arr, dtype=flow.float32)
>>> flow.diag(input)
tensor([1., 5., 9.], dtype=oneflow.float32)










	
oneflow.diagonal(input, offset, dim1, dim2) → Tensor

	Returns a partial view of input with the its diagonal elements with respect to dim1 and dim2
appended as a dimension at the end of the shape.


	Parameters

	
	input (Tensor) – the input tensor.Must be at least 2-dimensional.


	offset (Optional[int], 0) – which diagonal to consider. Default: 0 (main diagonal)


	dim1 (Optional[int], 0) – first dimension with respect to which to take diagonal. Default: 0


	dim2 (Optional[int], 1) – second dimension with respect to which to take diagonal. Default: 1






	Returns

	the output Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow

>>> input = flow.randn(2,  3,  4)
>>> output = flow.diagonal(input, offset=1, dim1=1, dim2=0)
>>> output.shape
oneflow.Size([4, 1])










	
oneflow.div()

	Computes the division of input by other for each element, scalar and broadcast promotation are supported.
The formula is:


\[out = \frac{input}{other}\]


	Parameters

	
	input (Union[int, float, oneflow.Tensor]) – input.


	other (Union[int, float, oneflow.Tensor]) – other.








For example:

>>> import numpy as np
>>> import oneflow as flow

# element-wise divide
>>> input = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> other = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> out = flow.div(input,other).numpy()
>>> out.shape
(2, 3)

# scalar divide
>>> input = 5
>>> other = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> out = flow.div(input,other).numpy()
>>> out.shape
(2, 3)

# broadcast divide
>>> input = flow.tensor(np.random.randn(1,1), dtype=flow.float32)
>>> other = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> out = flow.div(input,other).numpy()
>>> out.shape
(2, 3)










	
oneflow.dot()

	This operator computes the dot product of tensor input and other.

The equation is:


$$
\sum_{i=1}^{n}(x[i] * y[i])
$$





	Parameters

	
	input (Tensor) – first tensor in the dot product.


	other (Tensor) – second tensor in the dot product.









	Shape:
	
	input: Input must be 1D.


	other: Other must be 1D.








For example:

>>> import oneflow as flow
>>> flow.dot(flow.Tensor([2, 3]), flow.Tensor([2, 1]))
tensor(7., dtype=oneflow.float32)










	
oneflow.einsum(equation, *operands) → oneflow.Tensor

	Sums the product of the elements of the input operands along dimensions specified using a notation
based on the Einstein summation convention.

Einsum allows computing many common multi-dimensional linear algebraic array operations by representing them
in a short-hand format based on the Einstein summation convention, given by equation. The details of
this format are described below, but the general idea is to label every dimension of the input operands
with some subscript and define which subscripts are part of the output. The output is then computed by summing
the product of the elements of the operands along the dimensions whose subscripts are not part of the
output. For example, matrix multiplication can be computed using einsum as flow.einsum(“ij,jk->ik”, A, B).
Here, j is the summation subscript and i and k the output subscripts (see section below for more details on why).

Equation:


The equation string specifies the subscripts (letters in [a-zA-Z]) for each dimension of
the input operands in the same order as the dimensions, separating subcripts for each operand by a
comma (‘,’), e.g. ‘ij,jk’ specify subscripts for two 2D operands. The dimensions labeled with the same subscript
must be broadcastable, that is, their size must either match or be 1. The exception is if a subscript is
repeated for the same input operand, in which case the dimensions labeled with this subscript for this operand
must match in size and the operand will be replaced by its diagonal along these dimensions. The subscripts that
appear exactly once in the equation will be part of the output, sorted in increasing alphabetical order.
The output is computed by multiplying the input operands element-wise, with their dimensions aligned based
on the subscripts, and then summing out the dimensions whose subscripts are not part of the output.

Optionally, the output subscripts can be explicitly defined by adding an arrow (‘->’) at the end of the equation
followed by the subscripts for the output. For instance, the following equation computes the transpose of a
matrix multiplication: ‘ij,jk->ki’. The output subscripts must appear at least once for some input operand and
at most once for the output.

Ellipsis (‘…’) can be used in place of subscripts to broadcast the dimensions covered by the ellipsis.
Each input operand may contain at most one ellipsis which will cover the dimensions not covered by subscripts,
e.g. for an input operand with 5 dimensions, the ellipsis in the equation ‘ab…c’ cover the third and fourth
dimensions. The ellipsis does not need to cover the same number of dimensions across the operands but the
‘shape’ of the ellipsis (the size of the dimensions covered by them) must broadcast together. If the output is not
explicitly defined with the arrow (‘->’) notation, the ellipsis will come first in the output (left-most dimensions),
before the subscript labels that appear exactly once for the input operands. e.g. the following equation implements
batch matrix multiplication ‘…ij,…jk’.

A few final notes: the equation may contain whitespaces between the different elements (subscripts, ellipsis,
arrow and comma) but something like ‘…’ is not valid. An empty string ‘’ is valid for scalar operands.





Note

flow.einsum handles ellipsis (‘…’) differently from NumPy in that it allows dimensions
covered by the ellipsis to be summed over, that is, ellipsis are not required to be part of the output.




Note

This function does not optimize the given expression, so a different formula for the same computation may
run faster or consume less memory. Projects like opt_einsum (https://optimized-einsum.readthedocs.io/en/stable/)
can optimize the formula for you.




	Parameters

	
	equation (String) – The subscripts for the Einstein summation.


	*operands (oneflow.Tensor) – The tensors to compute the Einstein summation of.








For example:

>>> import oneflow as flow

# trace
>>> flow.einsum('ii', flow.arange(4*4).reshape(4,4).to(flow.float32))
tensor(30., dtype=oneflow.float32)

# diagonal
>>> flow.einsum('ii->i', flow.arange(4*4).reshape(4,4).to(flow.float32))
tensor([ 0.,  5., 10., 15.], dtype=oneflow.float32)

# outer product
>>> x = flow.arange(5).to(flow.float32)
>>> y = flow.arange(4).to(flow.float32)
>>> flow.einsum('i,j->ij', x, y)
tensor([[ 0.,  0.,  0.,  0.],
        [ 0.,  1.,  2.,  3.],
        [ 0.,  2.,  4.,  6.],
        [ 0.,  3.,  6.,  9.],
        [ 0.,  4.,  8., 12.]], dtype=oneflow.float32)

# batch matrix multiplication
>>> As = flow.arange(3*2*5).reshape(3,2,5).to(flow.float32)
>>> Bs = flow.arange(3*5*4).reshape(3,5,4).to(flow.float32)
>>> flow.einsum('bij,bjk->bik', As, Bs).shape
oneflow.Size([3, 2, 4])

# batch permute
>>> A = flow.randn(2, 3, 4, 5)
>>> flow.einsum('...ij->...ji', A).shape
oneflow.Size([2, 3, 5, 4])

# bilinear
>>> A = flow.randn(3,5,4)
>>> l = flow.randn(2,5)
>>> r = flow.randn(2,4)
>>> flow.einsum('bn,anm,bm->ba', l, A, r).shape
oneflow.Size([2, 3])










	
oneflow.empty(*size, dtype: Optional[oneflow._oneflow_internal.dtype] = None, device: Optional[Union[oneflow._oneflow_internal.device, str]] = None, placement: Optional[oneflow._oneflow_internal.placement] = None, sbp: Optional[Union[oneflow._oneflow_internal.sbp.sbp, List[oneflow._oneflow_internal.sbp.sbp]]] = None, requires_grad: bool = False, pin_memory: bool = False)

	Returns a tensor filled with uninitialized data.
The shape of the tensor is defined by the variable argument size.


	Parameters

	
	size (int... or oneflow.Size) – Defining the shape of the output tensor.
Can be a variable number of arguments or a collection like a list or tuple or oneflow.Size.


	dtype (flow.dtype, optional) – The desired data type of returned tensor. Default: flow.float32.


	device (oneflow.device, optional) – The desired device of returned local tensor. If None, uses the
current device.


	placement (flow.placement, optional) – The desired device of returned global tensor. If None, will
construct local tensor.


	sbp (flow.sbp or List[flow.sbp], optional) – The desired sbp of returned global tensor.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.


	pin_memory (bool, optional) – False.








For example:

>>> import oneflow as flow
>>> y = flow.empty(4, 5)  # construct local empty tensor
>>> y.shape
oneflow.Size([4, 5])
>>> y.is_global
False
>>> placement = flow.placement("cpu", ranks=[0])
>>> y = flow.empty(4, 5, placement=placement, sbp=flow.sbp.broadcast)  # construct consistent empty tensor
>>> y.is_global
True










	
class oneflow.enable_grad

	Context-manager that enabled gradient calculation.

Enables gradient calculation, if it has been disabled via no_grad.

This context manager is thread local; it will not affect computation in other threads.

Also functions as a decorator. (Make sure to instantiate with parenthesis.)

>>> import oneflow as flow
>>> x = flow.ones(2, 3, requires_grad=True)
>>> with flow.no_grad():
...     with flow.enable_grad():
...         y = x * x
>>> y.requires_grad
True
>>> @flow.enable_grad()
... def no_grad_func(x):
...     return x * x
>>> with flow.no_grad():
...     y = no_grad_func(x)
>>> y.requires_grad
True










	
oneflow.eq(input, other) → Tensor

	Computes element-wise equality.
The second argument can be a number or a tensor whose shape is broadcastable with the first argument.


	Parameters

	
	input (oneflow.Tensor) – the tensor to compare


	other (oneflow.Tensor, float or int) – the target to compare






	Returns

	
	A boolean tensor that is True where input is equal to other and False elsewhere










For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.array([2, 3, 4, 5]), dtype=flow.float32)
>>> other = flow.tensor(np.array([2, 3, 4, 1]), dtype=flow.float32)

>>> y = flow.eq(input, other)
>>> y
tensor([ True,  True,  True, False], dtype=oneflow.bool)










	
oneflow.equal()

	eq(input, other) -> Tensor

Computes element-wise equality.
The second argument can be a number or a tensor whose shape is broadcastable with the first argument.


	Parameters

	
	input (oneflow.Tensor) – the tensor to compare


	other (oneflow.Tensor, float or int) – the target to compare






	Returns

	
	A boolean tensor that is True where input is equal to other and False elsewhere










For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.array([2, 3, 4, 5]), dtype=flow.float32)
>>> other = flow.tensor(np.array([2, 3, 4, 1]), dtype=flow.float32)

>>> y = flow.eq(input, other)
>>> y
tensor([ True,  True,  True, False], dtype=oneflow.bool)










	
oneflow.erf()

	Computes the error function of each element. The error function is defined as follows:


\[\operatorname{erf}(x)=\frac{2}{\sqrt{\pi}} \int_{0}^{x} e^{-t^{2}} d t\]


	Parameters

	x (oneflow.Tensor) – A Tensor



	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.tensor(np.array([0, -1., 10.]), dtype=flow.float32)
>>> out = flow.erf(x)
>>> out.shape
oneflow.Size([3])
>>> out.numpy()
array([ 0.       , -0.8427008,  1.       ], dtype=float32)

>>> x = flow.tensor(np.array([[0, -1., 10.], [5, 7, 0.8]]), dtype=flow.float32)
>>> out = flow.erf(x)
>>> out.shape
oneflow.Size([2, 3])
>>> out.numpy()
array([[ 0.        , -0.8427008 ,  1.        ],
       [ 1.        ,  1.        ,  0.74210095]], dtype=float32)

>>> x = flow.tensor(np.array([[0, -1., 10.], [5, 7, 0.8], [2, 3, 4]]), dtype=flow.float32)
>>> out = x.erf()
>>> out.shape
oneflow.Size([3, 3])
>>> out.numpy()
array([[ 0.        , -0.8427008 ,  1.        ],
       [ 1.        ,  1.        ,  0.74210095],
       [ 0.9953223 ,  0.9999779 ,  1.        ]], dtype=float32)










	
oneflow.erfc()

	Computes the complementary error function of each element of input. The complementary error
function is defined as follows:


\[\operatorname{erfc}(x)=1-\frac{2}{\sqrt{\pi}} \int_{0}^{x} e^{-t^{2}} d t\]


	Parameters

	x (oneflow.Tensor) – A Tensor



	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.tensor(np.array([0, -1., 10.]), dtype=flow.float32)
>>> out = flow.erfc(x)
>>> out
tensor([1.0000e+00, 1.8427e+00, 2.8026e-45], dtype=oneflow.float32)

>>> x = flow.tensor(np.array([[0, -1., 10.], [5, 7, 0.8]]), dtype=flow.float32)
>>> out = flow.erfc(x)
>>> out
tensor([[1.0000e+00, 1.8427e+00, 2.8026e-45],
        [1.5375e-12, 4.1838e-23, 2.5790e-01]], dtype=oneflow.float32)










	
oneflow.erfinv()

	Computes the inverse error function of input. The inverse error function is defined in the range \((-1, 1)\) as:


\[\mathrm{erfinv}(\mathrm{erf}(x)) = x\]


	Parameters

	input (oneflow.Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input=flow.tensor(np.random.randn(3,3).astype(np.float32))
>>> of_out=flow.erfinv(input)
>>> of_out.shape
oneflow.Size([3, 3])










	
oneflow.exp()

	This operator computes the exponential of Tensor.

The equation is:


\[out = e^x\]


	Parameters

	x (oneflow.Tensor) – A Tensor



	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = flow.tensor(np.array([1, 2, 3]).astype(np.float32), dtype=flow.float32)
>>> y = flow.exp(x)
>>> y
tensor([ 2.7183,  7.3891, 20.0855], dtype=oneflow.float32)










	
oneflow.expand(input, *sizes) → Tensor

	This operator expand the input tensor to a larger size.

Passing -1 as the size for a dimension means not changing the size of that dimension.

Tensor can be also expanded to a larger number of dimensions and the new ones will be appended at the front.

For the new dimensions, the size cannot be set to -1.


	Parameters

	
	input (oneflow.Tensor) – the input Tensor.


	*sizes (oneflow.Size or int) – The desired expanded size.






	Returns

	The result Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x = np.array([[[[0, 1]],
...               [[2, 3]],
...               [[4, 5]]]]).astype(np.int32)
>>> input = flow.Tensor(x)
>>> input.shape
oneflow.Size([1, 3, 1, 2])
>>> out = input.expand(1, 3, 2, 2)
>>> out.shape
oneflow.Size([1, 3, 2, 2])










	
oneflow.expm1()

	Returns a new tensor with the exponential of the elements minus 1
of input.

The equation is:


\[y_{i} = e^{x_{i}} - 1\]


	Parameters

	input (oneflow.Tensor) – A Tensor.



	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x = flow.tensor(np.array([1, 2, 3]).astype(np.float32))
>>> y = flow.expm1(x)
>>> y.shape
oneflow.Size([3])
>>> y
tensor([ 1.7183,  6.3891, 19.0855], dtype=oneflow.float32)

>>> x = flow.tensor(np.array([[[2, 4, 6],[7, 8, 9]],[[10,11,12],[13,14,15]]]).astype(np.float32))
>>> y = flow.expm1(x)
>>> print(y.shape)
oneflow.Size([2, 2, 3])
>>> print(y.numpy())
[[[6.3890562e+00 5.3598152e+01 4.0242880e+02]
  [1.0956332e+03 2.9799580e+03 8.1020840e+03]]

 [[2.2025465e+04 5.9873141e+04 1.6275380e+05]
  [4.4241238e+05 1.2026032e+06 3.2690165e+06]]]










	
oneflow.eye(n, m, *, device=None, requires_grad=False, placement=None, sbp) → Tensor

	This operator creates a 2-D Tensor with ones on the diagonal and zeros elsewhere.


	Parameters

	
	n (int) – the number of rows.


	m (int, optional) – the number of colums with default being n. Defaults to None.






	Keyword Arguments

	
	device (Union[flow.device, str], optional) – the desired device of returned tensor. Default: if None, uses the current device for the default tensor.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.


	placement (oneflow._oneflow_internal.placement, optional) – The placement attribute allows you to specify which physical device the tensor is stored on.


	sbp (Union[oneflow._oneflow_internal.sbp.sbp, List[oneflow._oneflow_internal.sbp.sbp]], optional) – When creating a global tensor, specify the SBP of the tensor.






	Returns

	The result tensor with ones on the diagonal and zeros elsewhere.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> out = flow.eye(3, 3)
>>> out
tensor([[1., 0., 0.],
        [0., 1., 0.],
        [0., 0., 1.]], dtype=oneflow.float32)
>>> out = flow.eye(3, 3, device="cuda")
>>> out
tensor([[1., 0., 0.],
        [0., 1., 0.],
        [0., 0., 1.]], device='cuda:0', dtype=oneflow.float32)










	
oneflow.flatten()

	Flattens a contiguous range of dims into a tensor.


	Parameters

	
	start_dim – first dim to flatten (default = 0).


	end_dim – last dim to flatten (default = -1).








For example:

>>> import numpy as np
>>> import oneflow as flow
>>> input = flow.randn(32, 1, 5, 5)
>>> output = flow.flatten(input, start_dim=1)
>>> output.shape
oneflow.Size([32, 25])










	
oneflow.flip(input, dims) → Tensor

	Reverse the order of a n-D tensor along given axis in dims.


Note

flow.flip makes a copy of input’s data. This is different from NumPy’s np.flip,
which returns a view in constant time. Since copying a tensor’s data is more work than viewing that data,
flow.flip is expected to be slower than np.flip.




	Parameters

	
	input (Tensor) – the input tensor


	dims (a list or tuple) – axis to flip on








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> np_arr = np.arange(0, 8).reshape((2, 2, 2)).astype(np.float32)
>>> input = flow.Tensor(np_arr)
>>> input.shape
oneflow.Size([2, 2, 2])
>>> out = flow.flip(input, [0, 1])
>>> out
tensor([[[6., 7.],
         [4., 5.]],

        [[2., 3.],
         [0., 1.]]], dtype=oneflow.float32)










	
oneflow.floor()

	Returns a new tensor with the arcsine of the elements of input.


\[\text{out}_{i} = \lfloor \text{input}_{i} \rfloor\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(np.array([-0.5,  1.5, 0,  0.8]), dtype=flow.float32)
>>> output = flow.floor(input)
>>> output.shape
oneflow.Size([4])
>>> output.numpy()
array([-1.,  1.,  0.,  0.], dtype=float32)

>>> input1 = flow.tensor(np.array([[0.8, 1.0], [-0.6, 2.5]]), dtype=flow.float32)
>>> output1 = input1.floor()
>>> output1.shape
oneflow.Size([2, 2])
>>> output1.numpy()
array([[ 0.,  1.],
       [-1.,  2.]], dtype=float32)










	
oneflow.floor_()

	In-place version of oneflow.floor()






	
oneflow.fmod(input, other, *, out=None) → Tensor

	Computes the element-wise remainder of division.

The dividend and divisor may contain both for integer and floating point
numbers. The remainder has the same sign as the dividend input.

Supports broadcasting to a common shape, integer and float inputs.


	Parameters

	
	input (Tensor) – the dividend


	other (Tensor or Scalar) – the divisor






	Keyword Arguments

	out (Tensor, optional) – the output tensor.





Example:

>>> import oneflow as flow
>>> flow.fmod(flow.tensor([-3., -2, -1, 1, 2, 3], dtype=flow.float32), 2.)
tensor([-1., -0., -1.,  1.,  0.,  1.], dtype=oneflow.float32)
>>> flow.fmod(flow.tensor([1, 2, 3, 4, 5.], dtype=flow.float32), 1.5)
tensor([1.0000, 0.5000, 0.0000, 1.0000, 0.5000], dtype=oneflow.float32)
>>> flow.fmod(flow.tensor([1, 2, 3, 4., -5]), flow.tensor([4, 2, 1, 3., 1]))
tensor([1., 0., 0., 1., -0.], dtype=oneflow.float32)










	
oneflow.from_numpy()

	Creates a Tensor from a numpy.ndarray.

The returned tensor and ndarray share the same memory. Modifications to the tensor
will be reflected in the ndarray and vice versa.

It currently accepts ndarray with dtypes of numpy.float64, numpy.float32, numpy.float16,
numpy.int64, numpy.int32, numpy.int8, numpy.uint8.

For example:

>>> import oneflow as flow
>>> import numpy as np
>>> np_arr = np.arange(6).reshape(2, 3)
>>> t = flow.from_numpy(np_arr)
>>> t
tensor([[0, 1, 2],
        [3, 4, 5]], dtype=oneflow.int64)
>>> np_arr[0, 0] = -1
>>> t
tensor([[-1,  1,  2],
        [ 3,  4,  5]], dtype=oneflow.int64)










	
oneflow.full(size: Union[int, Tuple[int, …], oneflow.Size], fill_value: Union[float, int], dtype: Optional[oneflow._oneflow_internal.dtype] = None, device: Optional[Union[str, oneflow._oneflow_internal.device]] = None, placement: Optional[oneflow._oneflow_internal.placement] = None, sbp: Optional[oneflow._oneflow_internal.sbp.sbp] = None, requires_grad: bool = False)

	Creates a tensor of size size filled with fill_value.
The tensor’s dtype is inferred from value.


	Parameters

	
	size (int...) – a list, tuple, or oneflow.Size of integers defining the shape of the output tensor.


	fill_value (Scalar) – the value to fill the output tensor with.


	dtype (oneflow.dtype, optional) – the desired data type of returned tensor.


	device (oneflow.device, optional) – the desired device of returned tensor. Default: if None, uses the current device for the default tensor type


	placement (oneflow.placement, optional) – the desired placement of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	sbp (oneflow.sbp.sbp or tuple of oneflow.sbp.sbp, optional) – the desired sbp descriptor of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import oneflow as flow
>>> y = flow.full((5,),5)
>>> y
tensor([5, 5, 5, 5, 5], dtype=oneflow.int64)
>>> y = flow.full((2,3),5.0) # construct local tensor
>>> y
tensor([[5., 5., 5.],
        [5., 5., 5.]], dtype=oneflow.float32)
>>> placement = flow.placement("cpu", ranks=[0])
>>> y = flow.full((2,3), 5.0, placement=placement, sbp=flow.sbp.broadcast)  # construct global tensor
>>> y.is_global
True










	
oneflow.gather(input, dim, index, sparse_grad=False) → Tensor

	Gathers values along an axis specified by dim.

For a 3-D tensor the output is specified by:

out[i][j][k] = input[index[i][j][k]][j][k]  # if dim == 0
out[i][j][k] = input[i][index[i][j][k]][k]  # if dim == 1
out[i][j][k] = input[i][j][index[i][j][k]]  # if dim == 2





input and index must have the same number of dimensions.
It is also required that index.size(d) <= input.size(d) for all
dimensions d != dim.  out will have the same shape as index.
Note that input and index do not broadcast against each other.


	Parameters

	
	input (Tensor) – the source tensor


	dim (int) – the axis along which to index


	index (LongTensor) – the indices of elements to gather








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = np.random.randn(3, 4, 3, 5)
>>> index = np.random.choice(np.arange(3), size=180, replace=True).reshape((3, 4, 3, 5))
>>> output = flow.gather(flow.Tensor(input), 1, flow.tensor(index, dtype=flow.int64))
>>> output.shape
oneflow.Size([3, 4, 3, 5])










	
oneflow.gather_nd(input, index) → Tensor

	This operator is a high-dimensional extension of gather, index is a K-dimensional
tensor, which is regarded as a index of input Tensor input.

Each element defines a slice of input:


\[output[i_{0},i_{1},...,i_{K-2}] = input[index(i_{0},i_{1},...,i_{K-2})]\]


	Parameters

	
	input – The input Tensor.


	index – The slice indices.








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(np.array([[1, 2,3], [4, 5,6],[7,8,9]]), dtype=flow.float)
>>> index_1 = flow.tensor(np.array([[0], [2]]), dtype=flow.int)
>>> out_1 = flow.gather_nd(input,index_1)
>>> print(out_1.shape)
oneflow.Size([2, 3])
>>> out_1
tensor([[1., 2., 3.],
        [7., 8., 9.]], dtype=oneflow.float32)
>>> index_2 = flow.tensor(np.array([[0,2], [2,1]]), dtype=flow.int)
>>> out_2 = flow.gather_nd(input,index_2)
>>> out_2
tensor([3., 8.], dtype=oneflow.float32)










	
oneflow.gelu(x: Tensor) → Tensor

	The equation is:


\[out = 0.5 * x * (1 + tanh(\sqrt{\frac{2}{\pi}} * (x + 0.044715x^{3})))\]

For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-0.5, 0, 0.5]).astype(np.float32)
>>> input = flow.tensor(x)

>>> out = flow.gelu(input)
>>> out
tensor([-0.1543,  0.0000,  0.3457], dtype=oneflow.float32)





See
GELU for more details.






	
oneflow.get_rng_state()

	The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.get_rng_state.html.

Sets the random number generator state.


	Parameters

	new_state (oneflow.ByteTensor) – The desired state










	
oneflow.greater()

	Returns the truth value of \(input > other\) element-wise.


	Parameters

	
	input (oneflow.Tensor) – A Tensor


	other (oneflow.Tensor) – A Tensor






	Returns

	A Tensor with bool type.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input1 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)
>>> input2 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)

>>> out = flow.gt(input1, input2).shape
>>> out
oneflow.Size([2, 6, 5, 3])










	
oneflow.gt()

	Returns the truth value of \(input > other\) element-wise.


	Parameters

	
	input (oneflow.Tensor) – A Tensor


	other (oneflow.Tensor) – A Tensor






	Returns

	A Tensor with bool type.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input1 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)
>>> input2 = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)

>>> out = flow.gt(input1, input2).shape
>>> out
oneflow.Size([2, 6, 5, 3])










	
oneflow.hsplit(input, indices_or_sections) → List of Tensors

	The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.hsplit.html.

Splits input, a tensor with one or more dimensions, into multiple tensors horizontally according to indices_or_sections.
Each split is a view of input.

If input is one dimensional this is equivalent to calling oneflow.tensor_split(input, indices_or_sections, dim=0)
(the split dimension is zero), and if input has two or more dimensions it’s equivalent to calling
oneflow.tensor_split(input, indices_or_sections, dim=1) (the split dimension is 1), except that if indices_or_sections
is an integer it must evenly divide the split dimension or a runtime error will be thrown.


	Parameters

	
	input (Tensor) – the input tensor.


	indices_or_sections (int or a list) – See argument in oneflow.tensor_split().






	Returns

	the output TensorTuple.



	Return type

	oneflow.TensorTuple





For example:

>>> import oneflow as flow

>>> input = flow.rand(3,4,5,6)
>>> output = flow.hsplit(input,(1,3))
>>> output[0].size()
oneflow.Size([3, 1, 5, 6])
>>> output[1].size()
oneflow.Size([3, 2, 5, 6])
>>> output[2].size()
oneflow.Size([3, 1, 5, 6])










	
oneflow.in_top_k(targets, predictions, k) → Tensor

	Says whether the targets are in the top K predictions.


	Parameters

	
	targets (Tensor) – the target tensor of type int32 or int64.


	predictions (Tensor) – the predictions tensor of type float32 .


	k (int) – Number of top elements to look at for computing precision.






	Returns

	A Tensor of type bool. Computed Precision at k as a bool Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> targets1 = flow.tensor(np.array([3, 1]), dtype=flow.int32)
>>> predictions1 = flow.tensor(np.array([[0.0, 1.0, 2.0, 3.0], [3.0, 2.0, 1.0, 0.0],]), dtype=flow.float32)
>>> out1 = flow.in_top_k(targets1, predictions1, k=1)
>>> out1
tensor([ True, False], dtype=oneflow.bool)
>>> out2 = flow.in_top_k(targets1, predictions1, k=2)
>>> out2
tensor([True, True], dtype=oneflow.bool)
>>> targets2 = flow.tensor(np.array([3, 1]), dtype=flow.int32, device=flow.device('cuda'))
>>> predictions2 = flow.tensor(np.array([[0.0, 1.0, 2.0, 3.0], [3.0, 2.0, 1.0, 0.0],]), dtype=flow.float32, device=flow.device('cuda'))
>>> out3 = flow.in_top_k(targets2, predictions2, k=1)
>>> out3
tensor([ True, False], device='cuda:0', dtype=oneflow.bool)










	
oneflow.index_select(dim, index) → Tensor

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.index_select.html.

Select values along an axis specified by dim.

index must be an Int32 Tensor with 1-D.
dim must be in the range of input Dimensions.
value of index must be in the range of the dim-th of input.
Note that input and index do not broadcast against each other.


	Parameters

	
	input (Tensor) – the source tensor


	dim (int) – the axis along which to index


	index (Tensor) – the 1-D tensor containing the indices to index








For example:

>>> import oneflow as flow
>>> input = flow.tensor([[1,2,3],[4,5,6]], dtype=flow.int32)
>>> input
tensor([[1, 2, 3],
        [4, 5, 6]], dtype=oneflow.int32)
>>> index = flow.tensor([0,1], dtype=flow.int64)
>>> output = flow.index_select(input, 1, index)
>>> output
tensor([[1, 2],
        [4, 5]], dtype=oneflow.int32)
>>> output = input.index_select(1, index)
>>> output
tensor([[1, 2],
        [4, 5]], dtype=oneflow.int32)










	
class oneflow.inference_mode(mode=True)

	Context-manager that enables or disables inference mode

InferenceMode is a new context manager analogous to no_grad to be used when you arecertain
your operations will have no interactions with autograd (e.g., model training). Code run
under this mode gets better performance by disabling view tracking and version counter bumps.

This context manager is thread local; it will not affect computation in other threads.

Also functions as a decorator. (Make sure to instantiate with parenthesis.)


	Parameters

	mode (bool) – Flag whether to enable or disable inference mode. (default: True)





>>> import oneflow as flow
>>> x = flow.ones(2, 3, requires_grad=True)
>>> with flow.inference_mode():
...     y = x * x
>>> y.requires_grad
False
>>> @flow.inference_mode()
... def no_grad_func(x):
...     return x * x
>>> y = no_grad_func(x)
>>> y.requires_grad
False










	
oneflow.initial_seed() → int

	The documentation is referenced from:
https://pytorch.org/docs/1.10/_modules/torch/random.html.

Returns the initial seed for generating random numbers as a
Python long.






	
oneflow.is_floating_point(input)

	Returns True if the data type of input is a floating point data type i.e., one of flow.float64, flow.float32, flow.float16.


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow

>>> input = flow.tensor([1, 2, 3, 4, 5], dtype=flow.int)
>>> output = flow.is_floating_point(input)
>>> output
False










	
oneflow.is_grad_enabled()

	Returns True if grad mode is currently enabled.






	
oneflow.is_nonzero(input) -> (bool)

	Returns True if the input is a single element tensor which is not equal to zero
after type conversions. i.e. not equal to flow.tensor([0.]) or flow.tensor([0]).

Throws a RuntimeError if input.shape.numel() != 1

For Example:

>>> import oneflow as flow
>>> flow.is_nonzero(flow.tensor([0.]))
False
>>> flow.is_nonzero(flow.tensor([1.5]))
True
>>> flow.is_nonzero(flow.tensor([3]))
True










	
oneflow.is_tensor(input) -> (bool)

	Note that this function is simply doing isinstance(obj, Tensor).
Using that isinstance check is better for typechecking with mypy,
and more explicit - so it’s recommended to use that instead of
is_tensor.


	Parameters

	obj (Object) – Object to test





For example:

>>> import oneflow as flow

>>> x=flow.tensor([1,2,3])
>>> flow.is_tensor(x)
True










	
oneflow.isinf()

	Tests if each element of input is infinite (positive or negative infinity) or not.


	Parameters

	input (Tensor) – the input tensor.



	Returns

	A boolean tensor that is True where input is infinite and False elsewhere.





Example:

>>> import oneflow as flow
>>> flow.isinf(flow.tensor([1, float('inf'), 2, float('-inf'), float('nan')]))
tensor([False,  True, False,  True, False], dtype=oneflow.bool)










	
oneflow.isnan()

	Returns a new tensor with boolean elements representing if each element of input is NaN or not.


	Parameters

	input (Tensor) – the input tensor.



	Returns

	A boolean tensor that is True where input is NaN and False elsewhere.





Example:

>>> import oneflow as flow
>>> flow.isnan(flow.tensor([1, float('nan'), 2]))
tensor([False,  True, False], dtype=oneflow.bool)










	
oneflow.le(input, other) → Tensor

	Returns the truth value of \(input <= other\) element-wise.


	Parameters

	
	input (oneflow.Tensor) – A Tensor


	other (oneflow.Tensor) – A Tensor






	Returns

	A Tensor with bool type.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input1 = flow.tensor(np.array([1, 2, 3]).astype(np.float32), dtype=flow.float32)
>>> input2 = flow.tensor(np.array([1, 1, 4]).astype(np.float32), dtype=flow.float32)

>>> out = flow.le(input1, input2)
>>> out
tensor([ True, False,  True], dtype=oneflow.bool)










	
oneflow.linspace(start: float, end: float, steps: int, dtype: oneflow._oneflow_internal.dtype = oneflow.float32, device: Optional[Union[oneflow._oneflow_internal.device, str]] = None, placement: Optional[oneflow._oneflow_internal.placement] = None, sbp: Optional[Union[oneflow._oneflow_internal.sbp.sbp, List[oneflow._oneflow_internal.sbp.sbp]]] = None, requires_grad: bool = False)

	Creates a one-dimensional tensor of size steps whose values are evenly
spaced from start to end, inclusive. That is, the value are:


\[(\text{start},
\text{start} + \frac{\text{end} - \text{start}}{\text{steps} - 1},
\ldots,
\text{start} + (\text{steps} - 2) * \frac{\text{end} - \text{start}}{\text{steps} - 1},
\text{end})\]


	Parameters

	
	start (float) – the starting value for the set of points


	end (float) – the ending value for the set of points


	steps (int) – size of the constructed tensor






	Keyword Arguments

	
	dtype (flow.dtype, optional) – If dtype is not given, the dtype is inferred to be flow.float32.


	device (flow.device, optional) – the desired device of returned tensor. Default: if None, uses the current device for the default tensor.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import oneflow as flow

>>> y = flow.linspace(3, 10, steps=5)
>>> y
tensor([ 3.0000,  4.7500,  6.5000,  8.2500, 10.0000], dtype=oneflow.float32)










	
oneflow.load(path: str, global_src_rank: Optional[int] = None) → Any

	Loads an object saved with oneflow.save() from a directory.


	Parameters

	
	path (str) – The directory containing the object


	global_src_rank (int, optional) – The source rank for
loading global tensors. When specified, only the
process whose rank == global_src_rank will really
read the files in path, and tensors in the loaded
object will be consistent with placement =
flow.placement(‘cuda’, [global_src_rank])






	Returns

	The loaded object










	
oneflow.log()

	Returns a new tensor with the natural logarithm of the elements of input.


\[y_{i} = \log_{e} (x_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> arr = np.random.randn(2, 3, 4, 5)
>>> input = flow.tensor(arr, dtype=flow.float32)
>>> output = flow.log(input)










	
oneflow.log1p()

	Returns a new tensor with the natural logarithm of (1 + input).


\[\text{out}_{i}=\log_e(1+\text{input}_{i})\]

For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x = flow.tensor(np.array([1.3, 1.5, 2.7]), dtype=flow.float32)
>>> out = flow.log1p(x)
>>> out
tensor([0.8329, 0.9163, 1.3083], dtype=oneflow.float32)










	
oneflow.log2(input) → Tensor

	Returns a new tensor with the natural logarithm to the base 2 of the elements of input.


\[y_{i} = \log2_{e} (x_{i})\]


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> arr = np.random.randn(2, 3, 4, 5)
>>> input = flow.tensor(arr, dtype=flow.float32)
>>> output = flow.log2(input)










	
oneflow.logical_and()

	Computes the element-wise logical AND of the given input tensors.
Zeros are treated as False and nonzeros are treated as True.


	Parameters

	
	input (oneflow.Tensor) – The input Tensor


	other (oneflow.Tensor) – The Tensor to compute AND with






	Returns

	The output Tensor



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input1 = flow.tensor(np.array([1, 0, 1]).astype(np.float32), dtype=flow.float32)
>>> input2 = flow.tensor(np.array([1, 1, 0]).astype(np.float32), dtype=flow.float32)

>>> out = flow.logical_and(input1, input2)
>>> out
tensor([ True, False, False], dtype=oneflow.bool)










	
oneflow.logical_not()

	Computes the element-wise logical NOT of the given input tensors.
Zeros are treated as False and nonzeros are treated as True.
:param input: The input Tensor
:type input: oneflow.Tensor
:param other: The Tensor to compute NOT with
:type other: oneflow.Tensor


	Returns

	The output Tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow

>>> input = flow.tensor([1, 0, -1], dtype=flow.float32)
>>> out = flow.logical_not(input)
>>> out
tensor([False,  True, False], dtype=oneflow.bool)










	
oneflow.logical_or()

	Computes the element-wise logical OR of the given input tensors.
Zeros are treated as False and nonzeros are treated as True.


	Parameters

	
	input (oneflow.Tensor) – The input Tensor


	other (oneflow.Tensor) – The Tensor to compute OR with






	Returns

	The output Tensor



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input1 = flow.tensor(np.array([1, 0, 1]).astype(np.float32), dtype=flow.float32)
>>> input2 = flow.tensor(np.array([1, 0, 0]).astype(np.float32), dtype=flow.float32)

>>> out = flow.logical_or(input1, input2)
>>> out
tensor([ True, False,  True], dtype=oneflow.bool)










	
oneflow.logical_xor()

	Computes the element-wise logical XOR of the given input tensors.
Zeros are treated as False and nonzeros are treated as True.


	Parameters

	
	input (oneflow.Tensor) – The input Tensor


	other (oneflow.Tensor) – The Tensor to compute XOR with






	Returns

	The output Tensor



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input1 = flow.tensor(np.array([1, 0, 1]).astype(np.float32), dtype=flow.float32)
>>> input2 = flow.tensor(np.array([1, 0, 0]).astype(np.float32), dtype=flow.float32)
>>> out = flow.logical_xor(input1, input2)
>>> out
tensor([False, False,  True], dtype=oneflow.bool)










	
oneflow.lt(input, other) → Tensor

	Returns the truth value of \(input < other\) element-wise.


	Parameters

	
	input (oneflow.Tensor) – A Tensor


	other (oneflow.Tensor) – A Tensor






	Returns

	A Tensor with bool type.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input1 = flow.tensor(np.array([1, 2, 3]).astype(np.float32), dtype=flow.float32)
>>> input2 = flow.tensor(np.array([1, 2, 4]).astype(np.float32), dtype=flow.float32)

>>> out = flow.lt(input1, input2)
>>> out
tensor([False, False,  True], dtype=oneflow.bool)










	
oneflow.manual_seed(seed)

	The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.manual_seed.html.

Sets the seed for generating random numbers. Returns a
oneflow.Generator object.


	Parameters

	seed (int) – The desired seed. Value must be within the inclusive range
[-0x8000_0000_0000_0000, 0xffff_ffff_ffff_ffff]. Otherwise, a RuntimeError
is raised. Negative inputs are remapped to positive values with the formula
0xffff_ffff_ffff_ffff + seed.










	
oneflow.masked_fill()

	Fills elements of self tensor with value where mask is True.
The shape of mask must be broadcastable with the shape of the underlying tensor.


	Parameters

	
	mask (BoolTensor) – the boolean mask


	value (float) – the value to fill in with








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> in_arr = np.array(
...     [[[-0.13169311,  0.97277078,  1.23305363,  1.56752789],
...     [-1.51954275,  1.87629473, -0.53301206,  0.53006478],
...     [-1.38244183, -2.63448052,  1.30845795, -0.67144869]],
...     [[ 0.41502161,  0.14452418,  0.38968   , -1.76905653],
...     [ 0.34675095, -0.7050969 , -0.7647731 , -0.73233418],
...     [-1.90089858,  0.01262963,  0.74693893,  0.57132389]]]
... )
>>> fill_value = 8.7654321 # random value e.g. -1e9 3.1415
>>> input = flow.tensor(in_arr, dtype=flow.float32)
>>> mask = flow.tensor((in_arr > 0).astype(np.int8), dtype=flow.int)
>>> output = flow.masked_fill(input, mask, fill_value)

# tensor([[[-0.1317,  8.7654,  8.7654,  8.7654],
#  [-1.5195,  8.7654, -0.533 ,  8.7654],
#  [-1.3824, -2.6345,  8.7654, -0.6714]],

# [[ 8.7654,  8.7654,  8.7654, -1.7691],
#  [ 8.7654, -0.7051, -0.7648, -0.7323],
#  [-1.9009,  8.7654,  8.7654,  8.7654]]], dtype=oneflow.float32)










	
oneflow.masked_select(input, mask)

	Returns a new 1-D tensor which indexes the input tensor according to the boolean mask mask which is a BoolTensor(In oneFlow BoolTensor is replaced by Int8Tensor).

The shapes of the mask tensor and the input tensor don’t need to match, but they must be broadcastable.


	Parameters

	
	input (Tensor) – the input tensor.


	mask (Tensor) – the tensor containing the binary mask to index with








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.array([[-0.4620, 0.3139], [0.3898, -0.7197], [0.0478, -0.1657]]), dtype=flow.float32)
>>> mask = input.gt(0.05)
>>> out = flow.masked_select(input, mask)
>>> out
tensor([0.3139, 0.3898], dtype=oneflow.float32)










	
oneflow.matmul(input, other) → Tensor

	This operator applies matrix multiplication to two Tensor.


	Parameters

	
	a (oneflow.Tensor) – A Tensor


	b (oneflow.Tensor) – A Tensor






	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input1 = flow.tensor(np.random.randn(2, 6), dtype=flow.float32)
>>> input2 = flow.tensor(np.random.randn(6, 5), dtype=flow.float32)
>>> of_out = flow.matmul(input1, input2)
>>> of_out.shape
oneflow.Size([2, 5])










	
oneflow.max(input, dim=None, keepdim=False)

	Computes the maximum value of all elements in the input tensor.


	Parameters

	
	input (oneflow.Tensor) – the Input Tensor


	dim (int, optional) – the dimension to reduce. Default: None


	keepdim (bool, optional) – whether the output tensor has dim retained or not. Default: False






	Returns

	If dim is None, returns
the maximum value of all elements in the input tensor. Otherwise, returns a tuple of Tensor (values, indices),
where the values are the maximum value of all elements in the input tensor,
the indices are the indices of the elements in the original input tensor.



	Return type

	Tensor or Tuple(oneflow.Tensor, oneflow.Tensor(dtype=int64))





For example:

>>> import oneflow as flow

>>> input = flow.Tensor([[4, 1, 5], [2, 6, 3]])
>>> flow.max(input)
tensor(6., dtype=oneflow.float32)
>>> (values, indices) = flow.max(input, dim=1)
>>> values
tensor([5., 6.], dtype=oneflow.float32)
>>> indices
tensor([2, 1], dtype=oneflow.int64)










	
oneflow.maximum()

	Computes the element-wise maximum of x and y.

For example:

>>> import oneflow as flow

>>> x = flow.tensor((1, 2, -1), dtype=flow.float32)
>>> y = flow.tensor((3, 0, 4), dtype=flow.float32)
>>> flow.maximum(x, y)
tensor([3., 2., 4.], dtype=oneflow.float32)

>>> x = flow.tensor((1,), dtype=flow.float32)
>>> y = flow.tensor((3, 0, 4), dtype=flow.float32)
>>> flow.maximum(x, y)
tensor([3., 1., 4.], dtype=oneflow.float32)










	
oneflow.mean(input, dim=None, keepdim=False) → Tensor

	Computes the mean of row of elements in a tensor in the given dimension. If the dimension is None, mean of all elements will be caculated.

If keepdim is True, the output tensor is of the same size as input except in the dimension(s) dim where it is of size 1. Otherwise, dim is squeezed oneflow.squeeze(), resulting in the output tensor having 1 (or len(dim)) fewer dimension(s).


	Parameters

	
	input (oneflow.Tensor) – the Input Tensor


	dim (int or tuple of ints, optional) – the dimension to reduce. Default: None


	keepdim (bool, optional) – whether the output tensor has dim retained or not. Default: False








For example:

>>> import oneflow as flow

>>> input = flow.Tensor([[1, 2, 3], [4, 5, 6]])
>>> flow.mean(input)
tensor(3.5000, dtype=oneflow.float32)
>>> flow.mean(input, dim=0)
tensor([2.5000, 3.5000, 4.5000], dtype=oneflow.float32)
>>> flow.mean(input, dim=1)
tensor([2., 5.], dtype=oneflow.float32)










	
oneflow.median(input) → Tensor

	Returns the median of the values in input.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.median.html#torch.median


Note

The median is not unique for input tensors with an even number
of elements. In this case the lower of the two medians is returned.




	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> x = flow.tensor((1, 2, -1), dtype=flow.float32)
>>> flow.median(x)
tensor(1., dtype=oneflow.float32)






	
oneflow.median(input, dim=- 1, keepdim=False, *, out=None)

	



Returns a tuple (values, indices) where values contains the median of each row of input
in the dimension dim, and indices contains the index of the median values found in the dimension dim.

By default, dim is the last dimension of the input tensor.

If keepdim is True, the output tensors are of the same size
as input except in the dimension dim where they are of size 1.
Otherwise, dim is squeezed (see flow.squeeze()), resulting in
the outputs tensor having 1 fewer dimension than input.


Note

The median is not unique for input tensors with an even number
of elements in the dimension dim. In this case the lower of the
two medians is returned.




	Parameters

	
	input (Tensor) – the input tensor.


	dim (int) – the dimension to reduce.


	keepdim (bool) – whether the output tensor has dim retained or not.








For example:

>>> import oneflow as flow
>>> a = flow.tensor([[ 0.2505, -0.3982, -0.9948,  0.3518, -1.3131],
...    [ 0.3180, -0.6993,  1.0436,  0.0438,  0.2270],
...    [-0.2751,  0.7303,  0.2192,  0.3321,  0.2488],
...    [ 1.0778, -1.9510,  0.7048,  0.4742, -0.7125]])
>>> flow.median(a, 1)
(tensor([-0.3982,  0.2270,  0.2488,  0.4742], dtype=oneflow.float32), tensor([1, 4, 4, 3], dtype=oneflow.int64))










	
oneflow.meshgrid(*tensors, indexing='ij')

	The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/_modules/torch/functional.html#meshgrid.

Take \(N\) tensors, each of which can be either scalar or 1-dimensional
vector, and create \(N\) N-dimensional grids, where the \(i\) th grid is defined by
expanding the \(i\) th input over dimensions defined by other inputs.


	Parameters

	
	tensors (list of Tensor) – list of scalars or 1 dimensional tensors. Scalars will be
treated as tensors of size \((1,)\) automatically.


	indexing ((string, optional) – the indexing mode, either “xy” or “ij”, defaults to “ij”.
If “ij” is selected, the dimensions are in the same order as the cardinality of the inputs.
If “xy” is selected, the first dimension corresponds to the cardinality of
the second input and the second dimension corresponds to the cardinality of the first input.






	Returns

	If the input has \(k\) tensors of size
\((N_1,), (N_2,), \ldots , (N_k,)\), then the output would also have \(k\) tensors,
where all tensors are of size \((N_1, N_2, \ldots , N_k)\).



	Return type

	seq (sequence of Tensors)





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input1 = flow.tensor(np.array([2, 2, 3]), dtype=flow.float32)
>>> input2 = flow.tensor(np.array([4, 5, 6]), dtype=flow.float32)
>>> of_x, of_y = flow.meshgrid(input1, input2)
>>> of_x
tensor([[2., 2., 2.],
        [2., 2., 2.],
        [3., 3., 3.]], dtype=oneflow.float32)
>>> of_y
tensor([[4., 5., 6.],
        [4., 5., 6.],
        [4., 5., 6.]], dtype=oneflow.float32)










	
oneflow.min(input, dim=None, keepdim=False)

	Computes the minimum value of all elements in the input tensor.


	Parameters

	
	input (oneflow.Tensor) – the Input Tensor


	dim (int, optional) – the dimension to reduce. Default: None


	keepdim (bool, optional) – whether the output tensor has dim retained or not. Default: False






	Returns

	If dim is None, returns
the minimum value of all elements in the input tensor. Otherwise, returns a tuple of Tensor (values, indices),
where the values are the minimum value of all elements in the input tensor,
the indices are the indices of the elements in the original input tensor.



	Return type

	Tensor or Tuple(oneflow.Tensor, oneflow.Tensor(dtype=int64))





For example:

>>> import oneflow as flow

>>> input = flow.Tensor([[4, 1, 5], [2, 6, 3]])
>>> flow.min(input)
tensor(1., dtype=oneflow.float32)
>>> (values, indices) = flow.min(input, dim=1)
>>> values
tensor([1., 2.], dtype=oneflow.float32)
>>> indices
tensor([1, 0], dtype=oneflow.int64)










	
oneflow.minimum()

	Computes the element-wise minimum of x and y.

For example:

>>> import oneflow as flow

>>> x = flow.tensor((1, 2, -1), dtype=flow.float32)
>>> y = flow.tensor((3, 0, 4), dtype=flow.float32)
>>> flow.minimum(x, y)
tensor([ 1.,  0., -1.], dtype=oneflow.float32)

>>> x = flow.tensor((1,), dtype=flow.float32)
>>> y = flow.tensor((3, 0, 4), dtype=flow.float32)
>>> flow.minimum(x, y)
tensor([1., 0., 1.], dtype=oneflow.float32)










	
oneflow.mish(x: Tensor) → Tensor

	Applies the element-wise function:


\[ext{mish}(x) = x *      ext{tanh}(      ext{softplus}(x))\]

For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([1, 2, 3]).astype(np.float32)
>>> input = flow.tensor(x)

>>> out = flow.mish(input)
>>> out
tensor([0.8651, 1.9440, 2.9865], dtype=oneflow.float32)





See Mish for more details.






	
oneflow.mm(input, mat2) → Tensor

	The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.mm.html.

Performs a matrix multiplication of the matrices input and mat2.

If input is a \((n \times m)\) tensor, mat2 is a
\((m \times p)\) tensor, out will be a \((n \times p)\) tensor.


Note

This function does not broadcast.
For broadcasting matrix products, see oneflow.matmul().




	Parameters

	
	input (oneflow.Tensor) – the first matrix to be matrix multiplied


	mat2 (oneflow.Tensor) – the second matrix to be matrix multiplied






	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> mat1 = flow.randn(2, 3)
>>> mat2 = flow.randn(3, 3)
>>> of_out = flow.mm(mat1, mat2)
>>> of_out.shape
oneflow.Size([2, 3])










	
oneflow.movedim()

	Moves the dimension(s) of input at the position(s) in source to the position(s) in destination.
Other dimensions of input that are not explicitly moved remain in their original order and appear at the positions not specified in destination.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.movedim.html.


	Parameters

	
	input (Tensor) – the input tensor.


	source (int or a list) – Original positions of the dims to move. These must be unique.


	destination (int or a list) – Destination positions for each of the original dims. These must also be unique.






	Returns

	the output Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.random.randn(2, 3, 4, 5), dtype=flow.float32)
>>> output = flow.movedim(input, 1, 0)
>>> output.shape
oneflow.Size([3, 2, 4, 5])
>>> output = flow.movedim(input, (1, 2), (0, 1))
>>> output.shape
oneflow.Size([3, 4, 2, 5])










	
oneflow.mul()

	Computes the multiplication of input by other for each element, scalar and broadcast promotation are supported.

The formula is:


\[\text{out}_i = \text{input}_i \times \text{other}_i\]

For example:

>>> import numpy as np
>>> import oneflow as flow

# element-wise multiply
>>> input = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> other = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> out = flow.mul(input,other).numpy()
>>> out.shape
(2, 3)

# scalar mutiply
>>> input = 5
>>> other = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> out = flow.mul(input,other).numpy()
>>> out.shape
(2, 3)

# broadcast mutiply
>>> input = flow.tensor(np.random.randn(1,1), dtype=flow.float32)
>>> other = flow.tensor(np.random.randn(2,3), dtype=flow.float32)
>>> out = flow.mul(input,other).numpy()
>>> out.shape
(2, 3)










	
oneflow.mv(input, vec) → Tensor

	The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.mv.html.

Performs a matrix-vector product of the matrix input and the vector vec.

If input is a \((n \times m)\) tensor, vec is a
1-D tensor of size m, out will be a 1-D tensor of size n.


Note

This function does not broadcast.




	Parameters

	
	input (oneflow.Tensor) – matrix to be matrix multiplied


	vec (oneflow.Tensor) – vector to be matrix multiplied






	Returns

	the output Tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> mat = flow.randn(2, 3)
>>> vec = flow.randn(3)
>>> out = flow.mv(mat, vec)
>>> out.shape
oneflow.Size([2])










	
oneflow.narrow(x, dim: int, start: int, length: int) → Tensor

	Returns a new tensor that is a narrowed version of input tensor.
The dimension dim is input from start to start + length.


	Parameters

	
	input – the tensor to narrow.


	dim – the dimension along which to narrow.


	start – the starting dimension.


	length – the distance to the ending dimension.








For example:

>>> import oneflow as flow
>>> input = flow.tensor([[1, 2, 3], [4, 5, 6], [7, 8, 9]])
>>> flow.narrow(input, 0, 0, 2)
tensor([[1, 2, 3],
        [4, 5, 6]], dtype=oneflow.int64)
>>> flow.narrow(input, 1, 1, 2)
tensor([[2, 3],
        [5, 6],
        [8, 9]], dtype=oneflow.int64)










	
oneflow.ne(input, other) → Tensor

	Computes element-wise not equality.
The second argument can be a number or a tensor whose shape is broadcastable with the first argument.


	Parameters

	
	input (oneflow.Tensor) – the tensor to compare


	other (oneflow.Tensor, float or int) – the target to compare






	Returns

	
	A boolean tensor that is True where input is not equal to other and False elsewhere










For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.array([2, 3, 4, 5]), dtype=flow.float32)
>>> other = flow.tensor(np.array([2, 3, 4, 1]), dtype=flow.float32)

>>> y = flow.ne(input, other)
>>> y
tensor([False, False, False,  True], dtype=oneflow.bool)










	
oneflow.neg()

	This operator computes the negative value of Tensor.


	Parameters

	input (oneflow.Tensor) – A Tensor



	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input = flow.tensor(
...    np.array([1.0, -1.0, 2.3]).astype(np.float32), dtype=flow.float32
... )
>>> out = flow.negative(input)
>>> out
tensor([-1.0000,  1.0000, -2.3000], dtype=oneflow.float32)










	
oneflow.negative()

	This operator computes the negative value of Tensor.


	Parameters

	input (oneflow.Tensor) – A Tensor



	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input = flow.tensor(
...    np.array([1.0, -1.0, 2.3]).astype(np.float32), dtype=flow.float32
... )
>>> out = flow.negative(input)
>>> out
tensor([-1.0000,  1.0000, -2.3000], dtype=oneflow.float32)










	
oneflow.new_ones(x, size=None, dtype=None, device=None, placement=None, sbp=None, requires_grad=False) → Tensor

	Returns a Tensor of size size filled with 1. By default, the returned Tensor has the same oneflow.dtype and oneflow.device as this tensor.


	Parameters

	
	size (int...) – a list, tuple, or flow.Size of integers defining the shape of the output tensor.


	dtype (flow.dtype, optional) – the desired type of returned tensor. Default: if None, same flow.dtype as this tensor.


	device (flow.device, optional) – the desired device of returned tensor. Default: if None, same flow.device as this tensor.


	placement (flow.placement, optional) – the desired placement of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – the desired sbp descriptor of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = flow.Tensor(np.ones((1, 2, 3)))
>>> y = x.new_ones((2, 2))
>>> y
tensor([[1., 1.],
        [1., 1.]], dtype=oneflow.float32)










	
oneflow.nms(boxes, scores, iou_threshold: float)

	Performs non-maximum suppression (NMS) on the boxes according
to their intersection-over-union (IoU).

NMS iteratively removes lower scoring boxes which have an
IoU greater than iou_threshold with another (higher scoring)
box.


	Parameters

	
	boxes (Tensor[N, 4]) – boxes to perform NMS on. They
are expected to be in (x1, y1, x2, y2) format with 0 <= x1 < x2 and
0 <= y1 < y2.


	scores (Tensor[N]) – scores for each one of the boxes


	iou_threshold (float) – discards all overlapping boxes with IoU > iou_threshold






	Returns

	int64 tensor with the indices of the elements that have been kept by NMS, sorted in decreasing order of scores



	Return type

	Tensor










	
class oneflow.no_grad

	Context-manager that disabled gradient calculation.

Disabling gradient calculation is useful for inference, when you are sure that
you will not call Tensor.backward(). It will reduce memory consumption for computations
that would otherwise have requires_grad=True.

In this mode, the result of every computation will have requires_grad=False, even when
the inputs have requires_grad=True.

This context manager is thread local; it will not affect computation in other threads.

Also functions as a decorator. (Make sure to instantiate with parenthesis.)

>>> import oneflow as flow
>>> x = flow.ones(2, 3, requires_grad=True)
>>> with flow.no_grad():
...     y = x * x
>>> y.requires_grad
False
>>> @flow.no_grad()
... def no_grad_func(x):
...     return x * x
>>> y = no_grad_func(x)
>>> y.requires_grad
False










	
oneflow.nonzero(input, *, out=None, as_tuple=False) → Tensor or tuple of Tensors

	
Note

When as_tuple is False (default):  returns a
2-D tensor where each row is the index for a nonzero value.

When as_tuple is True: returns a tuple of 1-D
index tensors, allowing for advanced indexing, so x[x.nonzero(as_tuple=True)]
gives all nonzero values of tensor x. Of the returned tuple, each index tensor
contains nonzero indices for a certain dimension.

See below for more details on the two behaviors.



When as_tuple is False (default):

Returns a tensor containing the indices of all non-zero elements of
input.  Each row in the result contains the indices of a non-zero
element in input. The result is sorted lexicographically, with
the last index changing the fastest (C-style).

If input has \(n\) dimensions, then the resulting indices tensor
out is of size \((z \times n)\), where \(z\) is the total number of
non-zero elements in the input tensor.

When as_tuple is True:

Returns a tuple of 1-D tensors, one for each dimension in input,
each containing the indices (in that dimension) of all non-zero elements of
input .

If input has \(n\) dimensions, then the resulting tuple contains \(n\)
tensors of size \(z\), where \(z\) is the total number of
non-zero elements in the input tensor.

As a special case, when input has zero dimensions and a nonzero scalar
value, it is treated as a one-dimensional tensor with one element.


	Parameters

	input (Tensor) – the input tensor.



	Keyword Arguments

	out (Tensor, optional) – the output tensor containing indices



	Returns

	If as_tuple is False, the output
tensor containing indices. If as_tuple is True, one 1-D tensor for
each dimension, containing the indices of each nonzero element along that
dimension.



	Return type

	Tensor or tuple of Tensors





Example:

>>> import oneflow as flow
>>> flow.nonzero(flow.tensor([1, 1, 1, 0, 1]))
tensor([[0],
        [1],
        [2],
        [4]], dtype=oneflow.int64)
>>> flow.nonzero(flow.tensor([[0.6, 0.0, 0.0, 0.0],
...                             [0.0, 0.4, 0.0, 0.0],
...                             [0.0, 0.0, 1.2, 0.0],
...                             [0.0, 0.0, 0.0,-0.4]]))
tensor([[0, 0],
        [1, 1],
        [2, 2],
        [3, 3]], dtype=oneflow.int64)
>>> flow.nonzero(flow.tensor([1, 1, 1, 0, 1]), as_tuple=True)
(tensor([0, 1, 2, 4], dtype=oneflow.int64),)
>>> flow.nonzero(flow.tensor([[0.6, 0.0, 0.0, 0.0],
...                             [0.0, 0.4, 0.0, 0.0],
...                             [0.0, 0.0, 1.2, 0.0],
...                             [0.0, 0.0, 0.0,-0.4]]), as_tuple=True)
(tensor([0, 1, 2, 3], dtype=oneflow.int64), tensor([0, 1, 2, 3], dtype=oneflow.int64))
>>> flow.nonzero(flow.tensor(5), as_tuple=True)
(tensor([0], dtype=oneflow.int64),)










	
oneflow.normal(mean, std, size, *, out=None, placement=None, sbp=None, generator=None, dtype=None, device=None, requires_grad=False) → Tensor

	Returns a tensor of random numbers drawn from separate normal distributions whose mean and standard deviation are given.


	Parameters

	
	mean (float) – the mean for all distributions


	std (float) – the standard deviation for all distributions


	size (int...) – a sequence of integers defining the shape of the output tensor.






	Keyword Arguments

	
	out (Tensor, optional) – the output tensor.


	placement (flow.placement, optional) – The desired device of returned global tensor. If None, will
construct local tensor.


	sbp (flow.sbp, optional) – The desired sbp of returned global tensor. It must be equal with the
numbers of placement.


	generator (oneflow.Generator, optional) – a pseudorandom number generator for sampling


	dtype (oneflow.dtype, optional) – the desired data type of returned tensor.
Default: oneflow.float32.


	device – the desired device of returned tensor. Default: cpu.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








Example:

>>> import oneflow as flow
>>> generator = flow.Generator()
>>> generator.manual_seed(0)
>>> y = flow.normal(0, 1, 5, generator=generator)
>>> y
tensor([2.2122, 1.1631, 0.7740, 0.4838, 1.0434], dtype=oneflow.float32)










	
oneflow.numel(input) → int

	Returns the total number of elements in the input tensor.


	Parameters

	input (oneflow.Tensor) – Input Tensor





>>> import oneflow as flow

>>> a = flow.randn(1, 2, 3, 4, 5)
>>> flow.numel(a)
120
>>> a = flow.zeros(4,4)
>>> flow.numel(a)
16










	
oneflow.ones(*size: Union[int, Tuple[int, …], oneflow.Size, List[int]], dtype: Optional[oneflow._oneflow_internal.dtype] = None, device: Optional[Union[str, oneflow._oneflow_internal.device]] = None, placement: Optional[oneflow._oneflow_internal.placement] = None, sbp: Optional[oneflow._oneflow_internal.sbp.sbp] = None, requires_grad: bool = False)

	Returns a tensor filled with the scalar value 1,
with the shape defined by the variable argument size.


	Parameters

	
	size (an integer or tuple of integer values) – defining the shape of the output tensor. Can be a variable number of arguments or a collection like a list or tuple.


	dtype (flow.dtype, optional) – the desired data type of returned tensor.


	device (flow.device, optional) – the desired device of returned tensor. Default: if None, uses the current device for the default tensor type


	placement (flow.placement, optional) – the desired placement of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – the desired sbp descriptor of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import oneflow as flow
>>> y = flow.ones(5)
>>> y
tensor([1., 1., 1., 1., 1.], dtype=oneflow.float32)
>>> y = flow.ones(2,3) # construct local tensor
>>> y
tensor([[1., 1., 1.],
        [1., 1., 1.]], dtype=oneflow.float32)
>>> placement = flow.placement("cpu", ranks=[0])
>>> y = flow.ones(4, 5, placement=placement, sbp=flow.sbp.broadcast) # construct global tensor
>>> y.is_global
True










	
oneflow.ones_like(input) is equivalent to flow.ones(input.shape, dtype=input.dtype)

	
	Parameters

	other (Tensor) – The size of input will determine size of the output tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x = flow.tensor(np.random.rand(5), dtype=flow.float32)
>>> y = flow.ones_like(x)
>>> y
tensor([1., 1., 1., 1., 1.], dtype=oneflow.float32)










	
oneflow.permute(input, *dims) → Tensor

	Returns a view of the original tensor with its dimensions permuted.


	Parameters

	dims (tuple of ints) – The desired ordering of dimensions





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input = flow.tensor(np.random.randn(2, 6, 5, 3), dtype=flow.float32)
>>> output = flow.permute(input, (1, 0, 2, 3)).shape
>>> output
oneflow.Size([6, 2, 5, 3])










	
oneflow.pow()

	
	Takes the power of each element in input with exponent and returns a tensor with the result. Exponent can be either a single float number, a single int number, or a tensor with the same shape as input.
	When exponent is a scalar value, the operation applied is:


\[\begin{split}\\text{out}_i = x_i ^ \\text{exponent}\end{split}\]



	u200b
	When exponent is a tensor, the operation applied is:


\[\begin{split}\\text{out}_i = x_i ^ {\\text{exponent}_i}\end{split}\]


	Args:
	
	input (Tensor): the input tensor.


	exponent (int, float, Tensor): the exponent.






	Returns:
	Tensor: The result of variance on the specified axis of input Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.tensor(np.array([1.0, 2.0, 3.0, 4.0, 5.0, 6.0]), dtype=flow.float32)
>>> out = flow.pow(x, 2)
>>> out
tensor([ 1.,  4.,  9., 16., 25., 36.], dtype=oneflow.float32)

>>> x = flow.tensor(np.array([1.0, 2.0, 3.0, 4.0]), dtype=flow.float32)
>>> y = flow.tensor(np.array([1.0, 2.0, 3.0, 4.0]), dtype=flow.float32)
>>> out = flow.pow(x, y)
>>> out
tensor([  1.,   4.,  27., 256.], dtype=oneflow.float32)














	
oneflow.prod(input, dim=None, keepdim=False) → Tensor

	Computes the product of row of elements in a tensor in the given dimension. If the dimension is None, product of all elements will be caculated.

If keepdim is True, the output tensor is of the same size as input except in the dimension(s) dim where it is of size 1. Otherwise, dim is squeezed oneflow.squeeze(), resulting in the output tensor having 1 (or len(dim)) fewer dimension(s).


	Parameters

	
	input (oneflow.Tensor) – the Input Tensor


	dim (int or tuple of ints, optional) – the dimension to reduce. Default: None


	keepdim (bool, optional) – whether the output tensor has dim retained or not. Default: False








For example:

>>> import oneflow as flow

>>> input = flow.Tensor([[1, 2, 3], [4, 5, 6]])
>>> flow.prod(input)
tensor(720., dtype=oneflow.float32)
>>> flow.prod(input, dim=0)
tensor([ 4., 10., 18.], dtype=oneflow.float32)
>>> flow.prod(input, dim=1)
tensor([  6., 120.], dtype=oneflow.float32)










	
oneflow.rand(*size, *, dtype=None, generator=None, device=None, placement=None, sbp=None, requires_grad=False) → Tensor

	Returns a tensor filled with random numbers from a uniform distribution on the interval [0, 1)

The shape of the tensor is defined by the variable argument size.


	Parameters

	
	size (int... or oneflow.Size) – Defining the shape of the output tensor.
Can be a variable number of arguments or a collection like a list or tuple or oneflow.Size.


	dtype (flow.dtype, optional) – The desired data type of returned tensor. Default: flow.float32.


	generator (flow.Generator, optional) – a pseudorandom number generator for sampling


	device (flow.device, optional) – The desired device of returned local tensor. If None, uses the
current device.


	placement (flow.placement, optional) – The desired device of returned global tensor. If None, will
construct local tensor.


	sbp (flow.sbp, optional) – The desired sbp of returned global tensor. It must be equal with the
numbers of placement.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import oneflow as flow
>>> x = flow.rand(3,3) # construct local tensor
>>> x.shape
oneflow.Size([3, 3])
>>> x.is_global
False
>>> placement = flow.placement("cpu", ranks=[0])
>>> sbp = flow.sbp.broadcast
>>> x = flow.rand(3, 3, placement=placement, sbp=sbp) # construct global tensor
>>> x.is_global
True










	
oneflow.randint(low=0, high, size, *, dtype=None, generator=None, device=None, placement=None, sbp=None, requires_grad=False) → Tensor

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.randint.html.

Returns a tensor filled with random integers generated uniformly between low (inclusive) and high (exclusive).

The shape of the tensor is defined by the variable argument size.


	Parameters

	
	low (int, optional) – Lowest integer to be drawn from the distribution. Default: 0.


	high (int) – One above the highest integer to be drawn from the distribution.


	size (tuple or oneflow.Size) – Defining the shape of the output tensor.
Can be a variable number of arguments or a collection like a list or tuple or oneflow.Size.






	Keyword Arguments

	
	dtype (oneflow.dtype, optional) – The desired data type of returned tensor. Default: flow.int64.


	generator (oneflow.Generator, optional) – 


	device (oneflow.device, optional) – The desired device of returned local tensor. If None, uses the
current device.


	placement (oneflow.placement, optional) – The desired device of returned global tensor. If None, will
construct local tensor.


	sbp (oneflow.sbp, optional) – The desired sbp of returned global tensor. It must be equal with the
numbers of placement.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import oneflow as flow
>>> generator = flow.Generator()
>>> generator.manual_seed(0)
>>> y = flow.randint(0, 5, (3,3), generator=generator) # construct local tensor
>>> y
tensor([[2, 2, 3],
        [4, 3, 4],
        [2, 4, 2]], dtype=oneflow.int64)
>>> y.is_global
False
>>> placement = flow.placement("cpu", ranks=[0])
>>> y = flow.randint(0, 5, (3,3), generator=generator, placement=placement, sbp=flow.sbp.broadcast) # construct global tensor
>>> y.is_global
True










	
oneflow.randn(*size, *, dtype=None, generator=None, device=None, placement=None, sbp=None, requires_grad=False) → Tensor

	Returns a tensor filled with random numbers from a normal distribution with mean 0 and variance 1 (also called the standard normal distribution).

The shape of the tensor is defined by the variable argument size.


	Parameters

	
	size (int... or oneflow.Size) – Defining the shape of the output tensor.
Can be a variable number of arguments or a collection like a list or tuple or oneflow.Size.


	dtype (flow.dtype, optional) – The desired data type of returned tensor. Default: flow.float32.


	generator (flow.Generator, optional) – a pseudorandom number generator for sampling


	device (flow.device, optional) – The desired device of returned local tensor. If None, uses the
current device.


	placement (flow.placement, optional) – The desired device of returned global tensor. If None, will
construct local tensor.


	sbp (flow.sbp, optional) – The desired sbp of returned global tensor. It must be equal with the
numbers of placement.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import oneflow as flow
>>> x = flow.randn(3,3) # construct local tensor
>>> x.shape
oneflow.Size([3, 3])
>>> x.is_global
False
>>> placement = flow.placement("cpu", ranks=[0])
>>> sbp = flow.sbp.broadcast
>>> x = flow.randn(3,3,placement=placement,sbp=sbp) # construct global tensor
>>> x.is_global
True










	
oneflow.randperm(n, *, generator=None, dtype=torch.int64, device=None, placement=None, sbp=None, requires_grad=False) → Tensor

	Returns a random permutation of integers from 0 to n - 1.


	Parameters

	n (int) – the upper bound (exclusive)



	Keyword Arguments

	
	generator (oneflow.Generator, optional) – a pseudorandom number generator for sampling


	dtype (oneflow.dtype, optional) – the desired data type of returned tensor.
Default: oneflow.int64.


	device – the desired device of returned tensor. Default: cpu.


	placement – (flow.placement, optional): The desired device of returned global tensor. If None,
will construct local tensor.


	sbp – (flow.sbp, optional): The desired sbp of returned global tensor. It must be equal with the
numbers of placement.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








Example:

>>> import oneflow as flow
>>> generator = flow.Generator()
>>> generator.manual_seed(0)
>>> y = flow.randperm(5, generator=generator) # construct local tensor
>>> y
tensor([2, 4, 3, 0, 1], dtype=oneflow.int64)
>>> y.is_global
False
>>> placement = flow.placement("cpu", ranks=[0])
>>> y = flow.randperm(5, generator=generator, placement=placement, sbp=flow.sbp.broadcast) # construct global tensor
>>> y.is_global
True










	
oneflow.reciprocal()

	Computes the safe reciprocal of x. If x is zero, the reciprocal will
be also set to zero.

For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = flow.tensor(np.array([[1, 2, 3], [4, 5, 6]]), dtype=flow.float32)
>>> out = flow.reciprocal(x)
>>> out.numpy()
array([[1.        , 0.5       , 0.33333334],
       [0.25      , 0.2       , 0.16666667]], dtype=float32)










	
oneflow.repeat(input, sizes) → Tensor

	This operator repeat the input tensor to a larger size along the specified dimensions.


	Parameters

	
	input (oneflow.Tensor) – the input Tensor.


	sizes (flow.Shape or List) – The number of times to repeat this tensor along each dimension.






	Returns

	The result Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> np_arr = np.random.randn(5, 3, 6, 9).astype(np.float32)
>>> input = flow.Tensor(np_arr)
>>> out = input.repeat(1, 1, 2, 2)
>>> out.shape
oneflow.Size([5, 3, 12, 18])
>>> out = input.repeat(2, 1, 1, 2, 2)
>>> out.shape
oneflow.Size([2, 5, 3, 12, 18])










	
oneflow.repeat_interleave(input, repeats, dim=None, *, output_size=None) → Tensor

	The documentation is referenced from: https://pytorch.org/docs/stable/generated/torch.repeat_interleave.html

Repeat elements of a tensor.


Warning

This is different from oneflow.Tensor.repeat() but similar to numpy.repeat.




	Parameters

	
	input (oneflow.Tensor) – the input Tensor.


	repeats (Tensor or int) – The number of repetitions for each element.
repeats is broadcasted to fit the shape of the given axis.


	dim (int, optional) – The dimension along which to repeat values.
By default, use the flattened input array, and return a flat output
array.






	Keyword Arguments

	output_size (int, optional) – Total output size for the given axis
( e.g. sum of repeats). If given, it will avoid stream syncronization
needed to calculate output shape of the tensor.



	Returns

	Repeated tensor which has the same shape as input, except along the given axis.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> x = flow.tensor([1, 2, 3])
>>> y = flow.tensor([[1, 2], [3, 4]])
>>> flow.repeat_interleave(y, 2)
tensor([1, 1, 2, 2, 3, 3, 4, 4], dtype=oneflow.int64)
>>> flow.repeat_interleave(y, 3, dim=1)
tensor([[1, 1, 1, 2, 2, 2],
        [3, 3, 3, 4, 4, 4]], dtype=oneflow.int64)
>>> flow.repeat_interleave(y, flow.tensor([1, 2]), dim=0)
tensor([[1, 2],
        [3, 4],
        [3, 4]], dtype=oneflow.int64)
>>> flow.repeat_interleave(y, flow.tensor([1, 2]), dim=0, output_size=3)
tensor([[1, 2],
        [3, 4],
        [3, 4]], dtype=oneflow.int64)










	
oneflow.reshape(input, shape: Optional[Sequence[int]] = None)

	This operator reshapes a Tensor.

We can set one dimension in shape as -1, the operator will infer the complete shape.


	Parameters

	
	x – A Tensor.


	shape – Shape of the output tensor.






	Returns

	A Tensor has the same type as x.





For example:

>>> import numpy as np
>>> import oneflow as flow
>>> x = np.array(
...    [[1, 2, 3, 4], [5, 6, 7, 8], [9, 10, 11, 12], [13, 14, 15, 16]]
... ).astype(np.float32)
>>> input = flow.Tensor(x)

>>> y = flow.reshape(input, shape=[2, 2, 2, -1]).shape
>>> y
oneflow.Size([2, 2, 2, 2])










	
oneflow.roc_auc_score()

	




	
oneflow.roll(input, shifts, dims=None)

	Roll the tensor along the given dimension(s).

Elements that are shifted beyond the last position are re-introduced at the first position.

If a dimension is not specified, the tensor will be flattened before rolling and then restored to the original shape.


	Parameters

	
	input (oneflow.Tensor) – the input Tensor.


	shifts (int or tuple of ints) – The number of places by which the elements of the tensor are shifted.
If shifts is a tuple, dims must be a tuple of the same size,
and each dimension will be rolled by the corresponding value.


	dims (int or tuple of ints) – Axis along which to roll.






	Returns

	The result Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x = np.array([[1, 2],
...               [3, 4],
...               [5, 6],
...               [7, 8]])
>>> input = flow.Tensor(x)
>>> input.shape
oneflow.Size([4, 2])
>>> out = flow.roll(input, 1, 0)
>>> out
tensor([[7., 8.],
        [1., 2.],
        [3., 4.],
        [5., 6.]], dtype=oneflow.float32)
>>> input.roll(-1, 1)
tensor([[2., 1.],
        [4., 3.],
        [6., 5.],
        [8., 7.]], dtype=oneflow.float32)










	
oneflow.round()

	This operator rounds the value of Blob to the nearest integer.
:param input: A Tensor
:type input: oneflow.Tensor


	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x1 = flow.tensor(np.array([1.49999, 1.500001, 2.7]).astype(np.float32))
>>> out1 = flow.round(x1)
>>> out1.numpy()
array([1., 2., 3.], dtype=float32)
>>> x2 = flow.tensor(np.array([2.499999, 7.5000001, 5.3, 6.8]).astype(np.float32))
>>> out2 = flow.round(x2)
>>> out2.numpy()
array([2., 8., 5., 7.], dtype=float32)










	
oneflow.rsqrt()

	Returns a new tensor with the reciprocal of the square-root of each of
the elements of input.


\[\text{out}_{i} = \frac{1}{\sqrt{\text{input}_{i}}}\]


	Parameters

	input – the input tensor.





>>> import oneflow as flow
>>> import numpy as np

>>> a = flow.tensor(np.array([1.0, 2.0, 3.0]), dtype=flow.float32)
>>> out = flow.rsqrt(a).numpy()
>>> out
array([1.        , 0.70710677, 0.57735026], dtype=float32)










	
oneflow.save(obj: Any, path: Union[str, pathlib.Path], global_dst_rank: Optional[int] = None) → None

	Save an object to a directory.


	Parameters

	
	obj – The object to be saved


	path (str) – The directory in which the object is saved


	global_dst_rank (int, optional) – The destination rank for
saving global tensors. When specified, whole tensors
will be saved by the process whose rank ==
global_src_rank, while other processes will not do any
disk I/O.













	
oneflow.scatter(input, dim, index, src)

	This operator writes the elements specified by index along with the axis
dim from the src into the input.

Take a 3-D blob as example, the output is specified by:

input[index[i][j][k]][j][k] = src[i][j][k]  # if dim == 0
input[i][index[i][j][k]][k] = src[i][j][k]  # if dim == 1
input[i][j][index[i][j][k]] = src[i][j][k]  # if dim == 2





input, index and src (if it is a Tensor) should all have the same number of dimensions.
It is also required that index.shape(d) <= src.shape(d) for all dimensions d,
and that index.shape(d) <= self.shape(d) for all dimensions d != dim.
Note that index and src do not broadcast.


	Parameters

	
	input (Tensor) – The input blob.


	dim (int) – The axis along which to index


	index (Tensor) – The index blob of elements to scatter.


	src (Tensor or float) – The source blob whose elements will be scatterd and updated to output.






	Returns

	The scatterd Tensor.



	Return type

	Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.ones((3,5))*2
>>> index = flow.tensor(np.array([[0,1,2],[0,1,4]], ), dtype=flow.int32)
>>> src = flow.Tensor(np.array([[0,10,20,30,40],[50,60,70,80,90]]))
>>> out = flow.scatter(input, 1, index, src)
>>> out
tensor([[ 0., 10., 20.,  2.,  2.],
        [50., 60.,  2.,  2., 70.],
        [ 2.,  2.,  2.,  2.,  2.]], dtype=oneflow.float32)










	
oneflow.scatter_add(input, dim, index, src)

	This operator scatter the src with addition operation according to index along dim into the input.

Take a 3-D blob as example, the output is specified by:

input[index[i][j][k]][j][k] += src[i][j][k]  # if dim == 0
input[i][index[i][j][k]][k] += src[i][j][k]  # if dim == 1
input[i][j][index[i][j][k]] += src[i][j][k]  # if dim == 2






	Parameters

	
	input (Tensor) – The input blob.


	dim (int) – The axis along which to index


	index (Tensor) – The index blob of elements to scatter.


	src (Tensor) – The source blob whose elements will be scatterd and added to output.






	Returns

	The scatterd Tensor.



	Return type

	Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.ones((3,5))*2
>>> index = flow.tensor(np.array([[0,1,2],[0,1,4]], ), dtype=flow.int32)
>>> src = flow.Tensor(np.array([[0,10,20,30,40],[50,60,70,80,90]]))
>>> out = flow.scatter_add(input, 1, index, src)
>>> out
tensor([[ 2., 12., 22.,  2.,  2.],
        [52., 62.,  2.,  2., 72.],
        [ 2.,  2.,  2.,  2.,  2.]], dtype=oneflow.float32)










	
oneflow.scatter_nd(index, update, shape)

	This operator inserts the elements in update according to the index and create a new Tensor.


	Parameters

	
	index – The indices of update. Its type should be flow.int.


	update – The update Tensor.


	shape (Sequence[int]) – The constant tensor shape, the constant tensor elements are all zero.








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> index = flow.tensor(np.array([[1], [6], [4]]), dtype=flow.int)
>>> update = flow.tensor(np.array([10.2, 5.1, 12.7]), dtype=flow.float)
>>> out = flow.scatter_nd(index, update, [8])
>>> out
tensor([ 0.0000, 10.2000,  0.0000,  0.0000, 12.7000,  0.0000,  5.1000,  0.0000],
       dtype=oneflow.float32)










	
oneflow.searchsorted() → oneflow.Tensor

	The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.searchsorted.html?highlight=searchsorted

Find the indices from the innermost dimension of sorted_sequence such that, if the corresponding values
in values were inserted before the indices, the order of the corresponding innermost dimension within
sorted_sequence would be preserved. Return a new tensor with the same size as values. If right is False
(default), then the left boundary of sorted_sequence is closed. More formally, the returned index
satisfies the following rules:








	sorted_sequence

	right

	returned index satisfies





	1-D

	False

	sorted_sequence[i-1] < values[m][n]…[l][x] <= sorted_sequence[i]



	1-D

	True

	sorted_sequence[i-1] <= values[m][n]…[l][x] < sorted_sequence[i]



	N-D

	False

	
	sorted_sequence[m][n]…[l][i-1] < values[m][n]…[l][x]
	<= sorted_sequence[m][n]…[l][i]








	N-D

	True

	
	sorted_sequence[m][n]…[l][i-1] <= values[m][n]…[l][x]
	sorted_sequence[m][n]…[l][i]












	Parameters

	
	sorted_sequence (Tensor) – N-D or 1-D tensor, containing monotonically increasing sequence on the
innermost dimension.


	values (Tensor or Scalar) – N-D tensor or a Scalar containing the search value(s).


	out_int32 (bool optional) – indicate the output data type. torch.int32 if True, torch.int64 otherwise.
Default value is False, i.e. default output data type is torch.int64.


	right (bool optional) – if False, return the first suitable location that is found. If True, return the
last such index. If no suitable index found, return 0 for non-numerical value
(eg. nan, inf) or the size of innermost dimension within sorted_sequence (one
pass the last index of the innermost dimension). In other words, if False, gets
the lower bound index for each value in values on the corresponding innermost
dimension of the sorted_sequence. If True, gets the upper bound index instead.
Default value is False.








For example:

>>> import oneflow as flow
>>> sorted_sequence = flow.tensor([[1, 3, 5, 7, 9], [2, 4, 6, 8, 10]])
>>> sorted_sequence
tensor([[ 1,  3,  5,  7,  9],
        [ 2,  4,  6,  8, 10]], dtype=oneflow.int64)
>>> values = flow.tensor([[3, 6, 9], [3, 6, 9]])
>>> values
tensor([[3, 6, 9],
        [3, 6, 9]], dtype=oneflow.int64)
>>> flow.searchsorted(sorted_sequence, values)
tensor([[1, 3, 4],
        [1, 2, 4]], dtype=oneflow.int64)
>>> flow.searchsorted(sorted_sequence, values, right=True)
tensor([[2, 3, 5],
        [1, 3, 4]], dtype=oneflow.int64)
>>> sorted_sequence_1d = flow.tensor([1, 3, 5, 7, 9])
>>> sorted_sequence_1d
tensor([1, 3, 5, 7, 9], dtype=oneflow.int64)
>>> flow.searchsorted(sorted_sequence_1d, values)
tensor([[1, 3, 4],
        [1, 3, 4]], dtype=oneflow.int64)










	
oneflow.seed() → int

	The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.seed.html.

Sets the seed for generating random numbers to a non-deterministic
random number. Returns a 64 bit number used to seed the RNG.






	
oneflow.select()

	Slices the self tensor along the selected dimension at the given index. This function returns
a view of the original tensor with the given dimension removed.


	Parameters

	
	input (Tensor) – the input tensor.


	dim (int) – the dimension to slice.


	select (int) – the index to select with.






	Returns

	the output Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> input = flow.rand(3, 4, 5)
>>> out = flow.select(input, 0, 1)
>>> out.size()
oneflow.Size([4, 5])
>>> out = flow.select(input, 1, 1)
>>> out.size()
oneflow.Size([3, 5])










	
oneflow.selu(x: Tensor) → Tensor

	
  
    
    
    oneflow.Tensor
    

    

    
 
  

    
      
          
            
  
oneflow.Tensor


OneFlow Tensor Class


	
class oneflow.Tensor

	
	
property T

	Is this Tensor with its dimensions reversed.

If n is the number of dimensions in x, x.T is equivalent to x.permute(n-1, n-2, …, 0).






	
abs()

	See oneflow.abs()






	
acos()

	See oneflow.acos()






	
acosh()

	See oneflow.acosh()






	
add(other, *, alpha=1)

	See oneflow.add()






	
add_(other, *, alpha=1)

	In-place version of oneflow.Tensor.add().






	
addcmul()

	See oneflow.addcmul()






	
addcmul_()

	In-place version of oneflow.Tensor.addcmul().






	
addmm(mat1, mat2, alpha=1, beta=1)

	See oneflow.addmm()






	
amax()

	See oneflow.amax()






	
amin()

	See oneflow.amin()






	
arccos()

	See oneflow.arccos()






	
arccosh()

	See oneflow.arccosh()






	
arcsin()

	See oneflow.arcsin()






	
arcsinh()

	See oneflow.arcsinh()






	
arctan()

	See oneflow.arctan()






	
arctanh()

	See oneflow.arctanh()






	
argmax()

	See oneflow.argmax()






	
argmin()

	See oneflow.argmin()






	
argsort(dim=None, descending=None)

	See oneflow.argsort()






	
argwhere()

	See oneflow.argwhere()






	
asin()

	See oneflow.asin()






	
asinh()

	




	
atan()

	See oneflow.atan()






	
atan2()

	See oneflow.atan2()






	
atanh()

	See oneflow.atanh()






	
backward(gradient=None, retain_graph=False, create_graph=False)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.Tensor.backward.html.

Computes the gradient of current tensor w.r.t. graph leaves.

The graph is differentiated using the chain rule. If the tensor is non-scalar (i.e. its data has more than one element) and requires gradient, the function additionally requires specifying gradient. It should be a tensor of matching type and location, that contains the gradient of the differentiated function w.r.t. self.

This function accumulates gradients in the leaves - you might need to zero .grad attributes or set them to None before calling it. See Default gradient layouts for details on the memory layout of accumulated gradients.


Note

If you run any forward ops, create gradient, and/or call backward in a user-specified CUDA stream context, see Stream semantics of backward passes.




Note

When inputs are provided and a given input is not a leaf, the current implementation will call its grad_fn (though it is not strictly needed to get this gradients). It is an implementation detail on which the user should not rely. See https://github.com/pytorch/pytorch/pull/60521#issuecomment-867061780 for more details.




	Parameters

	
	gradient (Tensor or None) – Gradient w.r.t. the tensor. If it is a tensor, it will be automatically converted to a Tensor that does not require grad unless create_graph is True. None values can be specified for scalar Tensors or ones that don’t require grad. If a None value would be acceptable then this argument is optional.


	retain_graph (bool, optional) – If False, the graph used to compute the grads will be freed. Note that in nearly all cases setting this option to True is not needed and often can be worked around in a much more efficient way. Defaults to the value of create_graph.


	create_graph (bool, optional) – If True, graph of the derivative will be constructed, allowing to compute higher order derivative products. Defaults to False.













	
bmm()

	See oneflow.bmm()






	
byte()

	self.byte() is equivalent to self.to(oneflow.uint8).
See oneflow.Tensor.to()






	
cast()

	See oneflow.cast()






	
ceil()

	See oneflow.ceil()






	
chunk()

	See oneflow.chunk()






	
clamp()

	See oneflow.clamp().






	
clamp_()

	Inplace version of oneflow.Tensor.clamp().






	
clip()

	Alias for oneflow.Tensor.clamp().






	
clip_()

	Alias for oneflow.Tensor.clamp_().






	
clone()

	




	
copy_(other: Union[oneflow.Tensor, numpy.ndarray])

	The interface is consistent with PyTorch.

Tensor.copy_(src, non_blocking=False) → Tensor

Copies the elements from src into self tensor and returns self.

The src tensor must be broadcastable with the self tensor. It may be of a different data type or reside on a different device.


	Parameters

	
	src (Tensor) – the source tensor to copy from


	non_blocking (bool) – if True and this copy is between CPU and GPU, the copy may occur asynchronously with respect to the host. For other cases, this argument has no effect.













	
cos()

	See oneflow.cos()






	
cosh()

	See oneflow.cosh()






	
cpu()

	Returns a copy of this object in CPU memory.
If this object is already in CPU memory and on the correct device, then no copy is performed and the original object is returned.

For example:

>>> import oneflow as flow

>>> input = flow.tensor([1, 2, 3, 4, 5], device=flow.device("cuda"))
>>> output = input.cpu()
>>> output.device
device(type='cpu', index=0)










	
cuda()

	Returns a copy of this object in CUDA memory.
If this object is already in CUDA memory and on the correct device, then no copy is performed and the original object is returned.


	Parameters

	device (flow.device) – The destination GPU device. Defaults to the current CUDA device.





For example:

>>> import oneflow as flow

>>> input = flow.Tensor([1, 2, 3, 4, 5])
>>> output = input.cuda()
>>> output.device
device(type='cuda', index=0)










	
data

	




	
detach()

	




	
device

	The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.Tensor.device.html.

Is the oneflow.device where this Tensor is, which is invalid for global tensor.






	
diag()

	See oneflow.diag()






	
diagonal()

	See oneflow.diagonal()






	
dim()

	Tensor.dim() → int

Returns the number of dimensions of self tensor.






	
div()

	See oneflow.div()






	
div_(value) → Tensor

	In-place version of oneflow.Tensor.div().






	
dot()

	See oneflow.dot()






	
double()

	Tensor.double() is equivalent to Tensor.to(flow.float64). See to().


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.random.randn(1, 2, 3), dtype=flow.int)
>>> input = input.double()
>>> input.dtype
oneflow.float64










	
dtype

	




	
element_size()

	Tensor.element_size() → int

Returns the size in bytes of an individual element.






	
eq(other)

	See oneflow.eq()






	
erf() → Tensor

	See oneflow.erf()






	
erfc() → Tensor

	See oneflow.erfc()






	
erfinv()

	See oneflow.erfinv()






	
erfinv_()

	Inplace version of oneflow.erfinv()






	
exp()

	See oneflow.exp()






	
expand() → Tensor

	See oneflow.expand()






	
expand_as(other) → Tensor

	Expand this tensor to the same size as other.
self.expand_as(other) is equivalent to self.expand(other.size()).

Please see expand() for more information about expand.


	Parameters

	other (oneflow.Tensor) – The result tensor has the same size
as other.










	
expm1()

	See oneflow.expm1()






	
fill_(value)

	Tensor.fill_(value) → Tensor

Fills self tensor with the specified value.






	
flatten()

	See oneflow.flatten()






	
flip(dims)

	See oneflow.flip()






	
float()

	Tensor.float() is equivalent to Tensor.to(flow.float32). See to().


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.random.randn(1, 2, 3), dtype=flow.int)
>>> input = input.float()
>>> input.dtype
oneflow.float32










	
floor()

	See oneflow.floor()






	
floor_()

	In-place version of oneflow.floor()






	
fmod(other) → Tensor

	See oneflow.fmod()






	
gather(dim, index) → Tensor

	See oneflow.gather()






	
ge()

	See oneflow.ge()






	
gelu()

	See oneflow.gelu()






	
get_device() -> Device ordinal (Integer)

	For CUDA tensors, this function returns the device ordinal of the GPU on which the tensor resides. For CPU tensors, an error is thrown.






	
global_to_global(placement=None, sbp=None, *, grad_sbp=None, check_meta=False) → Tensor

	Performs Tensor placement and/or sbp conversion.


Note

This tensor must be global tensor.

At least one of placement and sbp is required.

If placement and sbp are all the same as this tensor’s own placement and sbp, then returns this tensor own.




	Parameters

	
	placement (flow.placement, optional) – the desired placement of returned global tensor. Default: None


	sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – the desired sbp of returned global tensor. Default: None






	Keyword Arguments

	
	grad_sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – manually specify the sbp of this tensor’s grad
tensor in the backward pass. If None, the grad tensor sbp will be infered automatically. Default: None


	check_meta (bool, optional) – indicates whether to check meta information. If set to True, check the consistency
of the input meta information (placement and sbp) on each rank. Default: False








>>> # Run on 2 ranks respectively
>>> import oneflow as flow
>>> input = flow.tensor([0., 1.], dtype=flow.float32, placement=flow.placement("cpu", ranks=[0, 1]), sbp=[flow.sbp.broadcast]) 
>>> output = input.global_to_global(placement=flow.placement("cpu", ranks=[0, 1]), sbp=[flow.sbp.split(0)]) 
>>> print(output.size()) 
>>> print(output) 





>>> # results on rank 0
oneflow.Size([2])
tensor([0., 1.], placement=oneflow.placement(type="cpu", ranks=[0, 1]), sbp=(oneflow.sbp.split(dim=0),), dtype=oneflow.float32)





>>> # results on rank 1
oneflow.Size([2])
tensor([0., 1.], placement=oneflow.placement(type="cpu", ranks=[0, 1]), sbp=(oneflow.sbp.split(dim=0),), dtype=oneflow.float32)










	
grad

	Return the gradient calculated by autograd functions. This property is None by default.






	
grad_fn

	Return the function that created this tensor if it’s requires_grad is True.






	
gt()

	See oneflow.gt()






	
half()

	self.half() is equivalent to self.to(dtype=oneflow.float16).

See oneflow.Tensor.to()






	
in_top_k(targets, predictions, k) → Tensor

	See oneflow.in_top_k()






	
index_select(dim, index) → Tensor

	See oneflow.index_select()






	
int()

	Tensor.int() is equivalent to Tensor.to(flow.int32). See to().


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.random.randn(1, 2, 3), dtype=flow.float32)
>>> input = input.int()
>>> input.dtype
oneflow.int32










	
is_contiguous() → bool

	Returns True if self tensor is contiguous in memory.






	
is_cuda

	Is True if the Tensor is stored on the GPU, False otherwise.






	
is_floating_point()

	See oneflow.is_floating_point()






	
is_global

	Return whether this Tensor is a global tensor.






	
is_lazy

	Return whether this Tensor is a lazy tensor.






	
is_leaf

	Compatible with PyTorch.

All Tensors that have requires_grad which is False will be leaf Tensors by convention.

For Tensor that have requires_grad which is True, they will be leaf Tensors if they
were created by source operations.

Only leaf Tensors will have their grad populated during a call to backward(). To get
grad populated for non-leaf Tensors, you can use retain_grad().

For example:

>>> import oneflow as flow
>>> a = flow.rand(10, requires_grad=False)
>>> a.is_leaf
True
>>> a = flow.rand(10, requires_grad=True)
>>> a.is_leaf
True
>>> b = a.cuda()
>>> b.is_leaf
False
>>> c = a + 2
>>> c.is_leaf
False










	
is_pinned() → bool

	Returns true if this tensor resides in pinned memory.






	
item()

	Returns the value of this tensor as a standard Python number. This only works for tensors with one element.
For other cases, see tolist().

This operation is not differentiable.


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> x = flow.tensor([1.0])
>>> x.item()
1.0










	
le()

	See oneflow.le()






	
local_to_global(placement=None, sbp=None, *, check_meta=Ture) → Tensor

	Creates a global tensor from a local tensor.


Note

This tensor must be local tensor.

Both placement and sbp are required.

The returned global tensor takes this tensor as its local component in the current rank.

There is no data communication usually, but when sbp is oneflow.sbp.broadcast, the data on rank 0 will be broadcast to other ranks.




	Parameters

	
	placement (flow.placement, optional) – the desired placement of returned global tensor. Default: None


	sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – the desired sbp of returned global tensor. Default: None






	Keyword Arguments

	check_meta (bool, optional) – indicates whether to check meta information when createing global tensor from local
tensor. Only can be set to False when the shape and dtype of the input local tensor on each rank are the same. If set to False, the
execution of local_to_global can be accelerated. Default: True





>>> # Run on 2 ranks respectively
>>> import oneflow as flow
>>> input = flow.tensor([0., 1.], dtype=flow.float32) 
>>> output = input.local_to_global(placement=flow.placement("cpu", ranks=[0, 1]), sbp=[flow.sbp.split(0)], check_meta=False) 
>>> print(output.size()) 
>>> print(output) 





>>> # results on rank 0
oneflow.Size([4])
tensor([0., 1., 0., 1.], placement=oneflow.placement(type="cpu", ranks=[0, 1]), sbp=(oneflow.sbp.split(dim=0),), dtype=oneflow.float32)





>>> # results on rank 1
oneflow.Size([4])
tensor([0., 1., 0., 1.], placement=oneflow.placement(type="cpu", ranks=[0, 1]), sbp=(oneflow.sbp.split(dim=0),), dtype=oneflow.float32)










	
log()

	See oneflow.log()






	
log1p()

	See oneflow.log1p()






	
logical_and() → Tensor

	See oneflow.logical_and()






	
logical_not() → Tensor

	See oneflow.logical_not()






	
logical_or() → Tensor

	See oneflow.logical_or()






	
logical_xor() → Tensor

	See oneflow.logical_xor()






	
long()

	Tensor.long() is equivalent to Tensor.to(flow.int64). See to().


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.random.randn(1, 2, 3), dtype=flow.float32)
>>> input = input.long()
>>> input.dtype
oneflow.int64










	
lt()

	See oneflow.lt()






	
masked_fill()

	See oneflow.masked_fill()






	
masked_select(mask)

	See oneflow.masked_select()






	
matmul()

	See oneflow.matmul()






	
max(dim, index) → Tensor

	See oneflow.max()






	
mean(dim=None, keepdim=False) → Tensor

	See oneflow.mean()






	
min(dim, index) → Tensor

	See oneflow.min()






	
mish()

	See oneflow.mish()






	
mm(mat2)

	See oneflow.mm()






	
mul(value) → Tensor

	See oneflow.mul()






	
mul_(value) → Tensor

	In-place version of oneflow.Tensor.mul().






	
mv(vec)

	See oneflow.mv()






	
narrow()

	See oneflow.narrow()






	
property ndim

	See oneflow.Tensor.dim()






	
ndimension()

	




	
ne()

	See oneflow.ne()






	
negative()

	See oneflow.negative()






	
nelement()

	Tensor.nelement() → int

Alias for numel()






	
new_empty(*size, dtype=None, device=None, placement=None, sbp=None, requires_grad=False) → Tensor

	Returns a Tensor of size size filled with uninitialized data. By default, the returned Tensor has the same flow.dtype and flow.device as this tensor.


	Parameters

	
	size (int...) – a list, tuple, or flow.Size of integers defining the shape of the output tensor.


	dtype (flow.dtype, optional) – the desired type of returned tensor. Default: if None, same flow.dtype as this tensor.


	device (flow.device, optional) – the desired device of returned tensor. Default: if None, same flow.device as this tensor.


	placement (flow.placement, optional) – the desired placement of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – the desired sbp descriptor of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import oneflow as flow

>>> x = flow.ones(())
>>> y = x.new_empty((2, 2))
>>> y.shape
oneflow.Size([2, 2])










	
new_ones() → Tensor

	See oneflow.new_ones()






	
new_zeros(size=None, dtype=None, device=None, placement=None, sbp=None, requires_grad=False) → Tensor

	Returns a Tensor of size size filled with 0. By default, the returned Tensor has the same torch.dtype and torch.device as this tensor.


	Parameters

	
	size (int...) – a list, tuple, or flow.Size of integers defining the shape of the output tensor.


	dtype (flow.dtype, optional) – the desired type of returned tensor. Default: if None, same flow.dtype as this tensor.


	device (flow.device, optional) – the desired device of returned tensor. Default: if None, same flow.device as this tensor.


	placement (flow.placement, optional) – the desired placement of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – the desired sbp descriptor of returned global tensor. Default: if None, the returned tensor is local one using the argument device.


	requires_grad (bool, optional) – If autograd should record operations on the returned tensor. Default: False.








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = flow.Tensor(np.ones((1, 2, 3)))
>>> y = x.new_zeros((2, 2))
>>> y
tensor([[0., 0.],
        [0., 0.]], dtype=oneflow.float32)










	
nms(scores, iou_threshold: float)

	See oneflow.nms()






	
nonzero(input, as_tuple=False) → Tensor

	See oneflow.nonzero()






	
norm(p='fro', dim=None, keepdim=False, dtype=None) → Tensor

	See oneflow.norm().






	
normal_(mean=0, std=1, *, generator=None) → Tensor

	Fills self tensor with elements samples from the normal distribution parameterized by mean and std.






	
numel()

	See oneflow.numel()






	
numpy()

	Tensor.numpy() → numpy.ndarray


	Returns self tensor as a NumPy ndarray. This tensor and the returned ndarray share the same underlying storage. Changes to
	self tensor will be reflected in the ndarray and vice versa.










	
permute()

	See oneflow.permute()






	
pin_memory() → Tensor

	Copies the tensor to pinned memory, if it’s not already pinned.






	
placement

	Is the oneflow.placement where this Tensor is, which is invalid for local tensor.






	
pow()

	See oneflow.pow()






	
prod(dim=None, keepdim=False) → Tensor

	See oneflow.prod()






	
reciprocal()

	See oneflow.reciprocal()






	
register_hook(hook)

	Registers a backward hook.

The hook will be called every time a gradient with respect to the Tensor is computed.
The hook should have the following signature:

hook(grad) -> Tensor or None





The hook should not modify its argument, but it can optionally return a new gradient which
will be used in place of grad.

For example:

>>> import oneflow as flow
>>> x = flow.ones(5, requires_grad=True)
>>> def hook(grad):
...     return grad * 2
>>> x.register_hook(hook)
>>> y = x * 2
>>> y.sum().backward()
>>> x.grad
tensor([4., 4., 4., 4., 4.], dtype=oneflow.float32)










	
relu()

	See oneflow.relu()






	
repeat(*size) → Tensor

	See oneflow.repeat()






	
repeat_interleave(repeats, dim=None, *, output_size=None) → Tensor

	See oneflow.repeat_interleave()






	
requires_grad

	Compatible with PyTorch.

Is True if gradient need to be computed for this Tensor, False otherwise.






	
requires_grad_(requires_grad=True) → Tensor

	Compatible with PyTorch.


	Parameters

	requires_grad (bool) – Change the requires_grad flag for this Tensor. Default is True.





For example:

>>> import oneflow as flow
>>> a = flow.rand(10, requires_grad=False)
>>> a.requires_grad
False
>>> a = a.requires_grad_(requires_grad=True)
>>> a.requires_grad
True










	
reshape()

	See oneflow.reshape()






	
retain_grad()

	Compatible with PyTorch.

Enables this Tensor to have their grad populated during backward(). This is a no-op
for leaf tensors.






	
roll()

	See oneflow.roll()






	
round()

	See oneflow.round()






	
rsqrt()

	See oneflow.rsqrt()






	
sbp

	Is the oneflow.sbp representing that how the data of the global tensor is distributed, which is invalid for local tensor.






	
selu()

	See oneflow.selu()






	
shape

	




	
sigmoid()

	See oneflow.sigmoid()






	
sign()

	See oneflow.sign()






	
silu()

	See oneflow.silu()






	
sin() → Tensor

	See oneflow.sin()






	
sin_()

	




	
sinh()

	See oneflow.sinh()






	
size()

	The interface is consistent with PyTorch.

Returns the size of the self tensor. If dim is not specified, the returned value is a oneflow.Size, a subclass of tuple. If dim is specified, returns an int holding the size of that dimension.


	Parameters

	idx (int, optional) – The dimension for which to retrieve the size.










	
softmax()

	See oneflow.softmax()






	
softplus()

	See oneflow.softplus()






	
softsign()

	See oneflow.softsign()






	
sort(dim: int = - 1, descending: bool = False)

	See oneflow.sort()






	
split(split_size_or_sections=None, dim=0)

	See oneflow.split()






	
sqrt()

	See oneflow.sqrt()






	
square()

	See oneflow.square()






	
squeeze()

	See oneflow.squeeze()






	
std()

	See oneflow.std()






	
storage_offset() → Tensor

	Returns self tensor’s offset in the underlying storage in terms of number of storage elements (not bytes).

Example:

>>> import oneflow as flow
>>> x = flow.tensor([1, 2, 3, 4, 5])
>>> x.storage_offset()
0










	
stride()

	




	
sub(other)

	See oneflow.sub()






	
sub_(value) → Tensor

	In-place version of oneflow.Tensor.sub().






	
sum(dim=None, keepdim=False) → Tensor

	See oneflow.sum()






	
swapaxes()

	See oneflow.swapaxes()






	
swapdims()

	See oneflow.swapdims()






	
t()

	Tensor.t() → Tensor

See oneflow.t()






	
tan()

	See oneflow.tan()






	
tanh()

	See oneflow.tanh()






	
tile(*dims) → Tensor

	See oneflow.tile()






	
to(*args, **kwargs)

	
	Performs Tensor dtype and/or device conversion.
	A flow.dtype and flow.device are inferred from the arguments of input.to(*args, **kwargs).






Note

If the input Tensor already
has the correct flow.dtype and flow.device, then input is returned.
Otherwise, the returned tensor is a copy of input with the desired.




	Parameters

	
	input (oneflow.Tensor) – An input tensor.


	*args (oneflow.Tensor or oneflow.device or oneflow.dtype) – Positional arguments


	**kwargs (oneflow.device or oneflow.dtype) – Key-value arguments






	Returns

	A Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> arr = np.random.randint(1, 9, size=(1, 2, 3, 4))
>>> input = flow.Tensor(arr)
>>> output = input.to(dtype=flow.float32)
>>> np.array_equal(arr.astype(np.float32), output.numpy())
True










	
to_consistent(*args, **kwargs)

	This interface is no longer available, please use oneflow.Tensor.to_global() instead.






	
to_global(placement=None, sbp=None, **kwargs) → Tensor

	Creates a global tensor if this tensor is a local tensor, otherwise performs Tensor placement and/or sbp conversion.


Note

This tensor can be local tensor or global tensor.


	For local tensor

Both placement and sbp are required.

The returned global tensor takes this tensor as its local component in the current rank.

There is no data communication usually, but when sbp is oneflow.sbp.broadcast, the data on rank 0 will be broadcast to other ranks.



	For global tensor

At least one of placement and sbp is required.

If placement and sbp are all the same as this tensor’s own placement and sbp, then returns this tensor own.








	Parameters

	
	placement (flow.placement, optional) – the desired placement of returned global tensor. Default: None


	sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – the desired sbp of returned global tensor. Default: None






	Keyword Arguments

	
	grad_sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – manually specify the sbp of this tensor’s grad
tensor in the backward pass. If None, the grad tensor sbp will be infered automatically. It is only used if this tensor is a
global tensor. Default: None


	check_meta (bool, optional) – indicates whether to check meta information. If set to True, check the input meta
information on each rank. Default: True if this tensor is a local tensor, False if this tensor is a global tensor








For local tensor:

>>> # Run on 2 ranks respectively
>>> import oneflow as flow
>>> input = flow.tensor([0., 1.], dtype=flow.float32) 
>>> output = input.to_global(placement=flow.placement("cpu", ranks=[0, 1]), sbp=[flow.sbp.split(0)], check_meta=False) 
>>> print(output.size()) 
>>> print(output) 





>>> # results on rank 0
oneflow.Size([4])
tensor([0., 1., 0., 1.], placement=oneflow.placement(type="cpu", ranks=[0, 1]), sbp=(oneflow.sbp.split(dim=0),), dtype=oneflow.float32)





>>> # results on rank 1
oneflow.Size([4])
tensor([0., 1., 0., 1.], placement=oneflow.placement(type="cpu", ranks=[0, 1]), sbp=(oneflow.sbp.split(dim=0),), dtype=oneflow.float32)





For global tensor:

>>> # Run on 2 ranks respectively
>>> import oneflow as flow
>>> input = flow.tensor([0., 1.], dtype=flow.float32, placement=flow.placement("cpu", ranks=[0, 1]), sbp=[flow.sbp.broadcast]) 
>>> output = input.to_global(placement=flow.placement("cpu", ranks=[0, 1]), sbp=[flow.sbp.split(0)]) 
>>> print(output.size()) 
>>> print(output) 





>>> # results on rank 0
oneflow.Size([2])
tensor([0., 1.], placement=oneflow.placement(type="cpu", ranks=[0, 1]), sbp=(oneflow.sbp.split(dim=0),), dtype=oneflow.float32)





>>> # results on rank 1
oneflow.Size([2])
tensor([0., 1.], placement=oneflow.placement(type="cpu", ranks=[0, 1]), sbp=(oneflow.sbp.split(dim=0),), dtype=oneflow.float32)










	
to_local() → Tensor

	Returns the local component of this global tensor in the current rank.


Note

This tensor should be a global tensor, and it returns a empty tensor if there is no local component in the current rank.

No copy occurred in this operation.



For example:

>>> # Run on 2 ranks respectively
>>> import oneflow as flow
>>> x = flow.tensor([0., 1.], dtype=flow.float32, placement=flow.placement("cpu", ranks=[0, 1]), sbp=[flow.sbp.split(0)]) 
>>> y = x.to_local() 
>>> print(y.size()) 
>>> print(y) 





>>> # results on rank 0
oneflow.Size([1])
tensor([0.], dtype=oneflow.float32)





>>> # results on rank 1
oneflow.Size([1])
tensor([1.], dtype=oneflow.float32)










	
tolist()

	Returns the tensor as a (nested) list. For scalars, a standard Python number is returned,
just like with item(). Tensors are automatically moved to the CPU first if necessary.

This operation is not differentiable.


	Parameters

	input (Tensor) – the input tensor.





For example:

>>> import oneflow as flow
>>> input = flow.tensor([[1,2,3], [4,5,6]])
>>> input.tolist()
[[1, 2, 3], [4, 5, 6]]










	
topk(k, dim: Optional[int] = None, largest: bool = True, sorted: bool = True)

	See oneflow.topk()






	
transpose()

	See oneflow.transpose()






	
tril()

	See oneflow.tril()






	
triu()

	See oneflow.triu()






	
type()

	
	Returns the type if dtype is not provided, else casts this object to the specified type.
	If this is already of the correct type, no copy is performed and the original object is returned.






	Parameters

	
	dtype (oneflow.dtype or oneflow.tensortype or string, optional) – The desired type.


	non_blocking (bool) – (Not Implemented yet) If True, and the source is in pinned memory
and destination is on the GPU or vice versa, the copy is performed asynchronously with respect to the host.
Otherwise, the argument has no effect.








For example:

>>> import oneflow as flow
>>> a = flow.tensor([1, 2], dtype=flow.float32)
>>> a.type()
'oneflow.FloatTensor'
>>> a.type(flow.int8)  # dtype input
tensor([1, 2], dtype=oneflow.int8)
>>> a.type(flow.cuda.DoubleTensor)  # tensortype input
tensor([1., 2.], device='cuda:0', dtype=oneflow.float64)
>>> a.type("oneflow.HalfTensor")  # string input
tensor([1., 2.], dtype=oneflow.float16)










	
type_as(target)

	
	Returns this tensor cast to the type of the given tensor.
	This is a no-op if the tensor is already of the correct type.






	Parameters

	
	input (Tensor) – the input tensor.


	target (Tensor) – the tensor which has the desired type.








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.random.randn(1, 2, 3), dtype=flow.float32)
>>> target = flow.tensor(np.random.randn(4, 5, 6), dtype = flow.int32)
>>> input = input.type_as(target)
>>> input.dtype
oneflow.int32










	
unbind()

	See oneflow.unbind()






	
unfold()

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.Tensor.unfold.html.

Returns a view of the original tensor which contains all slices of size size from self
tensor in the dimension dimension.

Step between two slices is given by step.

If sizedim is the size of dimension dimension for self, the size of dimension dimension in the
returned tensor will be (sizedim - size) / step + 1.

An additional dimension of size size is appended in the returned tensor.


	Parameters

	
	dimension (int) – dimension in which unfolding happens


	size (int) – the size of each slice that is unfolded


	step (int) – the step between each slice








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = flow.arange(1, 8)
>>> x
tensor([1, 2, 3, 4, 5, 6, 7], dtype=oneflow.int64)
>>> x.unfold(0, 2, 1)
tensor([[1, 2],
        [2, 3],
        [3, 4],
        [4, 5],
        [5, 6],
        [6, 7]], dtype=oneflow.int64)
>>> x.unfold(0, 2, 2)
tensor([[1, 2],
        [3, 4],
        [5, 6]], dtype=oneflow.int64)










	
uniform_(a=0, b=1)

	Tensor.uniform_(from=0, to=1) → Tensor

Fills self tensor with numbers sampled from the continuous uniform distribution:


\[P(x)=1/(to-from)\]






	
unsqueeze()

	See oneflow.unsqueeze()






	
var()

	See oneflow.var()






	
view()

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.Tensor.view.html.

Returns a new tensor with the same data as the self tensor but of a
different shape.

The returned tensor shares the same data and must have the same number
of elements, but may have a different size. For a tensor to be viewed, the new
view size must be compatible with its original size and stride, i.e., each new
view dimension must either be a subspace of an original dimension, or only span
across original dimensions \(d, d+1, \dots, d+k\) that satisfy the following
contiguity-like condition that \(\forall i = d, \dots, d+k-1\),


\[\text{stride}[i] = \text{stride}[i+1] \times \text{size}[i+1]\]

Otherwise, it will not be possible to view self tensor as shape
without copying it (e.g., via contiguous()). When it is unclear whether a
view() can be performed, it is advisable to use reshape(), which
returns a view if the shapes are compatible, and copies (equivalent to calling
contiguous()) otherwise.


	Parameters

	
	input – A Tensor.


	*shape – flow.Size or int…






	Returns

	A Tensor has the same type as input.





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array(
...    [[1, 2, 3, 4], [5, 6, 7, 8], [9, 10, 11, 12], [13, 14, 15, 16]]
... ).astype(np.float32)
>>> input = flow.Tensor(x)

>>> y = input.view(2, 2, 2, -1).numpy().shape
>>> y
(2, 2, 2, 2)










	
view_as(other) → Tensor

	Expand this tensor to the same size as other.
self.view_as(other) is equivalent to self.view(other.size()).

Please see view() for more information about view.


	Parameters

	other (oneflow.Tensor) – The result tensor has the same size
as other.










	
where(x=None, y=None)

	See oneflow.where()






	
zero_() → Tensor

	Fills self tensor with zeros.
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Tensor Attributes

Each local oneflow.Tensor has a oneflow.dtype, oneflow.device, and global oneflow.Tensor has a oneflow.dtype, oneflow.placement, oneflow.sbp.


oneflow.device


	
class oneflow.device

	The documentation is referenced from:
https://pytorch.org/docs/1.10/tensor_attributes.html#torch.torch.device.

A oneflow.device is an object representing the device on which a oneflow.Tensor is or will be allocated.

The oneflow.device contains a device type (‘cpu’ or ‘cuda’) and optional device ordinal for the device type. If the
device ordinal is not present, this object will always represent the current device for the device type.

A oneflow.device’s device can be accessed via the Tensor.device property.

A oneflow.device can be constructed via a string or via a string and device ordinal

Via a string:

>>> import oneflow as flow
>>> flow.device('cuda:0')
device(type='cuda', index=0)

>>> flow.device('cpu')
device(type='cpu', index=0)

>>> flow.device('cuda')  # current cuda device
device(type='cuda', index=0)





Via a string and device ordinal:

>>> import oneflow as flow
>>> flow.device('cuda', 0)
device(type='cuda', index=0)

>>> flow.device('cpu', 0)
device(type='cpu', index=0)






Note

The oneflow.device argument in functions can generally be substituted with a string. This allows for fast prototyping of code.

>>> import oneflow as flow
>>> # Example of a function that takes in a oneflow.device
>>> cuda0 = flow.device('cuda:0')
>>> x = flow.randn(2,3, device=cuda0)





>>> # You can substitute the flow.device with a string
>>> x = flow.randn(2,3, device='cuda:0')














oneflow.placement


	
class oneflow.placement

	A oneflow.placement is an object representing the device group on which a oneflow.Tensor is or will be allocated. The oneflow.placement contains a device type (‘cpu’ or ‘cuda’) and corresponding device sequence.

A oneflow.Tensor’s placement can be accessed via the Tensor.placement property.

A oneflow.placement can be constructed in several ways:

>>> import oneflow as flow

>>> p = flow.placement(type="cuda", ranks=[0, 1, 2, 3])
>>> p
oneflow.placement(type="cuda", ranks=[0, 1, 2, 3])
>>> p = flow.placement(type="cuda", ranks=[[0, 1], [2, 3]])
>>> p
oneflow.placement(type="cuda", ranks=[[0, 1], [2, 3]])












oneflow.env.all_device_placement


	
oneflow.env.all_device_placement(device_type) → oneflow.placement

	Returns a placement that contains all available devices.


	Parameters

	device_type (str) – cuda or cpu





For examples:

# Runs on 4 ranks
import oneflow as flow

p = flow.env.all_device_placement("cuda") # oneflow.placement(type="cuda", ranks=[0, 1, 2, 3])
p = flow.env.all_device_placement("cpu") # oneflow.placement(type="cpu", ranks=[0, 1, 2, 3])












oneflow.sbp.sbp


	
class oneflow.sbp.sbp

	A oneflow.sbp is an object representing that how the data of the global tensor is distributed across the ranks of the Tensor placement.

oneflow.sbp includes three types:



	oneflow.sbp.split(dim)

Indicates that the global tensor is evenly divided according to the dimension dim and distributed on each rank.



	oneflow.sbp.broadcast()

Indicates that the global tensor is replicated on each rank.



	oneflow.sbp.partial_sum()

Indicates that the value of the global tensor is element-wise sum of the local tensors distributed in each rank.








A oneflow.Tensor’s sbp can be accessed via the Tensor.sbp property.

A oneflow.sbp can be constructed in several ways:

>>> import oneflow as flow

>>> s = flow.sbp.split(0)
>>> s
oneflow.sbp.split(dim=0)
>>> b = flow.sbp.broadcast()
>>> b
oneflow.sbp.broadcast
>>> p = flow.sbp.partial_sum()
>>> p
oneflow.sbp.partial_sum
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oneflow.nn


Operators for neural networks

Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
class oneflow.nn.AdaptiveAvgPool1d(output_size: Union[int, Tuple[int]])

	Applies a 1D adaptive average pooling over an input signal composed of several input planes.

The output size is H, for any input size.
The number of output features is equal to the number of input planes.


	Parameters

	output_size – the target output size H





For example:

>>> import numpy as np
>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> m = nn.AdaptiveAvgPool1d(5)
>>> input = flow.Tensor(np.random.randn(1, 64, 8))
>>> output = m(input)
>>> output.size()
oneflow.Size([1, 64, 5])










	
class oneflow.nn.AdaptiveAvgPool2d(output_size)

	Applies a 2D adaptive average pooling over an input signal composed of several input planes.

The output is of size H x W, for any input size.
The number of output features is equal to the number of input planes.


	Parameters

	output_size – the target output size of the image of the form H x W.
Can be a tuple (H, W) or a single H for a square image H x H.
H and W can be either a int, or None which means the size will
be the same as that of the input.





For example:

>>> import numpy as np
>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> m = nn.AdaptiveAvgPool2d((5,7))
>>> input = flow.Tensor(np.random.randn(1, 64, 8, 9))
>>> output = m(input)
>>> output.size()
oneflow.Size([1, 64, 5, 7])

>>> m = nn.AdaptiveAvgPool2d(7)
>>> input = flow.Tensor(np.random.randn(1, 64, 10, 9))
>>> output = m(input)
>>> output.size()
oneflow.Size([1, 64, 7, 7])

>>> m = nn.AdaptiveAvgPool2d((None, 7))
>>> input = flow.Tensor(np.random.randn(1, 64, 10, 9))
>>> output = m(input)
>>> output.size()
oneflow.Size([1, 64, 10, 7])










	
class oneflow.nn.AdaptiveAvgPool3d(output_size)

	Applies a 3D adaptive average pooling over an input signal composed of several input planes.

The output is of size D x H x W, for any input size.
The number of output features is equal to the number of input planes.


	Parameters

	output_size – the target output size of the form D x H x W.
Can be a tuple (D, H, W) or a single number D for a cube D x D x D.
D, H and W can be either a int, or None which means the size will
be the same as that of the input.





For example:

>>> import numpy as np
>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> m = nn.AdaptiveAvgPool3d((5,7,9))
>>> input = flow.Tensor(np.random.randn(1, 64, 8, 9, 10))
>>> output = m(input)
>>> output.size()
oneflow.Size([1, 64, 5, 7, 9])

>>> m = nn.AdaptiveAvgPool3d(7)
>>> input = flow.Tensor(np.random.randn(1, 64, 10, 9, 8))
>>> output = m(input)
>>> output.size()
oneflow.Size([1, 64, 7, 7, 7])

>>> m = nn.AdaptiveAvgPool3d((7, None, None))
>>> input = flow.Tensor(np.random.randn(1, 64, 10, 9, 8))
>>> output = m(input)
>>> output.size()
oneflow.Size([1, 64, 7, 9, 8])










	
class oneflow.nn.AvgPool1d(kernel_size: Union[int, Tuple[int, int]], stride: Optional[Union[int, Tuple[int, int]]] = None, padding: Union[int, Tuple[int, int]] = 0, ceil_mode: bool = False, count_include_pad: bool = True)

	Applies a 1D average pooling over an input signal composed of several input planes.
In the simplest case, the output value of the layer with input size \((N, C, H, W)\),
output \((N, C, H_{out}, W_{out})\) and kernel_size \(k\)
can be precisely described as:


\[\begin{split}out(N_i, C_j, l)  = \\frac{1}{k} \\sum_{m=0}^{k-1}
                       input(N_i, C_j, stride[0] \\times h + m, stride*l + m)\end{split}\]

If padding is non-zero, then the input is implicitly zero-padded on both sides for padding number of points.
The parameters kernel_size, stride, padding can each be an int or a one-element tuple.


Note

When ceil_mode=True, sliding windows are allowed to go off-bounds if they start within the left padding or the
input. Sliding windows that would start in the right padded region are ignored.




	Parameters

	
	kernel_size – the size of the window.


	strides – the stride of the window. Default value is kernel_size.


	padding – implicit zero padding to be added on both sides.


	ceil_mode – when True, will use ceil instead of floor to compute the output shape.


	count_include_pad – when True, will include the zero-padding in the averaging calculation.








For example:

import oneflow as flow
import numpy as np

m = flow.nn.AvgPool1d(kernel_size=3, padding=1, stride=1)
x = flow.tensor(np.random.randn(1, 4, 4))
y = m(x)
y.shape
oneflow.Size([1, 4, 4])










	
class oneflow.nn.AvgPool2d(kernel_size: Union[int, Tuple[int, int]], stride: Optional[Union[int, Tuple[int, int]]] = None, padding: Union[int, Tuple[int, int]] = 0, ceil_mode: bool = False, count_include_pad: bool = True, divisor_override: int = 0)

	Performs the 2d-average pooling on the input.

In the simplest case, the output value of the layer with input size \((N, C, H, W)\),
output \((N, C, H_{out}, W_{out})\) and kernel_size \((kH, kW)\)
can be precisely described as:


\[out(N_i, C_j, h, w)  = \frac{1}{kH * kW} \sum_{m=0}^{kH-1} \sum_{n=0}^{kW-1}
                       input(N_i, C_j, stride[0] \times h + m, stride[1] \times w + n)\]


	Parameters

	
	kernel_size (Union[int, Tuple[int, int]]) – An int or list of ints that has length 1, 2. The size of the window for each dimension of the input Tensor.


	strides (Union[int, Tuple[int, int]]) – An int or list of ints that has length 1, 2. The stride of the sliding window for each dimension of the input Tensor.


	padding (Tuple[int, int]) – An int or list of ints that has length 1, 2. Implicit zero padding to be added on both sides.


	ceil_mode (bool, default to False) – When True, will use ceil instead of floor to compute the output shape.








For example:

import oneflow as flow
import numpy as np

m = flow.nn.AvgPool2d(kernel_size=3, padding=1, stride=1)
x = flow.tensor(np.random.randn(1, 4, 4, 4))
y = m(x)
y.shape
oneflow.Size([1, 4, 4, 4])










	
class oneflow.nn.AvgPool3d(kernel_size: Union[int, Tuple[int, int, int]], stride: Optional[Union[int, Tuple[int, int, int]]] = None, padding: Union[int, Tuple[int, int, int]] = 0, ceil_mode: bool = False, count_include_pad: bool = True, divisor_override: int = 0)

	Applies a 3D average pooling over an input signal composed of several input planes.
In the simplest case, the output value of the layer with input size \((N, C, D, H, W)\),
output \((N, C, D_{out}, H_{out}, W_{out})\) and kernel_size \((kD, kH, kW)\)
can be precisely described as:


\[\begin{split}out(N_i, C_j, d, h, w)  = \\frac{1}{kD * kH * kW } \\sum_{k=0}^{kD-1} \\sum_{m=0}^{kH-1} \\sum_{n=0}^{kW-1}
                       input(N_i, C_j, stride[0] \\times d + k, stride[1] \\times h + m, stride[2] \\times w + n)\end{split}\]

If padding is non-zero, then the input is implicitly zero-padded on all three sides for padding number of points.


Note

When ceil_mode=True, sliding windows are allowed to go off-bounds if they start within the left padding or the
input. Sliding windows that would start in the right padded region are ignored.




	Parameters

	
	kernel_size – the size of the window.


	strides – the stride of the window. Default value is kernel_size.


	padding – implicit zero padding to be added on all three sides.


	ceil_mode – when True, will use ceil instead of floor to compute the output shape.


	count_include_pad – when True, will include the zero-padding in the averaging calculation.


	divisor_override – if specified, it will be used as divisor, otherwise kernel_size will be used.









	Shape:
	
	Input: \((N, C, D_{in}, H_{in}, W_{in})\)


	Output: \((N, C, D_{out}, H_{out}, W_{out})\), where


\[\begin{split}D_{out} = \\left\\lfloor\\frac{D_{in} + 2 \\times \\text{padding}[0] - \\text{kernel_size}[0]}{\\text{stride}[0]} + 1\\right\\rfloor\end{split}\]


\[\begin{split}H_{out} = \\left\\lfloor\\frac{H_{in} + 2 \\times \\text{padding}[1] - \\text{kernel_size}[1]}{\\text{stride}[1]} + 1\\right\\rfloor\end{split}\]


\[\begin{split}W_{out} = \\left\\lfloor\\frac{W_{in} + 2 \\times \\text{padding}[2] - \\text{kernel_size}[2]}{\\text{stride}[2]} + 1\\right\\rfloor\end{split}\]









For example:

import oneflow as flow
import numpy as np

m = flow.nn.AvgPool3d(kernel_size=(2,2,2),padding=(0,0,0),stride=(1,1,1))
x = flow.tensor(np.random.randn(9, 7, 11, 32, 20))
y = m(x)
y.shape
oneflow.Size([9, 7, 10, 31, 19])










	
class oneflow.nn.BCELoss(weight: Optional[oneflow.Tensor] = None, reduction: str = 'mean')

	This operator computes the binary cross entropy loss.

The equation is:

if reduction = “none”:


\[out = -(Target_i*log(Input_i) + (1-Target_i)*log(1-Input_i))\]

if reduction = “mean”:


\[out = -\frac{1}{n}\sum_{i=1}^n(Target_i*log(Input_i) + (1-Target_i)*log(1-Input_i))\]

if reduction = “sum”:


\[out = -\sum_{i=1}^n(Target_i*log(Input_i) + (1-Target_i)*log(1-Input_i))\]


	Parameters

	
	weight (oneflow.Tensor, optional) – The manual rescaling weight to the loss. Default to None, whose corresponding weight value is 1.


	reduction (str, optional) – The reduce type, it can be one of “none”, “mean”, “sum”. Defaults to “mean”.









Attention

The input value must be in the range of (0, 1). Or the loss function may return nan value.




	Returns

	The result Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.Tensor(np.array([[1.2, 0.2, -0.3], [0.7, 0.6, -2]]).astype(np.float32))
>>> target = flow.Tensor(np.array([[0, 1, 0], [1, 0, 1]]).astype(np.float32))
>>> weight = flow.Tensor(np.array([[2, 2, 2], [2, 2, 2]]).astype(np.float32))
>>> activation = flow.nn.Sigmoid()
>>> sigmoid_input = activation(input)
>>> m = flow.nn.BCELoss(weight, reduction="none")
>>> out = m(sigmoid_input, target)
>>> out
tensor([[2.9266, 1.1963, 1.1087],
        [0.8064, 2.0750, 4.2539]], dtype=oneflow.float32)
>>> m_sum = flow.nn.BCELoss(weight, reduction="sum")
>>> out = m_sum(sigmoid_input, target)
>>> out
tensor(12.3668, dtype=oneflow.float32)
>>> m_mean = flow.nn.BCELoss(weight, reduction="mean")
>>> out = m_mean(sigmoid_input, target)
>>> out
tensor(2.0611, dtype=oneflow.float32)
>>> m_none = flow.nn.BCELoss()
>>> out = m_none(sigmoid_input, target)
>>> out
tensor(1.0306, dtype=oneflow.float32)










	
class oneflow.nn.BCEWithLogitsLoss(weight: Optional[oneflow.Tensor] = None, reduction: str = 'mean', pos_weight: Optional[oneflow.Tensor] = None)

	This operator combines the Sigmoid and BCELoss together. For numerical stability,
we apply some math tricks instead of using Sigmoid layer with BCELoss.

The equation is:

if reduction = "none":


\[out = -weight*[Pos\_weight*y*log\sigma({x}) + (1-y)*log(1-\sigma(x))]\]

if reduction = "mean":


\[out = -\frac{weight}{n}\sum_{i=1}^n[Pos\_weight*y*log\sigma({x}) + (1-y)*log(1-\sigma(x))]\]

if reduction = "sum":


\[out = -weight*\sum_{i=1}^n[Pos\_weight*y*log\sigma({x}) + (1-y)*log(1-\sigma(x))]\]


	Parameters

	
	weight (Tensor, optional) – The manual rescaling weight to the loss. Default: None


	size_average (bool, optional) – Deprecated (see reduction). Default: True


	reduce (bool, optional) – Deprecated (see reduction). Default: True


	reduction (str, optional) – The reduce type, it can be one of "none", "mean", "sum".
'none': no reduction will be applied, 'mean': the sum of the output will be divided
by the number of elements in the output, 'sum': the output will be summed. Default: "mean"


	pos_weight (Tensor, optional) – The manual rescaling weight to the positive examples.
Default: None









	Shape:
	
	Input: \((N,*)\) where * means, any number of additional dimensions


	Target: \((N,*)\), same shape as the input


	Output: scalar. If reduction is "none", then \((N,*)\), same shape as input.








For example:

>>> import oneflow as flow
>>> input = flow.tensor([[1.2, 0.2, -0.3], [0.7, 0.6, -2], [0.7, 0.6, -2]], dtype=flow.float32)
>>> target = flow.tensor([[0, 1, 0], [1, 0, 1], [1, 0, 1]], dtype=flow.float32)
>>> weight = flow.tensor([[2, 2, 2], [2, 2, 2], [2, 2, 2]], dtype=flow.float32)
>>> pos_weight = flow.tensor([1.2, 1.3, 1.4], dtype=flow.float32)

>>> m = flow.nn.BCEWithLogitsLoss(weight=weight, pos_weight=pos_weight, reduction="none")
>>> out = m(input, target)
>>> out
tensor([[2.9266, 1.5552, 1.1087],
        [0.9676, 2.0750, 5.9554],
        [0.9676, 2.0750, 5.9554]], dtype=oneflow.float32)

>>> m = flow.nn.BCEWithLogitsLoss(weight=weight, pos_weight=pos_weight, reduction="mean")
>>> out = m(input, target)
>>> out
tensor(2.6207, dtype=oneflow.float32)

>>> m = flow.nn.BCEWithLogitsLoss(weight=weight, pos_weight=pos_weight, reduction="sum")
>>> out = m(input, target)
>>> out
tensor(23.5865, dtype=oneflow.float32)










	
class oneflow.nn.BatchNorm1d(num_features, eps=1e-05, momentum=0.1, affine=True, track_running_stats=True)

	Applies Batch Normalization over a 2D or 3D input (a mini-batch of 1D
inputs with optional additional channel dimension) as described in the paper
Batch Normalization: Accelerating Deep Network Training by Reducing
Internal Covariate Shift [https://arxiv.org/abs/1502.03167] .


\[y = \frac{x - \mathrm{E}[x]}{\sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The mean and standard-deviation are calculated per-dimension over
the mini-batches and \(\gamma\) and \(\beta\) are learnable parameter vectors
of size C (where C is the input size). By default, the elements of \(\gamma\) are set
to 1 and the elements of \(\beta\) are set to 0. The standard-deviation is calculated
via the biased estimator, equivalent to torch.var(input, unbiased=False).

Also by default, during training this layer keeps running estimates of its
computed mean and variance, which are then used for normalization during
evaluation. The running estimates are kept with a default momentum
of 0.1.

If track_running_stats is set to False, this layer then does not
keep running estimates, and batch statistics are instead used during
evaluation time as well.


Note

This momentum argument is different from one used in optimizer
classes and the conventional notion of momentum. Mathematically, the
update rule for running statistics here is
\(\hat{x}_\text{new} = (1 - \text{momentum}) \times \hat{x} + \text{momentum} \times x_t\),
where \(\hat{x}\) is the estimated statistic and \(x_t\) is the
new observed value.



Because the Batch Normalization is done over the C dimension, computing statistics
on (N, L) slices, it’s common terminology to call this Temporal Batch Normalization.


	Parameters

	
	num_features – \(C\) from an expected input of size
\((N, C, L)\) or \(L\) from input of size \((N, L)\)


	eps – a value added to the denominator for numerical stability.
Default: 1e-5


	momentum – the value used for the running_mean and running_var
computation. Can be set to None for cumulative moving average
(i.e. simple average). Default: 0.1


	affine – a boolean value that when set to True, this module has
learnable affine parameters. Default: True


	track_running_stats – a boolean value that when set to True, this
module tracks the running mean and variance, and when set to False,
this module does not track such statistics, and initializes statistics
buffers running_mean and running_var as None.
When these buffers are None, this module always uses batch statistics.
in both training and eval modes. Default: True









	Shape:
	
	Input: \((N, C)\) or \((N, C, L)\)


	Output: \((N, C)\) or \((N, C, L)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.Tensor(np.random.randn(20, 100))
>>> m = flow.nn.BatchNorm1d(100)
>>> y = m(x)










	
class oneflow.nn.BatchNorm2d(num_features, eps=1e-05, momentum=0.1, affine=True, track_running_stats=True)

	Applies Batch Normalization over a 4D input (a mini-batch of 2D inputs
with additional channel dimension) as described in the paper
Batch Normalization: Accelerating Deep Network Training by Reducing
Internal Covariate Shift [https://arxiv.org/abs/1502.03167] .


\[y = \frac{x - \mathrm{E}[x]}{ \sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The mean and standard-deviation are calculated per-dimension over
the mini-batches and \(\gamma\) and \(\beta\) are learnable parameter vectors
of size C (where C is the input size). By default, the elements of \(\gamma\) are set
to 1 and the elements of \(\beta\) are set to 0. The standard-deviation is calculated
via the biased estimator, equivalent to torch.var(input, unbiased=False).

Also by default, during training this layer keeps running estimates of its
computed mean and variance, which are then used for normalization during
evaluation. The running estimates are kept with a default momentum
of 0.1.

If track_running_stats is set to False, this layer then does not
keep running estimates, and batch statistics are instead used during
evaluation time as well.


Note

This momentum argument is different from one used in optimizer
classes and the conventional notion of momentum. Mathematically, the
update rule for running statistics here is
\(\hat{x}_\text{new} = (1 - \text{momentum}) \times \hat{x} + \text{momentum} \times x_t\),
where \(\hat{x}\) is the estimated statistic and \(x_t\) is the
new observed value.



Because the Batch Normalization is done over the C dimension, computing statistics
on (N, H, W) slices, it’s common terminology to call this Spatial Batch Normalization.


	Parameters

	
	num_features – \(C\) from an expected input of size
\((N, C, H, W)\)


	eps – a value added to the denominator for numerical stability.
Default: 1e-5


	momentum – the value used for the running_mean and running_var
computation. Can be set to None for cumulative moving average
(i.e. simple average). Default: 0.1


	affine – a boolean value that when set to True, this module has
learnable affine parameters. Default: True


	track_running_stats – a boolean value that when set to True, this
module tracks the running mean and variance, and when set to False,
this module does not track such statistics, and initializes statistics
buffers running_mean and running_var as None.
When these buffers are None, this module always uses batch statistics.
in both training and eval modes. Default: True









	Shape:
	
	Input: \((N, C, H, W)\)


	Output: \((N, C, H, W)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.Tensor(np.random.randn(4, 2, 8, 3))
>>> m = flow.nn.BatchNorm2d(num_features=2, eps=1e-5, momentum=0.1)
>>> y = m(x)










	
class oneflow.nn.BatchNorm3d(num_features, eps=1e-05, momentum=0.1, affine=True, track_running_stats=True)

	Applies Batch Normalization over a 5D input (a mini-batch of 3D inputs
with additional channel dimension) as described in the paper
Batch Normalization: Accelerating Deep Network Training by Reducing
Internal Covariate Shift [https://arxiv.org/abs/1502.03167] .


\[y = \frac{x - \mathrm{E}[x]}{ \sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The mean and standard-deviation are calculated per-dimension over
the mini-batches and \(\gamma\) and \(\beta\) are learnable parameter vectors
of size C (where C is the input size). By default, the elements of \(\gamma\) are set
to 1 and the elements of \(\beta\) are set to 0. The standard-deviation is calculated
via the biased estimator, equivalent to torch.var(input, unbiased=False).

Also by default, during training this layer keeps running estimates of its
computed mean and variance, which are then used for normalization during
evaluation. The running estimates are kept with a default momentum
of 0.1.

If track_running_stats is set to False, this layer then does not
keep running estimates, and batch statistics are instead used during
evaluation time as well.


Note

This momentum argument is different from one used in optimizer
classes and the conventional notion of momentum. Mathematically, the
update rule for running statistics here is
\(\hat{x}_\text{new} = (1 - \text{momentum}) \times \hat{x} + \text{momentum} \times     x_t\),
where \(\hat{x}\) is the estimated statistic and \(x_t\) is the
new observed value.



Because the Batch Normalization is done over the C dimension, computing statistics
on (N, D, H, W) slices, it’s common terminology to call this Spatial Batch Normalization.


	Parameters

	
	num_features – \(C\) from an expected input of size
\((N, C, D, H, W)\)


	eps – a value added to the denominator for numerical stability.
Default: 1e-5


	momentum – the value used for the running_mean and running_var
computation. Can be set to None for cumulative moving average
(i.e. simple average). Default: 0.1


	affine – a boolean value that when set to True, this module has
learnable affine parameters. Default: True


	track_running_stats – a boolean value that when set to True, this
module tracks the running mean and variance, and when set to False,
this module does not track such statistics, and initializes statistics
buffers running_mean and running_var as None.
When these buffers are None, this module always uses batch statistics.
in both training and eval modes. Default: True









	Shape:
	
	Input: \((N, C, D, H, W)\)


	Output: \((N, C, D, H, W)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.Tensor(np.random.randn(3, 2, 5, 8, 4))
>>> m = flow.nn.BatchNorm3d(num_features=2, eps=1e-5, momentum=0.1)
>>> y = m(x)
>>> y.size()
oneflow.Size([3, 2, 5, 8, 4])










	
class oneflow.nn.CELU(alpha: float = 1.0, inplace: bool = False)

	Applies the element-wise function:


\[\begin{split}\text{CELU}(x, \alpha) = \begin{cases}
                        x & \text{ if } x \ge 0  \\
        \alpha*(exp(\frac{x}{\alpha})-1) & \text{ otherwise } \\
            \end{cases}\end{split}\]


	Parameters

	
	alpha – the \(\alpha\) value for the CELU formulation. Default: 1.0


	inplace – can optionally do the operation in-place. Default: False









	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-0.5, 0, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> celu = flow.nn.CELU(alpha=0.5)

>>> out = celu(input)
>>> out
tensor([-0.3161,  0.0000,  0.5000], dtype=oneflow.float32)










	
class oneflow.nn.COCOReader(annotation_file: str, image_dir: str, batch_size: int, shuffle: bool = True, random_seed: Optional[int] = None, group_by_aspect_ratio: bool = True, remove_images_without_annotations: bool = True, stride_partition: bool = True, device: Optional[Union[oneflow._oneflow_internal.device, str]] = None, placement: Optional[oneflow._oneflow_internal.placement] = None, sbp: Optional[Union[oneflow._oneflow_internal.sbp.sbp, List[oneflow._oneflow_internal.sbp.sbp]]] = None)

	




	
class oneflow.nn.CTCLoss(blank: int = 0, reduction: str = 'mean', zero_infinity: bool = False)

	The Connectionist Temporal Classification loss.
The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.CTCLoss.html.

Calculates loss between a continuous (unsegmented) time series and a target sequence. CTCLoss sums over the
probability of possible alignments of input to target, producing a loss value which is differentiable
with respect to each input node. The alignment of input to target is assumed to be “many-to-one”, which
limits the length of the target sequence such that it must be \(\leq\) the input length.


	Parameters

	
	blank (int, optional) – blank label. Default \(0\).


	reduction (string, optional) – Specifies the reduction to apply to the output:
'none' | 'mean' | 'sum'. 'none': no reduction will be applied,
'mean': the output losses will be divided by the target lengths and
then the mean over the batch is taken. Default: 'mean'


	zero_infinity (bool, optional) – Whether to zero infinite losses and the associated gradients.
Default: False
Infinite losses mainly occur when the inputs are too short
to be aligned to the targets.









	Shape:
	
	Log_probs: Tensor of size \((T, N, C)\),
where \(T = \text{input length}\),
\(N = \text{batch size}\), and
\(C = \text{number of classes (including blank)}\).


	Targets: Tensor of size \((N, S)\) or
\((\operatorname{sum}(\text{target_lengths}))\),
where \(N = \text{batch size}\) and
\(S = \text{max target length, if shape is } (N, S)\).
It represent the target sequences. Each element in the target
sequence is a class index. And the target index cannot be blank (default=0).
In the \((N, S)\) form, targets are padded to the
length of the longest sequence, and stacked.
In the \((\operatorname{sum}(\text{target_lengths}))\) form,
the targets are assumed to be un-padded and
concatenated within 1 dimension.


	Input_lengths: Tuple or tensor of size \((N)\),
where \(N = \text{batch size}\). It represent the lengths of the
inputs (must each be \(\leq T\)). And the lengths are specified
for each sequence to achieve masking under the assumption that sequences
are padded to equal lengths.


	Target_lengths: Tuple or tensor of size \((N)\),
where \(N = \text{batch size}\). It represent lengths of the targets.
Lengths are specified for each sequence to achieve masking under the
assumption that sequences are padded to equal lengths. If target shape is
\((N,S)\), target_lengths are effectively the stop index
\(s_n\) for each target sequence, such that target_n = targets[n,0:s_n] for
each target in a batch. Lengths must each be \(\leq S\)
If the targets are given as a 1d tensor that is the concatenation of individual
targets, the target_lengths must add up to the total length of the tensor.






	Reference:
	A. Graves et al.: Connectionist Temporal Classification:
Labelling Unsegmented Sequence Data with Recurrent Neural Networks:
https://www.cs.toronto.edu/~graves/icml_2006.pdf





For example:

>>> import oneflow as flow

>>> log_probs = flow.tensor(
...    [
...        [[-1.1031, -0.7998, -1.5200], [-0.9808, -1.1363, -1.1908]],
...        [[-1.2258, -1.0665, -1.0153], [-1.1135, -1.2331, -0.9671]],
...        [[-1.3348, -0.6611, -1.5118], [-0.9823, -1.2355, -1.0941]],
...        [[-1.3850, -1.3273, -0.7247], [-0.8235, -1.4783, -1.0994]],
...        [[-0.9049, -0.8867, -1.6962], [-1.4938, -1.3630, -0.6547]],
...    ], dtype=flow.float32)
>>> targets = flow.tensor([[1, 2, 2], [1, 2, 2]], dtype=flow.int32)
>>> input_lengths = flow.tensor([5, 5], dtype=flow.int32)
>>> target_lengths = flow.tensor([3, 3], dtype=flow.int32)
>>> loss_mean = flow.nn.CTCLoss()
>>> out = loss_mean(log_probs, targets, input_lengths, target_lengths)
>>> out
tensor(1.1376, dtype=oneflow.float32)
>>> loss_sum = flow.nn.CTCLoss(blank=0, reduction="sum")
>>> out = loss_sum(log_probs, targets, input_lengths, target_lengths)
>>> out
tensor(6.8257, dtype=oneflow.float32)










	
class oneflow.nn.CoinFlip(batch_size=1, random_seed=None, probability=0.5, device=None, placement=None, sbp=None)

	The documentation is referenced from:
https://docs.nvidia.com/deeplearning/dali/user-guide/docs/supported_ops_legacy.html#nvidia.dali.ops.CoinFlip.

Generates random boolean values following a bernoulli distribution.

The probability of generating a value 1 (true) is determined by the probability argument.

The shape of the generated data can be either specified explicitly with a shape argument,
or chosen to match the shape of the input, if provided. If none are present, a single value per
sample is generated.


	Parameters

	
	batch_size (int, optional) – Maximum batch size of the pipeline. Negative values for this parameter
are invalid - the default value may only be used with serialized pipeline (the value stored in
serialized pipeline is used instead). In most cases, the actual batch size of the pipeline will be
equal to the maximum one. Default: 1


	random_seed (int, optional) – Random seed. Default: None


	probability (float, optional) – Probability of value 1. Default: 0.5


	device (oneflow.device, optional) – Desired device of returned tensor. Default: if None, uses the
current device for the default tensor type.


	placement (oneflow.placement, optional) – Desired placement of returned global tensor.
Default: if None, the returned tensor is local one using the argument device.


	sbp (oneflow.sbp.sbp or tuple of oneflow.sbp.sbp, optional) – Desired sbp descriptor of returned
global tensor. Default: if None, the returned tensor is local one using the argument device.













	
class oneflow.nn.CombinedMarginLoss(m1: float = 1.0, m2: float = 0.0, m3: float = 0.0)

	The operation implements “margin_softmax” in InsightFace:
https://github.com/deepinsight/insightface/blob/master/recognition/arcface_mxnet/train.py
The implementation of margin_softmax in InsightFace is composed of multiple operators.
We fuse them for speed up.

Applies the function:


\[\begin{split}{\rm CombinedMarginLoss}(x_i, label) =
\left\{\begin{matrix} \cos(m_1\cdot\arccos x_i+m_2) - m_3 & {\rm if} \ i == label \\
x_i & {\rm otherwise} \end{matrix}\right.\end{split}\]


	Parameters

	
	x (oneflow.Tensor) – A Tensor


	label (oneflow.Tensor) – label with integer data type


	m1 (float) – loss m1 parameter


	m2 (float) – loss m2 parameter


	m3 (float) – loss m3 parameter









Note

Here are some special cases:


	when \(m_1=1, m_2\neq 0, m_3=0\), CombineMarginLoss has the same parameter as ArcFace [https://arxiv.org/abs/1801.07698] .


	when \(m_1=1, m_2=0, m_3\neq 0\), CombineMarginLoss has the same parameter as CosFace (a.k.a AM-Softmax) [https://arxiv.org/abs/1801.09414] .


	when \(m_1\gt 1, m_2=m_3=0\), CombineMarginLoss has the same parameter as A-Softmax [https://arxiv.org/abs/1704.08063].







	Returns

	A Tensor



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow
>>> np_x = np.array([[-0.7027179, 0.0230609], [-0.02721931, -0.16056311], [-0.4565852, -0.64471215]])
>>> np_label = np.array([0, 1, 1])
>>> x = flow.tensor(np_x, dtype=flow.float32)
>>> label = flow.tensor(np_label, dtype=flow.int32)
>>> loss_func = flow.nn.CombinedMarginLoss(0.3, 0.5, 0.4)
>>> out = loss_func(x, label)
>>> out
tensor([[-0.0423,  0.0231],
        [-0.0272,  0.1237],
        [-0.4566, -0.0204]], dtype=oneflow.float32)










	
class oneflow.nn.ConstantPad1d(padding: Union[int, tuple, list], value: Union[int, float] = 0)

	Pads the input tensor boundaries with a constant value.
The interface is consistent with PyTorch, and referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.ConstantPad1d.html.

For N-dimensional padding, use torch.nn.functional.pad().


	Parameters

	
	padding (int, list, tuple) – the size of the padding. If is int, uses the same
padding in both boundaries. If a 2-tuple, uses
(\(\text{padding_left}\), \(\text{padding_right}\))


	value (int, float) – The constant value used for padding. Defaults to 0.









	Shape:
	
	Input: \((N, C, W_{in})\)


	Output: \((N, C, W_{out})\) where

\(W_{out} = W_{in} + \text{padding\_left} + \text{padding\_right}\)









For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.arange(8).reshape(2,2,2).astype(np.float32))
>>> m = flow.nn.ConstantPad1d(padding=[1, 2], value=9.9999)
>>> output = m(input)
>>> output
tensor([[[9.9999, 0.0000, 1.0000, 9.9999, 9.9999],
         [9.9999, 2.0000, 3.0000, 9.9999, 9.9999]],

        [[9.9999, 4.0000, 5.0000, 9.9999, 9.9999],
         [9.9999, 6.0000, 7.0000, 9.9999, 9.9999]]], dtype=oneflow.float32)










	
class oneflow.nn.ConstantPad2d(padding: Union[int, tuple, list], value: Union[int, float] = 0)

	The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.ConstantPad2d.html.

This operator pads the input with constant value that user specifies.
User can set the amount of padding by setting the parameter paddings.


	Parameters

	
	padding (int, tuple, list) – the size of the padding.
If is int, uses the same padding in all boundaries.
If a 4-tuple, uses
(\(\mathrm{padding_{left}}\), \(\mathrm{padding_{right}}\), \(\mathrm{padding_{top}}\), \(\mathrm{padding_{bottom}}\))


	value (int, float) – The constant value used for padding. Defaults to 0.









	Shape:
	
	Input: \((N, C, H_{in}, W_{in})\)


	Output: \((N, C, H_{out}, W_{out})\) where

\(H_{out} = H_{in} + \mathrm{padding_{top}} + \mathrm{padding_{bottom}}\)
\(W_{out} = W_{in} + \mathrm{padding_{left}} + \mathrm{padding_{right}}\)









For example:

>>> import oneflow as flow
>>> import numpy as np

>>> m = flow.nn.ConstantPad2d((2, 2, 1, 1), 1)
>>> input = flow.tensor(np.arange(18).reshape((1, 2, 3, 3)).astype(np.float32))
>>> output = m(input)
>>> output.shape
oneflow.Size([1, 2, 5, 7])
>>> output
tensor([[[[ 1.,  1.,  1.,  1.,  1.,  1.,  1.],
          [ 1.,  1.,  0.,  1.,  2.,  1.,  1.],
          [ 1.,  1.,  3.,  4.,  5.,  1.,  1.],
          [ 1.,  1.,  6.,  7.,  8.,  1.,  1.],
          [ 1.,  1.,  1.,  1.,  1.,  1.,  1.]],

         [[ 1.,  1.,  1.,  1.,  1.,  1.,  1.],
          [ 1.,  1.,  9., 10., 11.,  1.,  1.],
          [ 1.,  1., 12., 13., 14.,  1.,  1.],
          [ 1.,  1., 15., 16., 17.,  1.,  1.],
          [ 1.,  1.,  1.,  1.,  1.,  1.,  1.]]]], dtype=oneflow.float32)










	
class oneflow.nn.ConstantPad3d(padding: Union[int, tuple, list], value: Union[int, float] = 0)

	Pads the input tensor boundaries with a constant value.
The interface is consistent with PyTorch, and referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.ConstantPad3d.html.

For N-dimensional padding, use flow.nn.functional.pad().


	Parameters

	
	padding (int, list, tuple) – the size of the padding. If is int, uses the same
padding in all boundaries. If a 6-tuple, uses
(\(\text{padding_left}\), \(\text{padding_right}\),
\(\text{padding_top}\), \(\text{padding_bottom}\),
\(\text{padding_front}\), \(\text{padding_back}\))


	value (int, float) – The constant value used for padding. Defaults to 0.









	Shape:
	
	Input: \((N, C, D_{in}, H_{in}, W_{in})\)


	Output: \((N, C, D_{out}, H_{out}, W_{out})\) where

\(D_{out} = D_{in} + \text{padding_front} + \text{padding_back}\)

\(H_{out} = H_{in} + \text{padding_top} + \text{padding_bottom}\)

\(W_{out} = W_{in} + \text{padding_left} + \text{padding_right}\)









Examples:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.arange(8).reshape(1,1,2,2,2).astype(np.int32))
>>> m = flow.nn.ConstantPad3d(padding=1, value=9)
>>> output = m(input)
>>> output
tensor([[[[[9, 9, 9, 9],
           [9, 9, 9, 9],
           [9, 9, 9, 9],
           [9, 9, 9, 9]],

          [[9, 9, 9, 9],
           [9, 0, 1, 9],
           [9, 2, 3, 9],
           [9, 9, 9, 9]],

          [[9, 9, 9, 9],
           [9, 4, 5, 9],
           [9, 6, 7, 9],
           [9, 9, 9, 9]],

          [[9, 9, 9, 9],
           [9, 9, 9, 9],
           [9, 9, 9, 9],
           [9, 9, 9, 9]]]]], dtype=oneflow.int32)










	
class oneflow.nn.Conv1d(in_channels: int, out_channels: int, kernel_size: Union[int, Tuple[int]], stride: Union[int, Tuple[int]] = 1, padding: Union[str, int, Tuple[int]] = 0, dilation: Union[int, Tuple[int]] = 1, groups: int = 1, bias: bool = True, padding_mode: str = 'zeros')

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.Conv1d.html.

Applies a 1D convolution over an input signal composed of several input
planes.

In the simplest case, the output value of the layer with input size
\((N, C_{\text{in}}, L)\) and output \((N, C_{\text{out}}, L_{\text{out}})\) can be
precisely described as:


\[\text{out}(N_i, C_{\text{out}_j}) = \text{bias}(C_{\text{out}_j}) +
\sum_{k = 0}^{C_{in} - 1} \text{weight}(C_{\text{out}_j}, k)
\star \text{input}(N_i, k)\]

where \(\star\) is the valid cross-correlation [https://en.wikipedia.org/wiki/Cross-correlation] operator,
\(N\) is a batch size, \(C\) denotes a number of channels,
\(L\) is a length of signal sequence.


	stride controls the stride for the cross-correlation, a single
number or a one-element tuple.


	padding controls the amount of padding applied to the input. It
can be either a string {{‘valid’, ‘same’}} or a tuple of ints giving the
amount of implicit padding applied on both sides.


	dilation controls the spacing between the kernel points; also
known as the à trous algorithm. It is harder to describe, but this link [https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md]
has a nice visualization of what dilation does.





Note

padding='valid' is the same as no padding. padding='same' pads
the input so the output has the shape as the input. However, this mode
doesn’t support any stride values other than 1.




	Parameters

	
	in_channels (int) – Number of channels in the input image


	out_channels (int) – Number of channels produced by the convolution


	kernel_size (int or tuple) – Size of the convolving kernel


	stride (int or tuple, optional) – Stride of the convolution. Default: 1


	padding (int, tuple or str, optional) – Padding added to both sides of
the input. Default: 0


	padding_mode (string, optional) – 'zeros'. Default: 'zeros'


	dilation (int or tuple, optional) – Spacing between kernel
elements. Default: 1


	groups (int, optional) – Number of blocked connections from input
channels to output channels. Default: 1


	bias (bool, optional) – If True, adds a learnable bias to the
output. Default: True









	Shape:
	
	Input: \((N, C_{in}, L_{in})\)


	Output: \((N, C_{out}, L_{out})\) where


\[L_{out} = \left\lfloor\frac{L_{in} + 2 \times \text{padding} - \text{dilation}
          \times (\text{kernel\_size} - 1) - 1}{\text{stride}} + 1\right\rfloor\]










	
weight

	the learnable weights of the module of shape
\((\text{out\_channels},
\frac{\text{in\_channels}}{\text{groups}}, \text{kernel\_size})\).
The values of these weights are sampled from
\(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{in} * \text{kernel\_size}}\)


	Type

	Tensor










	
bias

	the learnable bias of the module of shape
(out_channels). If bias is True, then the values of these weights are
sampled from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{in} * \text{kernel\_size}}\)


	Type

	Tensor









For example:

>>> import numpy as np
>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> arr = np.random.randn(20, 16, 50)
>>> input = flow.Tensor(arr)
>>> m = nn.Conv1d(16, 33, 3, stride=2)
>>> output = m(input)










	
class oneflow.nn.Conv2d(in_channels: int, out_channels: int, kernel_size: Union[int, Tuple[int, int]], stride: Union[int, Tuple[int, int]] = 1, padding: Union[str, int, Tuple[int, int]] = 0, dilation: Union[int, Tuple[int, int]] = 1, groups: int = 1, bias: bool = True, padding_mode: str = 'zeros')

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.Conv2d.html.

Applies a 2D convolution over an input signal composed of several input
planes.

In the simplest case, the output value of the layer with input size
\((N, C_{\text{in}}, H, W)\) and output \((N, C_{\text{out}}, H_{\text{out}}, W_{\text{out}})\)
can be precisely described as:


\[\text{out}(N_i, C_{\text{out}_j}) = \text{bias}(C_{\text{out}_j}) +
\sum_{k = 0}^{C_{\text{in}} - 1} \text{weight}(C_{\text{out}_j}, k) \star \text{input}(N_i, k)\]

where \(\star\) is the valid 2D cross-correlation [https://en.wikipedia.org/wiki/Cross-correlation] operator,
\(N\) is a batch size, \(C\) denotes a number of channels,
\(H\) is a height of input planes in pixels, and \(W\) is
width in pixels.


	stride controls the stride for the cross-correlation, a single
number or a tuple.


	padding controls the amount of implicit padding on both
sides for padding number of points for each dimension.


	dilation controls the spacing between the kernel points; also
known as the à trous algorithm. It is harder to describe, but this link [https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md]
has a nice visualization of what dilation does.


	groups controls the connections between inputs and outputs.
in_channels and out_channels must both be divisible by
groups. For example,



	At groups=1, all inputs are convolved to all outputs.


	At groups=2, the operation becomes equivalent to having two conv
layers side by side, each seeing half the input channels
and producing half the output channels, and both subsequently
concatenated.


	At groups= in_channels, each input channel is convolved with
its own set of filters (of size
\(\frac{\text{out_channels}}{\text{in_channels}}\)).,











The parameters kernel_size, stride, padding, dilation can either be:



	a single int – in which case the same value is used for the height and width dimension


	a tuple of two ints – in which case, the first int is used for the height dimension,
and the second int for the width dimension








Note

When groups == in_channels and out_channels == K * in_channels,
where K is a positive integer, this operation is also known as a “depthwise convolution”.

In other words, for an input of size \((N, C_{in}, L_{in})\),
a depthwise convolution with a depthwise multiplier K can be performed with the arguments
\((C_\text{in}=C_\text{in}, C_\text{out}=C_\text{in} \times \text{K}, ..., \text{groups}=C_\text{in})\).




	Parameters

	
	in_channels (int) – Number of channels in the input image


	out_channels (int) – Number of channels produced by the convolution


	kernel_size (int or tuple) – Size of the convolving kernel


	stride (int or tuple, optional) – Stride of the convolution. Default: 1


	padding (int or tuple, optional) – Zero-padding added to both sides of
the input. Default: 0


	padding_mode (string, optional) – 'zeros'. Default: 'zeros'


	dilation (int or tuple, optional) – Spacing between kernel elements. Default: 1


	groups (int, optional) – Number of blocked connections from input
channels to output channels. Default: 1


	bias (bool, optional) – If True, adds a learnable bias to the
output. Default: True









	Shape:
	
	Input: \((N, C_{in}, H_{in}, W_{in})\)


	Output: \((N, C_{out}, H_{out}, W_{out})\) where


\[H_{out} = \left\lfloor\frac{H_{in}  + 2 \times \text{padding}[0] - \text{dilation}[0]
          \times (\text{kernel_size}[0] - 1) - 1}{\text{stride}[0]} + 1\right\rfloor\]


\[W_{out} = \left\lfloor\frac{W_{in}  + 2 \times \text{padding}[1] - \text{dilation}[1]
          \times (\text{kernel_size}[1] - 1) - 1}{\text{stride}[1]} + 1\right\rfloor\]







	Attr:
	
	
	weight (Tensor): the learnable weights of the module of shape
	\((\text{out_channels}, \frac{\text{in_channels}}{\text{groups}},\)
\(\text{kernel_size[0]}, \text{kernel_size[1]})\).
The values of these weights are sampled from
\(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{in} * \prod_{i=0}^{1}\text{kernel_size}[i]}\)







	
	bias (Tensor):   the learnable bias of the module of shape
	(out_channels). If bias is True,
then the values of these weights are
sampled from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{in} * \prod_{i=0}^{1}\text{kernel_size}[i]}\)













For example:

>>> import numpy as np
>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> arr = np.random.randn(20, 16, 50, 100)
>>> input = flow.Tensor(arr)
>>> m = nn.Conv2d(16, 33, (3, 5), stride=(2, 1), padding=(4, 2), dilation=(3, 1))
>>> output = m(input)










	
class oneflow.nn.Conv3d(in_channels: int, out_channels: int, kernel_size: Union[int, Tuple[int, int, int]], stride: Union[int, Tuple[int, int, int]] = 1, padding: Union[str, int, Tuple[int, int, int]] = 0, dilation: Union[int, Tuple[int, int, int]] = 1, groups: int = 1, bias: bool = True, padding_mode: str = 'zeros')

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.Conv3d.html.

Applies a 3D convolution over an input signal composed of several input
planes.

In the simplest case, the output value of the layer with input size \((N, C_{in}, D, H, W)\)
and output \((N, C_{out}, D_{out}, H_{out}, W_{out})\) can be precisely described as:


\[out(N_i, C_{out_j}) = bias(C_{out_j}) +
                        \sum_{k = 0}^{C_{in} - 1} weight(C_{out_j}, k) \star input(N_i, k)\]

where \(\star\) is the valid 3D cross-correlation [https://en.wikipedia.org/wiki/Cross-correlation] operator


	stride controls the stride for the cross-correlation.


	padding controls the amount of padding applied to the input. It
can be either a string {{‘valid’, ‘same’}} or a tuple of ints giving the
amount of implicit padding applied on both sides.


	dilation controls the spacing between the kernel points; also known as the à trous algorithm.
It is harder to describe, but this link [https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md] has a nice visualization of what dilation does.




The parameters kernel_size, stride, padding, dilation can either be:



	a single int – in which case the same value is used for the depth, height and width dimension


	a tuple of three ints – in which case, the first int is used for the depth dimension,
the second int for the height dimension and the third int for the width dimension








Note

padding='valid' is the same as no padding. padding='same' pads
the input so the output has the shape as the input. However, this mode
doesn’t support any stride values other than 1.




	Parameters

	
	in_channels (int) – Number of channels in the input image


	out_channels (int) – Number of channels produced by the convolution


	kernel_size (int or tuple) – Size of the convolving kernel


	stride (int or tuple, optional) – Stride of the convolution. Default: 1


	padding (int, tuple or str, optional) – Padding added to all six sides of
the input. Default: 0


	padding_mode (string, optional) – 'zeros'. Default: 'zeros'


	dilation (int or tuple, optional) – Spacing between kernel elements. Default: 1


	groups (int, optional) – Number of blocked connections from input channels to output channels. Default: 1


	bias (bool, optional) – If True, adds a learnable bias to the output. Default: True









	Shape:
	
	Input: \((N, C_{in}, D_{in}, H_{in}, W_{in})\)


	Output: \((N, C_{out}, D_{out}, H_{out}, W_{out})\) where


\[D_{out} = \left\lfloor\frac{D_{in} + 2 \times \text{padding}[0] - \text{dilation}[0]
      \times (\text{kernel\_size}[0] - 1) - 1}{\text{stride}[0]} + 1\right\rfloor\]


\[H_{out} = \left\lfloor\frac{H_{in} + 2 \times \text{padding}[1] - \text{dilation}[1]
      \times (\text{kernel\_size}[1] - 1) - 1}{\text{stride}[1]} + 1\right\rfloor\]


\[W_{out} = \left\lfloor\frac{W_{in} + 2 \times \text{padding}[2] - \text{dilation}[2]
      \times (\text{kernel\_size}[2] - 1) - 1}{\text{stride}[2]} + 1\right\rfloor\]










	
weight

	the learnable weights of the module of shape
\((\text{out\_channels}, \frac{\text{in\_channels}}{\text{groups}},\)
\(\text{kernel\_size[0]}, \text{kernel\_size[1]}, \text{kernel\_size[2]})\).
The values of these weights are sampled from
\(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{in} * \prod_{i=0}^{2}\text{kernel\_size}[i]}\)


	Type

	Tensor










	
bias

	the learnable bias of the module of shape (out_channels). If bias is True,
then the values of these weights are
sampled from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{in} * \prod_{i=0}^{2}\text{kernel\_size}[i]}\)


	Type

	Tensor









For example:

>>> import numpy as np
>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> arr = np.random.randn(1, 2, 5, 5, 5)
>>> input = flow.Tensor(arr)
>>> m = nn.Conv3d(2, 4, kernel_size=3, stride=1)
>>> output = m(input)










	
class oneflow.nn.ConvTranspose1d(in_channels: int, out_channels: int, kernel_size: Union[int, Tuple[int]], stride: Union[int, Tuple[int]] = 1, padding: Union[int, Tuple[int]] = 0, output_padding: Union[int, Tuple[int]] = 0, groups: int = 1, bias: bool = True, dilation: Union[int, Tuple[int]] = 1, padding_mode: str = 'zeros')

	Applies a 1D transposed convolution operator over an input image
composed of several input planes.

This module can be seen as the gradient of Conv1d with respect to its input.
It is also known as a fractionally-strided convolution or
a deconvolution (although it is not an actual deconvolution operation).

This module supports TensorFloat32.


	stride controls the stride for the cross-correlation.


	padding controls the amount of implicit zero padding on both
sides for dilation * (kernel_size - 1) - padding number of points. See note
below for details.


	output_padding controls the additional size added to one side
of the output shape. See note below for details.


	dilation controls the spacing between the kernel points; also known as the à trous algorithm.
It is harder to describe, but this link [https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md] has a nice visualization of what dilation does.





Note

The padding argument effectively adds dilation * (kernel_size - 1) - padding
amount of zero padding to both sizes of the input. This is set so that
when a Conv1d and a ConvTranspose1d
are initialized with same parameters, they are inverses of each other in
regard to the input and output shapes. However, when stride > 1,
Conv1d maps multiple input shapes to the same output
shape. output_padding is provided to resolve this ambiguity by
effectively increasing the calculated output shape on one side. Note
that output_padding is only used to find output shape, but does
not actually add zero-padding to output.




Note

In some circumstances when using the CUDA backend with CuDNN, this operator
may select a nondeterministic algorithm to increase performance. If this is
undesirable, you can try to make the operation deterministic (potentially at
a performance cost) by setting torch.backends.cudnn.deterministic =
True.
Please see the notes on randomness for background.




	Parameters

	
	in_channels (int) – Number of channels in the input image


	out_channels (int) – Number of channels produced by the convolution


	kernel_size (int or tuple) – Size of the convolving kernel


	stride (int or tuple, optional) – Stride of the convolution. Default: 1


	padding (int or tuple, optional) – dilation * (kernel_size - 1) - padding zero-padding
will be added to both sides of the input. Default: 0


	output_padding (int or tuple, optional) – Additional size added to one side
of the output shape. Default: 0


	groups (int, optional) – Number of blocked connections from input channels to output channels. Default: 1


	bias (bool, optional) – If True, adds a learnable bias to the output. Default: True


	dilation (int or tuple, optional) – Spacing between kernel elements. Default: 1









	Shape:
	
	Input: \((N, C_{in}, L_{in})\)


	Output: \((N, C_{out}, L_{out})\) where


\[L_{out} = (L_{in} - 1) \times \text{stride} - 2 \times \text{padding} + \text{dilation}
          \times (\text{kernel_size} - 1) + \text{output_padding} + 1\]










	
weight

	the learnable weights of the module of shape
\((\\text{in\_channels}, \frac{\\text{out\\_channels}}{\text{groups}},\)
\(\\text{kernel\\_size})\).
The values of these weights are sampled from
\(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{out} * \\text{kernel\\_size}}\)


	Type

	Tensor










	
bias

	the learnable bias of the module of shape (out_channels).
If bias is True, then the values of these weights are
sampled from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{out} * \\text{kernel\\_size}}\)


	Type

	Tensor














	
class oneflow.nn.ConvTranspose2d(in_channels: int, out_channels: int, kernel_size: Union[int, Tuple[int, int]], stride: Union[int, Tuple[int, int]] = 1, padding: Union[int, Tuple[int, int]] = 0, output_padding: Union[int, Tuple[int, int]] = 0, groups: int = 1, bias: bool = True, dilation: int = 1, padding_mode: str = 'zeros')

	Applies a 2D transposed convolution operator over an input image composed of several input planes.

This module can be seen as the gradient of Conv2d with respect to its input.
It is also known as a fractionally-strided convolution or
a deconvolution (although it is not an actual deconvolution operation).


	Parameters

	
	in_channels (int) – Number of channels in the input image


	out_channels (int) – Number of channels produced by the convolution


	kernel_size (int or tuple) – Size of the convolving kernel


	stride (int or tuple, optional) – Stride of the convolution. Default: 1


	padding (int or tuple, optional) – dilation * (kernel_size - 1) - padding zero-padding
will be added to both sides of each dimension in the input. Default: 0


	output_padding (int or tuple, optional) – Additional size added to one side
of each dimension in the output shape. Default: 0


	groups (int, optional) – Number of blocked connections from input channels to output channels. Default: 1


	bias (bool, optional) – If True, adds a learnable bias to the output. Default: True


	dilation (int or tuple, optional) – Spacing between kernel elements. Default: 1









	Shape:
	
	Input: \((N, C_{in}, H_{in}, W_{in})\)


	Output: \((N, C_{out}, H_{out}, W_{out})\) where





\[ \begin{align}\begin{aligned}H_{out} = (H_{in} - 1) \times \text{stride}[0] - 2 \times \text{padding}[0] + \text{dilation}[0]\\          \times (\text{kernel_size}[0] - 1) + \text{output_padding}[0] + 1\end{aligned}\end{align} \]


\[ \begin{align}\begin{aligned}W_{out} = (W_{in} - 1) \times \text{stride}[1] - 2 \times \text{padding}[1] + \text{dilation}[1]\\          \times (\text{kernel_size}[1] - 1) + \text{output_padding}[1] + 1\end{aligned}\end{align} \]






	
weight

	the learnable weights of the module of shape
\((\text{in_channels}, \frac{\text{out_channels}}{\text{groups}},\)
\(\text{kernel_size[0]}, \text{kernel_size[1]})\).
The values of these weights are sampled from
\(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{out} * \prod_{i=0}^{1}\text{kernel_size}[i]}\)


	Type

	Tensor










	
bias

	the learnable bias of the module of shape (out_channels)
If bias is True, then the values of these weights are
sampled from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{out} * \prod_{i=0}^{1}\text{kernel_size}[i]}\)


	Type

	Tensor









Examples:

>>> import numpy as np
>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> m = nn.ConvTranspose2d(16, 33, 3, stride=2)
>>> # non-square kernels and unequal stride and with padding
>>> m = nn.ConvTranspose2d(16, 33, (3, 5), stride=(2, 1), padding=(4, 2))
>>> m = m.to("cuda")
>>> input = flow.Tensor(np.random.randn(20, 16, 50, 100), device=flow.device("cuda"))
>>> output = m(input)
>>> output.size()
oneflow.Size([20, 33, 93, 100])










	
class oneflow.nn.ConvTranspose3d(in_channels: int, out_channels: int, kernel_size: Union[int, Tuple[int, int, int]], stride: Union[int, Tuple[int, int, int]] = 1, padding: Union[int, Tuple[int, int, int]] = 0, output_padding: Union[int, Tuple[int, int, int]] = 0, groups: int = 1, bias: bool = True, dilation: Union[int, Tuple[int, int, int]] = 1, padding_mode: str = 'zeros')

	Applies a 3D transposed convolution operator over an input image composed of several input
planes.
The transposed convolution operator multiplies each input value element-wise by a learnable kernel,
and sums over the outputs from all input feature planes.

This module can be seen as the gradient of Conv3d with respect to its input.
It is also known as a fractionally-strided convolution or
a deconvolution (although it is not an actual deconvolution operation).

This module supports TensorFloat32.


	stride controls the stride for the cross-correlation.


	padding controls the amount of implicit zero padding on both
sides for dilation * (kernel_size - 1) - padding number of points. See note
below for details.


	output_padding controls the additional size added to one side
of the output shape. See note below for details.


	dilation controls the spacing between the kernel points; also known as the à trous algorithm.
It is harder to describe, but this link [https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md] has a nice visualization of what dilation does.




The parameters kernel_size, stride, padding, output_padding
can either be:



	a single int – in which case the same value is used for the depth, height and width dimensions


	a tuple of three ints – in which case, the first int is used for the depth dimension,
the second int for the height dimension and the third int for the width dimension








Note

The padding argument effectively adds dilation * (kernel_size - 1) - padding
amount of zero padding to both sizes of the input. This is set so that
when a Conv3d and a ConvTranspose3d
are initialized with same parameters, they are inverses of each other in
regard to the input and output shapes. However, when stride > 1,
Conv3d maps multiple input shapes to the same output
shape. output_padding is provided to resolve this ambiguity by
effectively increasing the calculated output shape on one side. Note
that output_padding is only used to find output shape, but does
not actually add zero-padding to output.




	Parameters

	
	in_channels (int) – Number of channels in the input image


	out_channels (int) – Number of channels produced by the convolution


	kernel_size (int or tuple) – Size of the convolving kernel


	stride (int or tuple, optional) – Stride of the convolution. Default: 1


	padding (int or tuple, optional) – dilation * (kernel_size - 1) - padding zero-padding
will be added to both sides of each dimension in the input. Default: 0


	output_padding (int or tuple, optional) – Additional size added to one side
of each dimension in the output shape. Default: 0


	groups (int, optional) – Number of blocked connections from input channels to output channels. Default: 1


	bias (bool, optional) – If True, adds a learnable bias to the output. Default: True


	dilation (int or tuple, optional) – Spacing between kernel elements. Default: 1









	Shape:
	
	Input: \((N, C_{in}, D_{in}, H_{in}, W_{in})\)


	Output: \((N, C_{out}, D_{out}, H_{out}, W_{out})\) where





\[D_{out} = (D_{in} - 1) \times \text{stride}[0] - 2 \times \text{padding}[0] + \text{dilation}[0]
          \times (\text{kernel_size}[0] - 1) + \text{output_padding}[0] + 1\]


\[H_{out} = (H_{in} - 1) \times \text{stride}[1] - 2 \times \text{padding}[1] + \text{dilation}[1]
          \times (\text{kernel_size}[1] - 1) + \text{output_padding}[1] + 1\]


\[W_{out} = (W_{in} - 1) \times \text{stride}[2] - 2 \times \text{padding}[2] + \text{dilation}[2]
          \times (\text{kernel_size}[2] - 1) + \text{output_padding}[2] + 1\]






	
weight

	the learnable weights of the module of shape
\((\text{in_channels}, \frac{\text{out_channels}}{\text{groups}},\)
\(\text{kernel_size[0]}, \text{kernel_size[1]}, \text{kernel_size[2]})\).
The values of these weights are sampled from
\(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{out} * \prod_{i=0}^{2}\text{kernel_size}[i]}\)


	Type

	Tensor










	
bias

	the learnable bias of the module of shape (out_channels)
If bias is True, then the values of these weights are
sampled from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where
\(k = \frac{groups}{C_\text{out} * \prod_{i=0}^{2}\text{kernel_size}[i]}\)


	Type

	Tensor









Examples:

>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> # With square kernels and equal stride
>>> m = nn.ConvTranspose3d(16, 33, 3, stride=2)
>>> # non-square kernels and unequal stride and with padding
>>> m = nn.ConvTranspose3d(16, 33, (3, 5, 2), stride=(2, 1, 1), padding=(0, 4, 2))
>>> input = flow.randn(20, 16, 10, 50, 100)
>>> output = m(input)










	
class oneflow.nn.CosineSimilarity(dim: Optional[int] = 1, eps: Optional[float] = 1e-08)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/stable/generated/torch.nn.CosineSimilarity.html#torch.nn.CosineSimilarity

Returns cosine similarity between \(x_1\) and \(x_2\), computed along dim.


\[\text{similarity} = \dfrac{x_1 \cdot x_2}{\max(\Vert x_1 \Vert _2 \cdot \Vert x_2 \Vert _2, \epsilon)}.\]


	Parameters

	
	dim (int, optional) – Dimension where cosine similarity is computed. Default: 1


	eps (float, optional) – Small value to avoid division by zero.
Default: 1e-8









	Shape:
	
	Input1: \((\ast_1, D, \ast_2)\) where D is at position dim.


	
	Input2: \((\ast_1, D, \ast_2)\), same number of dimensions as x1, matching x1 size at dimension dim,
	and broadcastable with x1 at other dimensions.







	Output: \((\ast_1, \ast_2)\)








For example:

>>> import oneflow as flow
>>> from oneflow import nn
>>> input1 = flow.randn(100, 128)
>>> input2 = flow.randn(100, 128)
>>> cos = nn.CosineSimilarity(dim=1, eps=1e-6)
>>> output = cos(input1, input2)










	
class oneflow.nn.CropMirrorNormalize(color_space='BGR', output_layout='NCHW', crop_h=0, crop_w=0, crop_pos_y=0.5, crop_pos_x=0.5, mean=[0.0], std=[1.0], output_dtype=oneflow.float)

	The documentation is referenced from:
https://docs.nvidia.com/deeplearning/dali/user-guide/docs/supported_ops_legacy.html#nvidia.dali.ops.CropMirrorNormalize.

Performs fused cropping, normalization, format conversion
(NHWC to NCHW) if desired, and type casting.

Normalization takes the input images and produces the output by using the following formula:


\[output = (input - mean) / std\]


Note

If no cropping arguments are specified, only mirroring and normalization will occur.



This operator allows sequence inputs and supports volumetric data.


	Parameters

	
	color_space (str, optional) – The color space of the input image. Default: “BGR”


	output_layout (str, optional) – Tensor data layout for the output. Default: “NCHW”


	crop_h (int, optional) – Cropping the window height (in pixels). Default: 0


	crop_w (int, optional) – Cropping window width (in pixels). Default: 0


	crop_pos_y (float, optional) – Normalized (0.0 - 1.0) vertical position of the start of the cropping
window (typically, the upper left corner). Default: 0.5


	crop_pos_x (float, optional) – Normalized (0.0 - 1.0) horizontal position of the cropping window
(upper left corner). Default: 0.5


	mean (float or list of float, optional) – Mean pixel values for image normalization. Default: [0.0],


	std (float or list of float, optional) – Standard deviation values for image normalization.
Default: [1.0]


	output_dtype (oneflow.dtype, optional) – Output data type. Default: oneflow.float













	
class oneflow.nn.CrossEntropyLoss(weight: Optional[oneflow.Tensor] = None, ignore_index: int = - 100, reduction: str = 'mean')

	This criterion combines LogSoftmax and NLLLoss in one single class.

It is useful when training a classification problem with C classes.

The input is expected to contain raw, unnormalized scores for each class.

input has to be a Tensor of size either \((minibatch, C)\) or
\((minibatch, C, d_1, d_2, ..., d_K)\)
with \(K \geq 1\) for the K-dimensional case (described later).

This criterion expects a class index in the range \([0, C-1]\) as the
target for each value of a 1D tensor of size minibatch;

The loss can be described as:


\[\text{loss}(x, class) = -\log\left(\frac{\exp(x[class])}{\sum_j \exp(x[j])}\right)
               = -x[class] + \log\left(\sum_j \exp(x[j])\right)\]

Can also be used for higher dimension inputs, such as 2D images, by providing
an input of size \((minibatch, C, d_1, d_2, ..., d_K)\) with \(K \geq 1\),
where \(K\) is the number of dimensions, and a target of appropriate shape
(see below).


	Parameters

	reduction (string, optional) – Specifies the reduction to apply to the output:
'none' | 'mean' | 'sum'. 'none': no reduction will
be applied, 'mean': the weighted mean of the output is taken,
'sum': the output will be summed. Default: 'mean'





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(
...    [[-0.1664078, -1.7256707, -0.14690138],
...        [-0.21474946, 0.53737473, 0.99684894],
...        [-1.135804, -0.50371903, 0.7645404]], dtype=flow.float32)
>>> target = flow.tensor(np.array([0, 1, 2]), dtype=flow.int32)
>>> out = flow.nn.CrossEntropyLoss(reduction="none")(input, target)
>>> out
tensor([0.8020, 1.1167, 0.3583], dtype=oneflow.float32)
>>> out_sum = flow.nn.CrossEntropyLoss(reduction="sum")(input, target)
>>> out_sum
tensor(2.2769, dtype=oneflow.float32)
>>> out_mean = flow.nn.CrossEntropyLoss(reduction="mean")(input, target)
>>> out_mean
tensor(0.7590, dtype=oneflow.float32)










	
class oneflow.nn.Dropout(p: float = 0.5, inplace: bool = False, generator=None)

	During training, randomly zeroes some of the elements of the input
tensor with probability p using samples from a Bernoulli
distribution. Each channel will be zeroed out independently on every forward
call.

This has proven to be an effective technique for regularization and
preventing the co-adaptation of neurons as described in the paper
“Improving neural networks by preventing co-adaptation of feature
detectors”.

Furthermore, the outputs are scaled by a factor of \(\frac{1}{1-p}\) during
training. This means that during evaluation the module simply computes an
identity function.

Additionally, we can pass an extra Tensor addend which shape is consistent with input Tensor.
The addend Tensor will be add in result after dropout, it is very useful in model’s residual connection structure.


	Parameters

	
	p – probability of an element to be zeroed. Default: 0.5


	inplace – If set to True, will do this operation in-place. Default: False


	generator – A pseudorandom number generator for sampling









	Shape:
	
	Input: \((*)\). Input can be of any shape


	Output: \((*)\). Output is of the same shape as input








For example:

example 1:

>>> import numpy as np
>>> import oneflow as flow

>>> m = flow.nn.Dropout(p=0)
>>> arr = np.array(
...    [
...        [-0.7797, 0.2264, 0.2458, 0.4163],
...        [0.4299, 0.3626, -0.4892, 0.4141],
...        [-1.4115, 1.2183, -0.5503, 0.6520],
...    ]
... )
>>> x = flow.Tensor(arr)
>>> y = m(x)
>>> y 
tensor([[-0.7797,  0.2264,  0.2458,  0.4163],
        [ 0.4299,  0.3626, -0.4892,  0.4141],
        [-1.4115,  1.2183, -0.5503,  0.6520]], dtype=oneflow.float32)





example 2:

>>> import numpy as np
>>> import oneflow as flow

>>> m = flow.nn.Dropout(p=0)
>>> arr = np.array(
...    [
...        [-0.7797, 0.2264, 0.2458, 0.4163],
...        [0.4299, 0.3626, -0.4892, 0.4141],
...        [-1.4115, 1.2183, -0.5503, 0.6520],
...    ]
... )
>>> x = flow.Tensor(arr)
>>> addend = flow.ones((3, 4), dtype=flow.float32)
>>> y = m(x, addend=addend)
>>> y 
tensor([[ 0.2203,  1.2264,  1.2458,  1.4163],
        [ 1.4299,  1.3626,  0.5108,  1.4141],
        [-0.4115,  2.2183,  0.4497,  1.6520]], dtype=oneflow.float32)






	
inplace: bool

	




	
p: float

	








	
class oneflow.nn.ELU(alpha: float = 1.0, inplace: bool = False)

	Applies the element-wise function:


\[\begin{split}\text{ELU}(x) = \begin{cases}
                        x & \text{ if } x \gt 0  \\
        \alpha*(exp(x)-1) & \text{ if } x \le 0 \\
            \end{cases}\end{split}\]


	Parameters

	
	alpha – the \(\alpha\) value for the ELU formulation. Default: 1.0


	inplace – can optionally do the operation in-place. Default: False









	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-0.5, 0, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> elu = flow.nn.ELU()

>>> out = elu(input)
>>> out
tensor([-0.3935,  0.0000,  0.5000], dtype=oneflow.float32)










	
class oneflow.nn.Embedding(num_embeddings: int, embedding_dim: int, padding_idx: Optional[int] = None, max_norm: Optional[float] = None, norm_type: float = 2.0, scale_grad_by_freq: bool = False, sparse: bool = False, _weight: Optional[oneflow.Tensor] = None)

	A simple lookup table that stores embeddings of a fixed dictionary and size.

This module is often used to store word embeddings and retrieve them using indices.
The input to the module is a list of indices, and the output is the corresponding
word embeddings.


	Parameters

	
	num_embeddings (int) – size of the dictionary of embeddings


	embedding_dim (int) – the size of each embedding vector


	padding_idx (int, optional) – If specified, the entries at padding_idx do not contribute to the gradient;
therefore, the embedding vector at padding_idx is not updated during training,
i.e. it remains as a fixed “pad”. For a newly constructed Embedding,
the embedding vector at padding_idx will default to all zeros,
but can be updated to another value to be used as the padding vector.


	max_norm (float, optional) – If given, each embedding vector with norm larger than max_norm is renormalized to have
norm max_norm


	norm_type (float, optional) – The p of the p-norm to compute for the max_norm option. Default 2.


	scale_grad_by_freq (boolean, optional) – If given, this will scale gradients by the inverse of
frequency of the words in the mini-batch. Default False








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> indices = flow.tensor([[1, 2, 4, 5], [4, 3, 2, 9]], dtype=flow.int)
>>> m = flow.nn.Embedding(10, 3)
>>> y = m(indices)










	
class oneflow.nn.FakeQuantization(quantization_formula: str = 'google', quantization_bit: int = 8, quantization_scheme: str = 'symmetric')

	Simulate the quantize and dequantize operations in training time.

The output will be computed as:


if quantization_scheme == “symmetric”:


\[ \begin{align}\begin{aligned}& quant\_max = 2^{quantization\_to\_bit - 1} - 1\\& quant\_min = -quant\_max\\& clamp(round(x / scale), quant\_min, quant\_max) * scale\end{aligned}\end{align} \]

elif quantization_scheme == “affine”:


\[ \begin{align}\begin{aligned}& quant\_max = 2^{quantization\_to\_bit} - 1\\& quant\_min = 0\\& (clamp(round(x / scale + zero\_point), quant\_min, quant\_max) - zero\_point) * scale\end{aligned}\end{align} \]





	Parameters

	
	input (oneflow.Tensor) – the input value(s), in oneflow.float32.


	scale (oneflow.Tensor) – quantization scale.


	zero_point (oneflow.Tensor) – quantization zero_point.


	quantization_bit (int) – Quantize input to uintX / intX, X can be in range [2, 8]. Defaults to 8.


	quantization_scheme (str) – “symmetric” or “affine”, quantize to signed / unsigned integer. Defaults to “symmetric”.


	quantization_formula (str) – Support “google” or “cambricon”.






	Returns

	Input tensor after quantize and dequantize operations.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> weight = (np.random.random((2, 3, 4, 5)) - 0.5).astype(np.float32)

>>> input_tensor = flow.tensor(
...    weight, dtype=flow.float32
... )

>>> quantization_bit = 8
>>> quantization_scheme = "symmetric"
>>> quantization_formula = "google"
>>> per_layer_quantization = True

>>> min_max_observer = flow.nn.MinMaxObserver(quantization_formula=quantization_formula, quantization_bit=quantization_bit,
... quantization_scheme=quantization_scheme, per_layer_quantization=per_layer_quantization)
>>> fake_quantization = flow.nn.FakeQuantization(quantization_formula=quantization_formula, quantization_bit=quantization_bit,
... quantization_scheme=quantization_scheme)

>>> scale, zero_point = min_max_observer(
...    input_tensor,
... )

>>> output_tensor = fake_quantization(
...    input_tensor,
...    scale,
...    zero_point,
... )










	
class oneflow.nn.Flatten(start_dim: int = 1, end_dim: int = - 1)

	Flattens a contiguous range of dims into a tensor. For use with: nn.Sequential.


	Parameters

	
	start_dim – first dim to flatten (default = 1).


	end_dim – last dim to flatten (default = -1).








For example:

>>> import oneflow as flow
>>> input = flow.Tensor(32, 1, 5, 5)
>>> m = flow.nn.Flatten()
>>> output = m(input)
>>> output.shape
oneflow.Size([32, 25])










	
class oneflow.nn.Fold(output_size: Union[int, Tuple[int, int]], kernel_size: Union[int, Tuple[int, int]], dilation: Union[int, Tuple[int, int]] = 1, padding: Union[int, Tuple[int, int]] = 0, stride: Union[int, Tuple[int, int]] = 1)

	




	
class oneflow.nn.FusedBatchNorm1d(num_features, eps=1e-05, momentum=0.1, affine=True, track_running_stats=True)

	Applies Fused Batch Normalization over a 2D or 3D input, the formula is:


\[out = ReLU(BatchNorm(input) + addend)\]

The formula of Batch Normalization is:


\[y = \frac{x - \mathrm{E}[x]}{\sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The mean and standard-deviation are calculated per-dimension over
the mini-batches and \(\gamma\) and \(\beta\) are learnable parameter vectors
of size C (where C is the input size). By default, the elements of \(\gamma\) are set
to 1 and the elements of \(\beta\) are set to 0. The standard-deviation is calculated
via the biased estimator, equivalent to torch.var(input, unbiased=False).

Also by default, during training this layer keeps running estimates of its
computed mean and variance, which are then used for normalization during
evaluation. The running estimates are kept with a default momentum
of 0.1.

If track_running_stats is set to False, this layer then does not
keep running estimates, and batch statistics are instead used during
evaluation time as well.


Note

This momentum argument is different from one used in optimizer
classes and the conventional notion of momentum. Mathematically, the
update rule for running statistics here is
\(\hat{x}_\text{new} = (1 - \text{momentum}) \times \hat{x} + \text{momentum} \times x_t\),
where \(\hat{x}\) is the estimated statistic and \(x_t\) is the
new observed value.



Because the Batch Normalization is done over the C dimension, computing statistics
on (N, L) slices, it’s common terminology to call this Temporal Batch Normalization.


	Parameters

	
	num_features – \(C\) from an expected input of size
\((N, C, L)\) or \(L\) from input of size \((N, L)\)


	eps – a value added to the denominator for numerical stability.
Default: 1e-5


	momentum – the value used for the running_mean and running_var
computation. Can be set to None for cumulative moving average
(i.e. simple average). Default: 0.1


	affine – a boolean value that when set to True, this module has
learnable affine parameters. Default: True


	track_running_stats – a boolean value that when set to True, this
module tracks the running mean and variance, and when set to False,
this module does not track such statistics, and initializes statistics
buffers running_mean and running_var as None.
When these buffers are None, this module always uses batch statistics.
in both training and eval modes. Default: True









	Shape:
	
	Input: \((N, C)\) or \((N, C, L)\)


	Output: \((N, C)\) or \((N, C, L)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.Tensor(np.random.randn(20, 100)).to("cuda") # FusedBatchNorm support in GPU currently.
>>> m = flow.nn.FusedBatchNorm1d(num_features=100, eps=1e-5, momentum=0.1).to("cuda")
>>> y = m(x, addend=None)










	
class oneflow.nn.FusedBatchNorm2d(num_features, eps=1e-05, momentum=0.1, affine=True, track_running_stats=True)

	Applies Fused Batch Normalization over a 4D input, the formula is:


\[out = ReLU(BatchNorm(input) + addend)\]

The formula of Batch Normalization is:


\[y = \frac{x - \mathrm{E}[x]}{\sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The mean and standard-deviation are calculated per-dimension over
the mini-batches and \(\gamma\) and \(\beta\) are learnable parameter vectors
of size C (where C is the input size). By default, the elements of \(\gamma\) are set
to 1 and the elements of \(\beta\) are set to 0. The standard-deviation is calculated
via the biased estimator, equivalent to torch.var(input, unbiased=False).

Also by default, during training this layer keeps running estimates of its
computed mean and variance, which are then used for normalization during
evaluation. The running estimates are kept with a default momentum
of 0.1.

If track_running_stats is set to False, this layer then does not
keep running estimates, and batch statistics are instead used during
evaluation time as well.


Note

This momentum argument is different from one used in optimizer
classes and the conventional notion of momentum. Mathematically, the
update rule for running statistics here is
\(\hat{x}_\text{new} = (1 - \text{momentum}) \times \hat{x} + \text{momentum} \times x_t\),
where \(\hat{x}\) is the estimated statistic and \(x_t\) is the
new observed value.



Because the Batch Normalization is done over the C dimension, computing statistics
on (N, H, W) slices, it’s common terminology to call this Spatial Batch Normalization.


	Parameters

	
	num_features – \(C\) from an expected input of size
\((N, C, H, W)\)


	eps – a value added to the denominator for numerical stability.
Default: 1e-5


	momentum – the value used for the running_mean and running_var
computation. Can be set to None for cumulative moving average
(i.e. simple average). Default: 0.1


	affine – a boolean value that when set to True, this module has
learnable affine parameters. Default: True


	track_running_stats – a boolean value that when set to True, this
module tracks the running mean and variance, and when set to False,
this module does not track such statistics, and initializes statistics
buffers running_mean and running_var as None.
When these buffers are None, this module always uses batch statistics.
in both training and eval modes. Default: True









	Shape:
	
	Input: \((N, C, H, W)\)


	Output: \((N, C, H, W)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.Tensor(np.random.randn(4, 2, 8, 3)).to("cuda") # FusedBatchNorm support in GPU currently.
>>> m = flow.nn.FusedBatchNorm2d(num_features=2, eps=1e-5, momentum=0.1).to("cuda")
>>> y = m(x, addend=None)










	
class oneflow.nn.FusedBatchNorm3d(num_features, eps=1e-05, momentum=0.1, affine=True, track_running_stats=True)

	Applies Fused Batch Normalization over a 5D input, the formula is:


\[out = ReLU(BatchNorm(input) + addend)\]

The formula of Batch Normalization is:


\[\begin{split}y = \\frac{x - \\mathrm{E}[x]}{\\sqrt{\\mathrm{Var}[x] + \\epsilon}} * \\gamma + \\beta\end{split}\]

The mean and standard-deviation are calculated per-dimension over
the mini-batches and \(\gamma\) and \(\beta\) are learnable parameter vectors
of size C (where C is the input size). By default, the elements of \(\gamma\) are set
to 1 and the elements of \(\beta\) are set to 0. The standard-deviation is calculated
via the biased estimator, equivalent to torch.var(input, unbiased=False).

Also by default, during training this layer keeps running estimates of its
computed mean and variance, which are then used for normalization during
evaluation. The running estimates are kept with a default momentum
of 0.1.

If track_running_stats is set to False, this layer then does not
keep running estimates, and batch statistics are instead used during
evaluation time as well.


Note

This momentum argument is different from one used in optimizer
classes and the conventional notion of momentum. Mathematically, the
update rule for running statistics here is
\(\hat{x}_\text{new} = (1 - \text{momentum}) \times \hat{x} + \text{momentum} \times     x_t\),
where \(\hat{x}\) is the estimated statistic and \(x_t\) is the
new observed value.



Because the Batch Normalization is done over the C dimension, computing statistics
on (N, D, H, W) slices, it’s common terminology to call this Spatial Batch Normalization.


	Parameters

	
	num_features – \(C\) from an expected input of size
\((N, C, D, H, W)\)


	eps – a value added to the denominator for numerical stability.
Default: 1e-5


	momentum – the value used for the running_mean and running_var
computation. Can be set to None for cumulative moving average
(i.e. simple average). Default: 0.1


	affine – a boolean value that when set to True, this module has
learnable affine parameters. Default: True


	track_running_stats – a boolean value that when set to True, this
module tracks the running mean and variance, and when set to False,
this module does not track such statistics, and initializes statistics
buffers running_mean and running_var as None.
When these buffers are None, this module always uses batch statistics.
in both training and eval modes. Default: True









	Shape:
	
	Input: \((N, C, D, H, W)\)


	Output: \((N, C, D, H, W)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.Tensor(np.random.randn(3, 2, 5, 8, 4)).to("cuda") # FusedBatchNorm support in GPU currently.
>>> m = flow.nn.FusedBatchNorm3d(num_features=2, eps=1e-5, momentum=0.1).to("cuda")
>>> y = m(x, addend=None)










	
class oneflow.nn.FusedMLP(in_features: int, hidden_features: Tuple[int], out_features: int, hidden_dropout_rate: Optional[Tuple[float]] = None, out_dropout_rate: float = 0.0, skip_final_activation=False)

	Applies a linear transformation with relu activation to the incoming data: \(y = ReLU(xA^T + b)\)


	Parameters

	
	in_features – size of each input sample


	hidden_features – A tuple of each Linear layer hidden size


	out_features – The final Linear layer hidden size


	hidden_dropout_rate – A tuple of each hidden layer’s dropout rate


	out_dropout_rate – The final Linear layer’s dropout rate









	Shape:
	
	Input: \((N, *, H_{in})\) where \(*\) means any number of
additional dimensions and \(H_{in} = {in\_features}\)


	Output: \((N, *, H_{out})\) where all but the last dimension
are the same shape as the input and \(H_{out} = {out\_features}\).






	Attr:
	
	skip_final_activation: Whether to skip final hidden layer’s activation. Default: False.








For example:

>>> import numpy as np
>>> import oneflow as flow


>>> m = flow.nn.FusedMLP(128, [256, 512], 1024).to("cuda")
>>> input = flow.Tensor(np.random.randn(1, 128)).to("cuda")
>>> output = m(input)
>>> output.size()
oneflow.Size([1, 1024])






	
add_parameters() → None

	Register parameter in FusedMLP module.






	
bias(i)

	Return the ith bias.






	
biases()

	Returns the bias list in FusedMLP module.






	
weight(i)

	Returns the ith weight.






	
weights()

	Returns the weight list in FusedMLP module.










	
class oneflow.nn.GELU

	Gelu activation operator.

The equation is:


\[out = 0.5 * x * (1 + tanh(\sqrt{\frac{2}{\pi}} * (x + 0.044715x^{3})))\]


	Parameters

	x (oneflow.Tensor) – Input Tensor



	Returns

	A Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-0.5, 0, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> gelu = flow.nn.GELU()

>>> out = gelu(input)
>>> out
tensor([-0.1543,  0.0000,  0.3457], dtype=oneflow.float32)










	
class oneflow.nn.GLU(dim: Optional[int] = - 1)

	The GLU activation.


	Parameters

	
	input (Tensor, float) – input tensor.


	dim (int, optional) – dimension on which to split the input. Default: -1









	Shape:
	
	Input: \((\ast_1, N, \ast_2)\) where * means, any number of additional
dimensions


	Output: \((\ast_1, M, \ast_2)\) where \(M=N/2\)








The formula is:


\[GLU(input) = GLU(a, b) = a \otimes sigmoid(b)\]


Note

where input is split in half along dim to form a and b, ⊗ is the element-wise product between matrices.



For example:

>>> import oneflow as flow
>>> import oneflow.nn as nn
>>> m = nn.GLU()
>>> x = flow.tensor([[1, 2, 3, 4], [5, 6, 7, 8]], dtype=flow.float32)
>>> y = m(x)
>>> y
tensor([[0.9526, 1.9640],
        [4.9954, 5.9980]], dtype=oneflow.float32)










	
class oneflow.nn.GRU(*args, **kwargs)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/_modules/torch/nn/modules/rnn.html#GRU.

Applies a multi-layer gated recurrent unit (GRU) RNN to an input sequence.

For each element in the input sequence, each layer computes the following

function:


\[\begin{split}\begin{array}{ll}
    r_t = \sigma(W_{ir} x_t + b_{ir} + W_{hr} h_{(t-1)} + b_{hr}) \\
    z_t = \sigma(W_{iz} x_t + b_{iz} + W_{hz} h_{(t-1)} + b_{hz}) \\
    n_t = \tanh(W_{in} x_t + b_{in} + r_t * (W_{hn} h_{(t-1)}+ b_{hn})) \\
    h_t = (1 - z_t) * n_t + z_t * h_{(t-1)}
\end{array}\end{split}\]

where \(h_t\) is the hidden state at time t, \(x_t\) is the input
at time t, \(h_{(t-1)}\) is the hidden state of the layer
at time t-1 or the initial hidden state at time 0, and \(r_t\),
\(z_t\), \(n_t\) are the reset, update, and new gates, respectively.
\(\sigma\) is the sigmoid function, and \(*\) is the Hadamard product.

In a multilayer GRU, the input \(x^{(l)}_t\) of the \(l\) -th layer
(\(l >= 2\)) is the hidden state \(h^{(l-1)}_t\) of the previous layer multiplied by
dropout \(\delta^{(l-1)}_t\) where each \(\delta^{(l-1)}_t\) is a Bernoulli random
variable which is \(0\) with probability dropout.


	Parameters

	
	num_layers – Number of recurrent layers. E.g., setting num_layers=2
would mean stacking two GRUs together to form a stacked GRU,
with the second GRU taking in outputs of the first GRU and
computing the final results. Default: 1


	bias – If False, then the layer does not use bias weights b_ih and b_hh.
Default: True


	batch_first – If True, then the input and output tensors are provided
as (batch, seq, feature) instead of (seq, batch, feature).
Note that this does not apply to hidden or cell states. See the
Inputs/Outputs sections below for details.  Default: False


	dropout – If non-zero, introduces a Dropout layer on the outputs of each
GRU layer except the last layer, with dropout probability equal to
dropout. Default: 0


	bidirectional – If True, becomes a bidirectional GRU. Default: False









	Inputs: input, h_0
	
	input: tensor of shape \((L, N, H_{in})\) when batch_first=False or
\((N, L, H_{in})\) when batch_first=True containing the features of
the input sequence.


	h_0: tensor of shape \((D * \text{num\_layers}, N, H_{out})\) containing the initial hidden
state for each element in the batch. Defaults to zeros if not provided.




where:


\[\begin{split}\begin{aligned}
    N ={} & \text{batch size} \\
    L ={} & \text{sequence length} \\
    D ={} & 2 \text{ if bidirectional=True otherwise } 1 \\
    H_{in} ={} & \text{input\_size} \\
    H_{out} ={} & \text{hidden\_size}
\end{aligned}\end{split}\]



	Outputs: output, h_n
	
	output: tensor of shape \((L, N, D * H_{out})\) when batch_first=False or
\((N, L, D * H_{out})\) when batch_first=True containing the output features
(h_t) from the last layer of the GRU, for each t. If a


	h_n: tensor of shape \((D * \text{num\_layers}, N, H_{out})\) containing the final hidden state
for each element in the batch.









	
weight_ih_l[k]

	the learnable input-hidden weights of the \(\text{k}^{th}\) layer
(W_ir|W_iz|W_in), of shape (3*hidden_size, input_size) for k = 0.
Otherwise, the shape is (3*hidden_size, num_directions * hidden_size)






	
weight_hh_l[k]

	the learnable hidden-hidden weights of the \(\text{k}^{th}\) layer
(W_hr|W_hz|W_hn), of shape (3*hidden_size, hidden_size)






	
bias_ih_l[k]

	the learnable input-hidden bias of the \(\text{k}^{th}\) layer
(b_ir|b_iz|b_in), of shape (3*hidden_size)






	
bias_hh_l[k]

	the learnable hidden-hidden bias of the \(\text{k}^{th}\) layer
(b_hr|b_hz|b_hn), of shape (3*hidden_size)






Note

All the weights and biases are initialized from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\)
where \(k = \frac{1}{\text{hidden\_size}}\)




Note

For bidirectional GRUs, forward and backward are directions 0 and 1 respectively.
Example of splitting the output layers when batch_first=False:
output.view(seq_len, batch, num_directions, hidden_size).



For example:

>>> import oneflow as flow
>>> import numpy as np
>>> rnn = flow.nn.GRU(10, 20, 2)
>>> input = flow.tensor(np.random.randn(5, 3, 10), dtype=flow.float32)
>>> h0 = flow.tensor(np.random.randn(2, 3, 20), dtype=flow.float32)
>>> output, hn = rnn(input, h0)
>>> output.size()
oneflow.Size([5, 3, 20])










	
class oneflow.nn.GRUCell(input_size: int, hidden_size: int, bias: bool = True, device=None, dtype=None)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/stable/generated/torch.nn.GRUCell.html.

A gated recurrent unit (GRU) cell


\[\begin{split}\begin{array}{ll}
r = \sigma(W_{ir} x + b_{ir} + W_{hr} h + b_{hr}) \\
z = \sigma(W_{iz} x + b_{iz} + W_{hz} h + b_{hz}) \\
n = \tanh(W_{in} x + b_{in} + r * (W_{hn} h + b_{hn})) \\
h' = (1 - z) * n + z * h
\end{array}\end{split}\]

where \(\sigma\) is the sigmoid function, and \(*\) is the Hadamard product.


	Parameters

	
	input_size – The number of expected features in the input x


	hidden_size – The number of features in the hidden state h


	bias – If False, then the layer does not use bias weights b_ih and
b_hh. Default: True









	Inputs: input, hidden
	
	input : tensor containing input features


	hidden : tensor containing the initial hidden
state for each element in the batch.
Defaults to zero if not provided.






	Outputs: h’
	
	h’ : tensor containing the next hidden state
for each element in the batch






	Shape:
	
	input: \((N, H_{in})\) or \((H_{in})\) tensor containing input features where
\(H_{in}\) = input_size.


	hidden: \((N, H_{out})\) or \((H_{out})\) tensor containing the initial hidden
state where \(H_{out}\) = hidden_size. Defaults to zero if not provided.


	output: \((N, H_{out})\) or \((H_{out})\) tensor containing the next hidden state.









	
weight_ih

	the learnable input-hidden weights, of shape
(3*hidden_size, input_size)






	
weight_hh

	the learnable hidden-hidden weights, of shape
(3*hidden_size, hidden_size)






	
bias_ih

	the learnable input-hidden bias, of shape (3*hidden_size)






	
bias_hh

	the learnable hidden-hidden bias, of shape (3*hidden_size)






Note

All the weights and biases are initialized from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\)
where \(k = \frac{1}{\text{hidden\_size}}\)



For example:

>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> rnn = nn.GRUCell(10, 20)
>>> input = flow.randn(6, 3, 10)
>>> hx = flow.randn(3, 20)
>>> hx = rnn(input[0], hx)
>>> hx.size()
oneflow.Size([3, 20])










	
class oneflow.nn.GroupNorm(num_groups: int, num_channels: int, eps: float = 1e-05, affine: bool = True)

	The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.GroupNorm.html.

Applies Group Normalization over a mini-batch of inputs as described in
the paper Group Normalization [https://arxiv.org/abs/1803.08494]


\[y = \frac{x - \mathrm{E}[x]}{ \sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The input channels are separated into num_groups groups, each containing
num_channels / num_groups channels. The mean and standard-deviation are calculated
separately over the each group. \(\gamma\) and \(\beta\) are learnable
per-channel affine transform parameter vectors of size num_channels if
affine is True.
The standard-deviation is calculated via the biased estimator, equivalent to
torch.var(input, unbiased=False).

This layer uses statistics computed from input data in both training and
evaluation modes.


	Parameters

	
	num_groups (int) – number of groups to separate the channels into


	num_channels (int) – number of channels expected in input


	eps – a value added to the denominator for numerical stability. Default: 1e-5


	affine – a boolean value that when set to True, this module
has learnable per-channel affine parameters initialized to ones (for weights)
and zeros (for biases). Default: True.









	Shape:
	
	Input: \((N, C, *)\) where \(C=\text{num_channels}\)


	Output: \((N, C, *)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.Tensor(np.random.randn(20, 6, 10, 10))
>>> # Separate 6 channels into 3 groups
>>> m = flow.nn.GroupNorm(3, 6)
>>> # Separate 6 channels into 6 groups (equivalent with InstanceNorm)
>>> m = flow.nn.GroupNorm(6, 6)
>>> # Put all 6 channels into a single group (equivalent with LayerNorm)
>>> m = flow.nn.GroupNorm(1, 6)
>>> # Activating the module
>>> output = m(input)










	
class oneflow.nn.Hardshrink(lambd: float = 0.5, inplace: bool = False)

	The Hardshrink activation.

The formula is:


\[\begin{split}\text{Hardshrink}(x) =
\begin{cases}
x, & \text{ if } x > \lambda \\
x, & \text{ if } x < -\lambda \\
0, & \text{ otherwise }
\end{cases}\end{split}\]


	Parameters

	
	lambd – the \(\lambda\) value for the Hardshrink formulation. Default: 0.5


	inplace – can optionally do the operation in-place. Default: False









	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow
>>> x = np.array([-1.1, 0, 0.2, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> hardshrink = flow.nn.Hardshrink(lambd=0.5)
>>> out = hardshrink(input)
>>> out
tensor([-1.1000,  0.0000,  0.0000,  0.0000], dtype=oneflow.float32)










	
class oneflow.nn.Hardsigmoid(inplace: bool = False)

	Applies the element-wise function:


\[\begin{split}\text{Hardsigmoid}(x) = \begin{cases}
    0 & \text{ if } x \le -3  \\
    1 & \text{ if } x \ge +3 \\
    \frac{x}{6} + \frac{1}{2} & \text{ otherwise } \\
\end{cases}\end{split}\]


	Parameters

	inplace – can optionally do the operation in-place. Default: False






	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-0.5, 0, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> hardsigmoid = flow.nn.Hardsigmoid()

>>> out = hardsigmoid(input)
>>> out
tensor([0.4167, 0.5000, 0.5833], dtype=oneflow.float32)










	
class oneflow.nn.Hardswish(inplace: bool = False)

	Applies the hardswish function, element-wise, as described in the paper:
Searching for MobileNetV3 [https://arxiv.org/abs/1905.02244].


\[\begin{split}\text{Hardswish}(x) = \begin{cases}
    0 & \text{ if } x \le -3  \\
    x & \text{ if } x \ge +3 \\
    x*(x+3)/6 & \text{ otherwise } \\
\end{cases}\end{split}\]


	Parameters

	inplace – can optionally do the operation in-place. Default: False






	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-0.5, 0, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> hardswish = flow.nn.Hardswish()

>>> out = hardswish(input)
>>> out
tensor([-0.2083,  0.0000,  0.2917], dtype=oneflow.float32)










	
class oneflow.nn.Hardtanh(min_val: float = - 1, max_val: float = 1, inplace: bool = False, min_value: Optional[float] = None, max_value: Optional[float] = None)

	Applies the HardTanh function element-wise

HardTanh is defined as:


\[\begin{split}\text{HardTanh}(x) = \begin{cases}
    1 & \text{ if } x > 1 \\
    -1 & \text{ if } x < -1 \\
    x & \text{ otherwise } \\
\end{cases}\end{split}\]

The range of the linear region \([-1, 1]\) can be adjusted using
min_val and max_val.


	Parameters

	
	min_val – minimum value of the linear region range. Default: -1


	max_val – maximum value of the linear region range. Default: 1


	inplace – can optionally do the operation in-place. Default: False








Keyword arguments min_value and max_value
have been deprecated in favor of min_val and max_val.


	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> m = flow.nn.Hardtanh()
>>> arr = np.array([0.2, 0.3, 3.0, 4.0])
>>> x = flow.Tensor(arr)
>>> out = m(x)
>>> out
tensor([0.2000, 0.3000, 1.0000, 1.0000], dtype=oneflow.float32)










	
class oneflow.nn.Identity(*args, **kwargs)

	A placeholder identity operator that is argument-insensitive.


	Parameters

	
	args – any argument (unused)


	kwargs – any keyword argument (unused)








For example:

import numpy as np
import oneflow as flow

m = flow.nn.Identity()
input = flow.Tensor(np.random.rand(2, 3, 4, 5))

output = m(input)

# output = input










	
class oneflow.nn.InstanceNorm1d(num_features: int, eps: float = 1e-05, momentum: float = 0.1, affine: bool = False, track_running_stats: bool = False)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.InstanceNorm1d.html.

Applies Instance Normalization over a 3D input (a mini-batch of 1D
inputs with optional additional channel dimension) as described in the paper
Instance Normalization: The Missing Ingredient for Fast Stylization [https://arxiv.org/abs/1607.08022].


\[y = \frac{x - \mathrm{E}[x]}{ \sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The mean and standard-deviation are calculated per-dimension separately
for each object in a mini-batch. \(\gamma\) and \(\beta\) are learnable parameter vectors
of size C (where C is the input size) if affine is True.
The standard-deviation is calculated via the biased estimator, equivalent to
torch.var(input, unbiased=False).

By default, this layer uses instance statistics computed from input data in
both training and evaluation modes.

If track_running_stats is set to True, during training this
layer keeps running estimates of its computed mean and variance, which are
then used for normalization during evaluation. The running estimates are
kept with a default momentum of 0.1.


Note

This momentum argument is different from one used in optimizer
classes and the conventional notion of momentum. Mathematically, the
update rule for running statistics here is
\(\hat{x}_\text{new} = (1 - \text{momentum}) \times \hat{x} + \text{momentum} \times x_t\),
where \(\hat{x}\) is the estimated statistic and \(x_t\) is the
new observed value.




Note

InstanceNorm1d and LayerNorm are very similar, but
have some subtle differences. InstanceNorm1d is applied
on each channel of channeled data like multidimensional time series, but
LayerNorm is usually applied on entire sample and often in NLP
tasks. Additionally, LayerNorm applies elementwise affine
transform, while InstanceNorm1d usually don’t apply affine
transform.




	Parameters

	
	num_features – \(C\) from an expected input of size
\((N, C, L)\) or \(L\) from input of size \((N, L)\)


	eps – a value added to the denominator for numerical stability. Default: 1e-5


	momentum – the value used for the running_mean and running_var computation. Default: 0.1


	affine – a boolean value that when set to True, this module has
learnable affine parameters, initialized the same way as done for batch normalization.
Default: False.


	track_running_stats – a boolean value that when set to True, this
module tracks the running mean and variance, and when set to False,
this module does not track such statistics and always uses batch
statistics in both training and eval modes. Default: False









	Shape:
	
	Input: \((N, C, L)\)


	Output: \((N, C, L)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> # Without Learnable Parameters
>>> m = flow.nn.InstanceNorm1d(100)
>>> # With Learnable Parameters
>>> m = flow.nn.InstanceNorm1d(100, affine=True)
>>> x = flow.Tensor(np.random.randn(20, 100, 40))
>>> output = m(x)










	
class oneflow.nn.InstanceNorm2d(num_features: int, eps: float = 1e-05, momentum: float = 0.1, affine: bool = False, track_running_stats: bool = False)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.InstanceNorm2d.html.

Applies Instance Normalization over a 4D input (a mini-batch of 2D inputs
with additional channel dimension) as described in the paper
Instance Normalization: The Missing Ingredient for Fast Stylization [https://arxiv.org/abs/1607.08022].


\[y = \frac{x - \mathrm{E}[x]}{ \sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The mean and standard-deviation are calculated per-dimension separately
for each object in a mini-batch. \(\gamma\) and \(\beta\) are learnable parameter vectors
of size C (where C is the input size) if affine is True.
The standard-deviation is calculated via the biased estimator, equivalent to
torch.var(input, unbiased=False).

By default, this layer uses instance statistics computed from input data in
both training and evaluation modes.

If track_running_stats is set to True, during training this
layer keeps running estimates of its computed mean and variance, which are
then used for normalization during evaluation. The running estimates are
kept with a default momentum of 0.1.


Note

This momentum argument is different from one used in optimizer
classes and the conventional notion of momentum. Mathematically, the
update rule for running statistics here is
\(\hat{x}_\text{new} = (1 - \text{momentum}) \times \hat{x} + \text{momentum} \times x_t\),
where \(\hat{x}\) is the estimated statistic and \(x_t\) is the
new observed value.




Note

InstanceNorm2d and LayerNorm are very similar, but
have some subtle differences. InstanceNorm2d is applied
on each channel of channeled data like RGB images, but
LayerNorm is usually applied on entire sample and often in NLP
tasks. Additionally, LayerNorm applies elementwise affine
transform, while InstanceNorm2d usually don’t apply affine
transform.




	Parameters

	
	num_features – \(C\) from an expected input of size
\((N, C, H, W)\)


	eps – a value added to the denominator for numerical stability. Default: 1e-5


	momentum – the value used for the running_mean and running_var computation. Default: 0.1


	affine – a boolean value that when set to True, this module has
learnable affine parameters, initialized the same way as done for batch normalization.
Default: False.


	track_running_stats – a boolean value that when set to True, this
module tracks the running mean and variance, and when set to False,
this module does not track such statistics and always uses batch
statistics in both training and eval modes. Default: False









	Shape:
	
	Input: \((N, C, H, W)\)


	Output: \((N, C, H, W)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> # Without Learnable Parameters
>>> m = flow.nn.InstanceNorm2d(100)
>>> # With Learnable Parameters
>>> m = flow.nn.InstanceNorm2d(100, affine=True)
>>> x = flow.Tensor(np.random.randn(20, 100, 35, 45))
>>> output = m(x)










	
class oneflow.nn.InstanceNorm3d(num_features: int, eps: float = 1e-05, momentum: float = 0.1, affine: bool = False, track_running_stats: bool = False)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.InstanceNorm3d.html.

Applies Instance Normalization over a 5D input (a mini-batch of 3D inputs
with additional channel dimension) as described in the paper
Instance Normalization: The Missing Ingredient for Fast Stylization [https://arxiv.org/abs/1607.08022].


\[y = \frac{x - \mathrm{E}[x]}{ \sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The mean and standard-deviation are calculated per-dimension separately
for each object in a mini-batch. \(\gamma\) and \(\beta\) are learnable parameter vectors
of size C (where C is the input size) if affine is True.
The standard-deviation is calculated via the biased estimator, equivalent to
torch.var(input, unbiased=False).

By default, this layer uses instance statistics computed from input data in
both training and evaluation modes.

If track_running_stats is set to True, during training this
layer keeps running estimates of its computed mean and variance, which are
then used for normalization during evaluation. The running estimates are
kept with a default momentum of 0.1.


Note

This momentum argument is different from one used in optimizer
classes and the conventional notion of momentum. Mathematically, the
update rule for running statistics here is
\(\hat{x}_\text{new} = (1 - \text{momentum}) \times \hat{x} + \text{momentum} \times x_t\),
where \(\hat{x}\) is the estimated statistic and \(x_t\) is the
new observed value.




Note

InstanceNorm3d and LayerNorm are very similar, but
have some subtle differences. InstanceNorm3d is applied
on each channel of channeled data like 3D models with RGB color, but
LayerNorm is usually applied on entire sample and often in NLP
tasks. Additionally, LayerNorm applies elementwise affine
transform, while InstanceNorm3d usually don’t apply affine
transform.




	Parameters

	
	num_features – \(C\) from an expected input of size
\((N, C, D, H, W)\)


	eps – a value added to the denominator for numerical stability. Default: 1e-5


	momentum – the value used for the running_mean and running_var computation. Default: 0.1


	affine – a boolean value that when set to True, this module has
learnable affine parameters, initialized the same way as done for batch normalization.
Default: False.


	track_running_stats – a boolean value that when set to True, this
module tracks the running mean and variance, and when set to False,
this module does not track such statistics and always uses batch
statistics in both training and eval modes. Default: False









	Shape:
	
	Input: \((N, C, D, H, W)\)


	Output: \((N, C, D, H, W)\) (same shape as input)








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> # Without Learnable Parameters
>>> m = flow.nn.InstanceNorm3d(100)
>>> # With Learnable Parameters
>>> m = flow.nn.InstanceNorm3d(100, affine=True)
>>> x = flow.Tensor(np.random.randn(20, 100, 35, 45, 10))
>>> output = m(x)










	
class oneflow.nn.KLDivLoss(reduction: str = 'mean', log_target: bool = False)

	The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.KLDivLoss.html.

The Kullback-Leibler divergence loss measure

Kullback-Leibler divergence [https://en.wikipedia.org/wiki/Kullback-Leibler_divergence] is a useful distance measure for continuous
distributions and is often useful when performing direct regression over
the space of (discretely sampled) continuous output distributions.

As with NLLLoss, the input given is expected to contain
log-probabilities and is not restricted to a 2D Tensor.
The targets are interpreted as probabilities by default, but could be considered
as log-probabilities with log_target set to True.

This criterion expects a target Tensor of the same size as the
input Tensor.

The unreduced (i.e. with reduction set to 'none') loss can be described as:


\[l(x,y) = L = \{ l_1,\dots,l_N \}, \quad
l_n = y_n \cdot \left( \log y_n - x_n \right)\]

where the index \(N\) spans all dimensions of input and \(L\) has the same
shape as input. If reduction is not 'none' (default 'mean'), then:


\[\begin{split}\ell(x, y) = \begin{cases}
    \operatorname{mean}(L), & \text{if reduction} = \text{`mean';} \\
    \operatorname{sum}(L),  & \text{if reduction} = \text{`sum'.}
\end{cases}\end{split}\]

In default reduction mode 'mean', the losses are averaged for each minibatch over observations
as well as over dimensions. 'batchmean' mode gives the correct KL divergence where losses
are averaged over batch dimension only. 'mean' mode’s behavior will be changed to the same as
'batchmean' in the next major release.


	Parameters

	
	reduction (string, optional) – Specifies the reduction to apply to the output:
'none' | 'batchmean' | 'sum' | 'mean'.
'none': no reduction will be applied.
'batchmean': the sum of the output will be divided by batchsize.
'sum': the output will be summed.
'mean': the output will be divided by the number of elements in the output.
Default: 'mean'


	log_target (bool, optional) – Specifies whether target is passed in the log space.
Default: False









Note

reduction = 'mean' doesn’t return the true kl divergence value, please use
reduction = 'batchmean' which aligns with KL math definition.
In the next major release, 'mean' will be changed to be the same as 'batchmean'.




	Shape:
	
	Input: \((N, *)\) where \(*\) means, any number of additional
dimensions


	Target: \((N, *)\), same shape as the input


	Output: scalar by default. If :attr:reduction is 'none', then \((N, *)\),
the same shape as the input








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor([-0.9021705, 0.08798598, 1.04686249], dtype=flow.float32)
>>> target = flow.tensor([1.22386942, -0.89729659, 0.01615712], dtype=flow.float32)
>>> m = flow.nn.KLDivLoss(reduction="none", log_target=False)
>>> out = m(input, target)
>>> out
tensor([ 1.3514,  0.0000, -0.0836], dtype=oneflow.float32)
>>> m = flow.nn.KLDivLoss(reduction="mean", log_target=False)
>>> out = m(input, target)
>>> out
tensor(0.4226, dtype=oneflow.float32)
>>> m = flow.nn.KLDivLoss(reduction="sum", log_target=True)
>>> out = m(input, target)
>>> out
tensor(5.7801, dtype=oneflow.float32)










	
class oneflow.nn.L1Loss(reduction: str = 'mean')

	This operator computes the L1 Loss between each element in input and target.

The equation is:

if reduction = “none”:


\[output = |Target - Input|\]

if reduction = “mean”:


\[output = \frac{1}{n}\sum_{i=1}^n|Target_i - Input_i|\]

if reduction = “sum”:


\[output = \sum_{i=1}^n|Target_i - Input_i|\]


	Parameters

	
	input (oneflow.Tensor) – the input Tensor.


	target (oneflow.Tensor) – The target Tensor.


	reduction (str) – The reduce type, it can be one of “none”, “mean”, “sum”. Defaults to “mean”.






	Returns

	The result Tensor.



	Return type

	oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor([[1, 1, 1], [2, 2, 2], [7, 7, 7]], dtype = flow.float32)
>>> target = flow.tensor([[4, 4, 4], [4, 4, 4], [4, 4, 4]], dtype = flow.float32)
>>> m = flow.nn.L1Loss(reduction="none")
>>> out = m(input, target)
>>> out
tensor([[3., 3., 3.],
        [2., 2., 2.],
        [3., 3., 3.]], dtype=oneflow.float32)
>>> m_mean = flow.nn.L1Loss(reduction="mean")
>>> out = m_mean(input, target)
>>> out
tensor(2.6667, dtype=oneflow.float32)
>>> m_mean = flow.nn.L1Loss(reduction="sum")
>>> out = m_mean(input, target)
>>> out
tensor(24., dtype=oneflow.float32)










	
class oneflow.nn.LSTM(*args, **kwargs)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/_modules/torch/nn/modules/rnn.html#LSTM.

Applies a multi-layer long short-term memory (LSTM) RNN to an input sequence.

For each element in the input sequence, each layer computes the following

function:


\[\begin{split}\begin{array}{ll} \\
    i_t = \sigma(W_{ii} x_t + b_{ii} + W_{hi} h_{t-1} + b_{hi}) \\
    f_t = \sigma(W_{if} x_t + b_{if} + W_{hf} h_{t-1} + b_{hf}) \\
    g_t = \tanh(W_{ig} x_t + b_{ig} + W_{hg} h_{t-1} + b_{hg}) \\
    o_t = \sigma(W_{io} x_t + b_{io} + W_{ho} h_{t-1} + b_{ho}) \\
    c_t = f_t \odot c_{t-1} + i_t \odot g_t \\
    h_t = o_t \odot \tanh(c_t) \\
\end{array}\end{split}\]

where \(h_t\) is the hidden state at time t, \(c_t\) is the cell
state at time t, \(x_t\) is the input at time t, \(h_{t-1}\)
is the hidden state of the layer at time t-1 or the initial hidden
state at time 0, and \(i_t\), \(f_t\), \(g_t\),
\(o_t\) are the input, forget, cell, and output gates, respectively.
\(\sigma\) is the sigmoid function, and \(\odot\) is the Hadamard product.

In a multilayer LSTM, the input \(x^{(l)}_t\) of the \(l\) -th layer
(\(l >= 2\)) is the hidden state \(h^{(l-1)}_t\) of the previous layer multiplied by
dropout \(\delta^{(l-1)}_t\) where each \(\delta^{(l-1)}_t\) is a Bernoulli random
variable which is \(0\) with probability dropout.

If proj_size > 0 is specified, LSTM with projections will be used. This changes
the LSTM cell in the following way. First, the dimension of \(h_t\) will be changed from
hidden_size to proj_size (dimensions of \(W_{hi}\) will be changed accordingly).
Second, the output hidden state of each layer will be multiplied by a learnable projection
matrix: \(h_t = W_{hr}h_t\). Note that as a consequence of this, the output
of LSTM network will be of different shape as well. See Inputs/Outputs sections below for exact
dimensions of all variables. You can find more details in https://arxiv.org/abs/1402.1128.


	Parameters

	
	input_size – The number of expected features in the input x


	hidden_size – The number of features in the hidden state h


	num_layers – Number of recurrent layers. E.g., setting num_layers=2
would mean stacking two LSTMs together to form a stacked LSTM,
with the second LSTM taking in outputs of the first LSTM and
computing the final results. Default: 1


	bias – If False, then the layer does not use bias weights b_ih and b_hh.
Default: True


	batch_first – If True, then the input and output tensors are provided
as (batch, seq, feature) instead of (seq, batch, feature).
Note that this does not apply to hidden or cell states. See the
Inputs/Outputs sections below for details.  Default: False


	dropout – If non-zero, introduces a Dropout layer on the outputs of each
LSTM layer except the last layer, with dropout probability equal to
dropout. Default: 0


	bidirectional – If True, becomes a bidirectional LSTM. Default: False


	proj_size – If > 0, will use LSTM with projections of corresponding size. Default: 0









	Inputs: input, (h_0, c_0)
	
	input: tensor of shape \((L, N, H_{in})\) when batch_first=False or
\((N, L, H_{in})\) when batch_first=True containing the features of
the input sequence.


	h_0: tensor of shape \((D * \text{num\_layers}, N, H_{out})\) containing the
initial hidden state for each element in the batch.
Defaults to zeros if (h_0, c_0) is not provided.


	c_0: tensor of shape \((D * \text{num\_layers}, N, H_{cell})\) containing the
initial cell state for each element in the batch.
Defaults to zeros if (h_0, c_0) is not provided.




where:


\[\begin{split}\begin{aligned}
    N ={} & \text{batch size} \\
    L ={} & \text{sequence length} \\
    D ={} & 2 \text{ if bidirectional=True otherwise } 1 \\
    H_{in} ={} & \text{input\_size} \\
    H_{cell} ={} & \text{hidden\_size} \\
    H_{out} ={} & \text{proj\_size if } \text{proj\_size}>0 \text{ otherwise hidden\_size} \\
\end{aligned}\end{split}\]



	Outputs: output, (h_n, c_n)
	
	output: tensor of shape \((L, N, D * H_{out})\) when batch_first=False or
\((N, L, D * H_{out})\) when batch_first=True containing the output features
(h_t) from the last layer of the LSTM, for each t.


	h_n: tensor of shape \((D * \text{num\_layers}, N, H_{out})\) containing the
final hidden state for each element in the batch.


	c_n: tensor of shape \((D * \text{num\_layers}, N, H_{cell})\) containing the
final cell state for each element in the batch.









	
weight_ih_l[k]

	the learnable input-hidden weights of the \(\text{k}^{th}\) layer
(W_ii|W_if|W_ig|W_io), of shape (4*hidden_size, input_size) for k = 0.
Otherwise, the shape is (4*hidden_size, num_directions * hidden_size)






	
weight_hh_l[k]

	the learnable hidden-hidden weights of the \(\text{k}^{th}\) layer
(W_hi|W_hf|W_hg|W_ho), of shape (4*hidden_size, hidden_size). If proj_size > 0
was specified, the shape will be (4*hidden_size, proj_size).






	
bias_ih_l[k]

	the learnable input-hidden bias of the \(\text{k}^{th}\) layer
(b_ii|b_if|b_ig|b_io), of shape (4*hidden_size)






	
bias_hh_l[k]

	the learnable hidden-hidden bias of the \(\text{k}^{th}\) layer
(b_hi|b_hf|b_hg|b_ho), of shape (4*hidden_size)






	
weight_hr_l[k]

	the learnable projection weights of the \(\text{k}^{th}\) layer
of shape (proj_size, hidden_size). Only present when proj_size > 0 was
specified.






Note

All the weights and biases are initialized from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\)
where \(k = \frac{1}{\text{hidden\_size}}\)




Note

For bidirectional LSTMs, forward and backward are directions 0 and 1 respectively.
Example of splitting the output layers when batch_first=False:
output.view(seq_len, batch, num_directions, hidden_size).



For example:

>>> import oneflow as flow
>>> import numpy as np
>>> rnn = flow.nn.LSTM(10, 20, 2)
>>> input = flow.tensor(np.random.randn(5, 3, 10), dtype=flow.float32)
>>> h0 = flow.tensor(np.random.randn(2, 3, 20), dtype=flow.float32)
>>> c0 = flow.tensor(np.random.randn(2, 3, 20), dtype=flow.float32)
>>> output, (hn, cn) = rnn(input, (h0, c0))
>>> output.size()
oneflow.Size([5, 3, 20])






	
check_forward_args(input: oneflow.Tensor, hidden: Tuple[oneflow.Tensor, oneflow.Tensor], batch_sizes: Optional[oneflow.Tensor])

	




	
get_expected_cell_size(input: oneflow.Tensor, batch_sizes: Optional[oneflow.Tensor]) → Tuple[int, int, int]

	




	
permute_hidden(hx: Tuple[oneflow.Tensor, oneflow.Tensor], permutation: Optional[oneflow.Tensor]) → Tuple[oneflow.Tensor, oneflow.Tensor]

	








	
class oneflow.nn.LSTMCell(input_size: int, hidden_size: int, bias: bool = True, device=None, dtype=None)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/stable/generated/torch.nn.LSTMCell.html.

A long short-term memory (LSTM) cell.


\[\begin{split}\begin{array}{ll}
i = \sigma(W_{ii} x + b_{ii} + W_{hi} h + b_{hi}) \\
f = \sigma(W_{if} x + b_{if} + W_{hf} h + b_{hf}) \\
g = \tanh(W_{ig} x + b_{ig} + W_{hg} h + b_{hg}) \\
o = \sigma(W_{io} x + b_{io} + W_{ho} h + b_{ho}) \\
c' = f * c + i * g \\
h' = o * \tanh(c') \\
\end{array}\end{split}\]

where \(\sigma\) is the sigmoid function, and \(*\) is the Hadamard product.


	Parameters

	
	input_size – The number of expected features in the input x


	hidden_size – The number of features in the hidden state h


	bias – If False, then the layer does not use bias weights b_ih and
b_hh. Default: True









	Inputs: input, (h_0, c_0)
	
	input of shape (batch, input_size) or (input_size): tensor containing input features


	h_0 of shape (batch, hidden_size) or (hidden_size): tensor containing the initial hidden state


	c_0 of shape (batch, hidden_size) or (hidden_size): tensor containing the initial cell state

If (h_0, c_0) is not provided, both h_0 and c_0 default to zero.







	Outputs: (h_1, c_1)
	
	h_1 of shape (batch, hidden_size) or (hidden_size): tensor containing the next hidden state


	c_1 of shape (batch, hidden_size) or (hidden_size): tensor containing the next cell state









	
weight_ih

	the learnable input-hidden weights, of shape
(4*hidden_size, input_size)






	
weight_hh

	the learnable hidden-hidden weights, of shape
(4*hidden_size, hidden_size)






	
bias_ih

	the learnable input-hidden bias, of shape (4*hidden_size)






	
bias_hh

	the learnable hidden-hidden bias, of shape (4*hidden_size)






Note

All the weights and biases are initialized from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\)
where \(k = \frac{1}{\text{hidden\_size}}\)



For example:

>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> rnn = nn.LSTMCell(10, 20) # (input_size, hidden_size)
>>> input = flow.randn(2, 3, 10) # (time_steps, batch, input_size)
>>> hx = flow.randn(3, 20) # (batch, hidden_size)
>>> cx = flow.randn(3, 20)
>>> hx, cx = rnn(input[0], (hx, cx))
>>> hx.size()
oneflow.Size([3, 20])










	
class oneflow.nn.LayerNorm(normalized_shape: Union[int, Tuple[int], oneflow.Size], eps: float = 1e-05, elementwise_affine: bool = True)

	Applies Layer Normalization over a mini-batch of inputs as described in
the paper Layer Normalization [https://arxiv.org/abs/1607.06450]


\[y = \frac{x - \mathrm{E}[x]}{ \sqrt{\mathrm{Var}[x] + \epsilon}} * \gamma + \beta\]

The mean and standard-deviation are calculated separately over the last
certain number dimensions which have to be of the shape specified by
normalized_shape.
\(\gamma\) and \(\beta\) are learnable affine transform parameters of
normalized_shape if elementwise_affine is True.
The standard-deviation is calculated via the biased estimator.


Note

Unlike Batch Normalization and Instance Normalization, which applies
scalar scale and bias for each entire channel/plane with the
affine option, Layer Normalization applies per-element scale and
bias with elementwise_affine.



This layer uses statistics computed from input data in both training and
evaluation modes.


	Parameters

	
	normalized_shape (int or list or oneflow.Size) – input shape from an expected input of size


\[[* \times \text{normalized_shape}[0] \times \text{normalized_shape}[1] \times \ldots \times \text{normalized_shape}[-1]]\]

If a single integer is used, it is treated as a singleton list, and this module will

normalize over the last dimension which is expected to be of that specific size.




	eps – a value added to the denominator for numerical stability. Default: 1e-5


	elementwise_affine – a boolean value that when set to True, this module
has learnable per-element affine parameters initialized to ones (for weights)
and zeros (for biases). Default: True.









	Shape:
	
	Input: \((N, *)\)


	Output: \((N, *)\) (same shape as input)








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input_arr = np.array(
...     [
...         [
...             [[-0.16046895, -1.03667831], [-0.34974465, 0.26505867]],
...             [[-1.24111986, -0.53806001], [1.72426331, 0.43572459]],
...         ],
...         [
...             [[-0.77390957, -0.42610624], [0.16398858, -1.35760343]],
...             [[1.07541728, 0.11008703], [0.26361224, -0.48663723]],
...         ],
...     ],
...     dtype=np.float32,
... )

>>> x = flow.Tensor(input_arr)
>>> m = flow.nn.LayerNorm(2)
>>> y = m(x).numpy()
>>> y
array([[[[ 0.99997395, -0.99997395],
         [-0.999947  ,  0.999947  ]],

        [[-0.99995965,  0.9999595 ],
         [ 0.99998784, -0.99998784]]],


       [[[-0.9998348 ,  0.99983466],
         [ 0.9999914 , -0.9999914 ]],

        [[ 0.9999785 , -0.9999785 ],
         [ 0.9999646 , -0.9999646 ]]]], dtype=float32)






	
elementwise_affine: bool

	




	
eps: float

	




	
normalized_shape: Tuple[int, …]

	








	
class oneflow.nn.LeakyReLU(negative_slope: float = 0.01, inplace: bool = False)

	Applies the element-wise function:


\[\begin{split}\text{LeakyRELU}(x) = \begin{cases}
    x, & \text{ if } x \geq 0 \\
    \text{negative_slope} \times x, & \text{ otherwise }
\end{cases}\end{split}\]


	Parameters

	
	negative_slope – Controls the angle of the negative slope. Default: 1e-2


	inplace – can optionally do the operation in-place. Default: False









	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> m = flow.nn.LeakyReLU(0.1)
>>> arr = np.array([0.2, 0.3, 3.0, 4.0])
>>> x = flow.Tensor(arr)
>>> out = m(x)
>>> out
tensor([0.2000, 0.3000, 3.0000, 4.0000], dtype=oneflow.float32)










	
class oneflow.nn.Linear(in_features: int, out_features: int, bias: bool = True)

	Applies a linear transformation to the incoming data: \(y = xA^T + b\)


	Parameters

	
	in_features (-) – size of each input sample


	out_features (-) – size of each output sample


	bias (-) – If set to False, the layer will not learn an additive bias. Default: True









	Shape:
	
	Input: \((N, *, H_{in})\) where \(*\) means any number of
additional dimensions and \(H_{in} = {in\_features}\)


	Output: \((N, *, H_{out})\) where all but the last dimension
are the same shape as the input and \(H_{out} = {out\_features}\).






	Attr:
	
	weight: the learnable weights of the module of shape \(({out\_features}, {in\_features})\). The values are initialized from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\), where \((k = 1 / {in\_features})\)


	bias: the learnable bias of the module of shape \(({out\_features})\). If bias is True, the values are initialized from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\) where \((k = 1 / {in\_features})\)








For example:

>>> import numpy as np
>>> import oneflow as flow


>>> m = flow.nn.Linear(20, 30, False)
>>> input = flow.Tensor(np.random.randn(128, 20))
>>> output = m(input)
>>> output.size()
oneflow.Size([128, 30])










	
class oneflow.nn.LogSigmoid

	Applies the element-wise function:


\[\text{LogSigmoid}(x) = \log\left(\frac{ 1 }{ 1 + \exp(-x)}\right)\]


	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-0.5, 0, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> logsigmoid = flow.nn.LogSigmoid()

>>> out = logsigmoid(input)
>>> out
tensor([-0.9741, -0.6931, -0.4741], dtype=oneflow.float32)










	
class oneflow.nn.LogSoftmax(dim: Optional[int] = None)

	Applies the LogSoftmax function to an n-dimensional
input Tensor.
The LogSoftmax formulation can be simplified as:


\[\text{LogSoftmax}(x_{i}) = \log\left(\frac{\exp(x_i) }{ \sum_j \exp(x_j)} \right) = x_i - \log({ \sum_j \exp(x_j)})\]


	Parameters

	dim (int) – A dimension along which LogSoftmax will be computed.






	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> m = flow.nn.LogSoftmax(dim=1)
>>> x = flow.Tensor(
...    np.array(
...        [[ 0.4296, -1.1957,  2.5463],
...        [ 1.2552, -1.5747,  0.6923]]
...    )
... )
>>> out = m(x)
>>> out
tensor([[-2.2513, -3.8766, -0.1346],
        [-0.4877, -3.3176, -1.0506]], dtype=oneflow.float32)










	
class oneflow.nn.MSELoss(reduction: str = 'mean')

	The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.MSELoss.html.

Creates a criterion that measures the mean squared error (squared L2 norm) between
each element in the input \(x\) and target \(y\).

The unreduced (i.e. with reduction set to 'none') loss can be described as:


\[\ell(x, y) = L = \{l_1,\dots,l_N\}^\top, \quad
l_n = \left( x_n - y_n \right)^2,\]

where \(N\) is the batch size. If reduction is not 'none'
(default 'mean'), then:


\[\begin{split}\ell(x, y) =
\begin{cases}
    \operatorname{mean}(L), &  \text{if reduction} = \text{`mean';}\\
    \operatorname{sum}(L),  &  \text{if reduction} = \text{`sum'.}
\end{cases}\end{split}\]

\(x\) and \(y\) are tensors of arbitrary shapes with a total
of \(n\) elements each.

The mean operation still operates over all the elements, and divides by \(n\).

The division by \(n\) can be avoided if one sets reduction = 'sum'.


	Parameters

	reduction (string, optional) – Specifies the reduction to apply to the output:
'none' | 'mean' | 'sum'. 'none': no reduction will be applied,
'mean': the sum of the output will be divided by the number of
elements in the output, 'sum': the output will be summed. Default: 'mean'






	Shape:
	
	Input: \((N, *)\) where \(*\) means, any number of additional
dimensions


	Target: \((N, *)\), same shape as the input








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(
... [[-0.02557137, 0.03101675, 1.37493674],
... [0.25599439, -1.08372561, -0.21006816]], dtype=flow.float32)
>>> target = flow.tensor(
... [[-1.53105064, -0.68137555, 0.5931354],
... [-0.49158347, 0.93673637, 0.1324141]], dtype=flow.float32)
>>> m = flow.nn.MSELoss(reduction="none")
>>> out = m(input, target)
>>> out
tensor([[2.2665, 0.5075, 0.6112],
        [0.5589, 4.0823, 0.1173]], dtype=oneflow.float32)
>>> m = flow.nn.MSELoss(reduction="mean")
>>> out = m(input, target)
>>> out
tensor(1.3573, dtype=oneflow.float32)
>>> m = flow.nn.MSELoss(reduction="sum")
>>> out = m(input, target)
>>> out
tensor(8.1436, dtype=oneflow.float32)










	
class oneflow.nn.MarginRankingLoss(margin: float = 0.0, reduction: str = 'mean')

	Creates a criterion that measures the loss given
inputs \(x1\), \(x2\), two 1D mini-batch Tensors,
and a label 1D mini-batch tensor \(y\) (containing 1 or -1).

If \(y = 1\) then it assumed the first input should be ranked higher
(have a larger value) than the second input, and vice-versa for \(y = -1\).

The loss function for each sample in the mini-batch is:


\[\text{loss}(x1, x2, y) = \max(0, -y * (x1 - x2) + \text{margin})\]


	Parameters

	
	margin (float, optional) – Has a default value of \(0\).


	reduction (string, optional) – Specifies the reduction to apply to the output:
'none' | 'mean' | 'sum'. 'none': no reduction will be applied,
'mean': the sum of the output will be divided by the number of
elements in the output, 'sum': the output will be summed. Default: 'mean'









	Shape:
	
	x1 : \((N, D)\) where N is the batch size and D is the size of a sample.


	x2 : \((N, D)\) where N is the batch size and D is the size of a sample.


	Target: \((N)\)


	Output: scalar. If reduction is 'none', then \((N)\).








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x1 = flow.tensor(np.array([[1, 2, 3], [4, 5, 6], [7, 8, 9]]), dtype=flow.float32)
>>> x2 = flow.tensor(np.array([[2, 2, 2], [2, 2, 2], [2, 2, 2]]), dtype=flow.float32)
>>> target = flow.tensor(np.array([[1, -1, 1],[-1, 1, -1], [1, 1, 1]]), dtype=flow.float32)
>>> m = flow.nn.MarginRankingLoss(margin =1.0, reduction="none")
>>> out = m(x1, x2, target)
>>> out
tensor([[2., 1., 0.],
        [3., 0., 5.],
        [0., 0., 0.]], dtype=oneflow.float32)

>>> m = flow.nn.MarginRankingLoss(margin = 0.3, reduction="sum")
>>> out = m(x1, x2, target)
>>> out
tensor(8.2000, dtype=oneflow.float32)

>>> m = flow.nn.MarginRankingLoss(margin = 10, reduction="mean")
>>> out = m(x1, x2, target)
>>> out
tensor(8.3333, dtype=oneflow.float32)










	
class oneflow.nn.MaxPool1d(kernel_size: Union[int, Tuple[int]], stride: Optional[Union[int, Tuple[int]]] = None, padding: Union[int, Tuple[int]] = 0, dilation: Union[int, Tuple[int]] = 1, return_indices: bool = False, ceil_mode: bool = False)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.MaxPool1d.html.

Applies a 1D max pooling over an input signal composed of several input planes.

In the simplest case, the output value of the layer with input size \((N, C, L)\)
and output \((N, C, L_{out})\) can be precisely described as:


\[out(N_i, C_j, k) = \max_{m=0, \ldots, \text{kernel\_size} - 1}
        input(N_i, C_j, stride \times k + m)\]

If padding is non-zero, then the input is implicitly padded with minimum value on both sides
for padding number of points. dilation is the stride between the elements within the
sliding window. This link [https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md] has a nice visualization of the pooling parameters.


Note

When ceil_mode=True, sliding windows are allowed to go off-bounds if they start within the left padding
or the input. Sliding windows that would start in the right padded region are ignored.




	Parameters

	
	kernel_size – The size of the sliding window, must be > 0.


	stride – The stride of the sliding window, must be > 0. Default value is kernel_size.


	padding – Implicit negative infinity padding to be added on both sides, must be >= 0 and <= kernel_size / 2.


	dilation – The stride between elements within a sliding window, must be > 0.


	return_indices – If True, will return the argmax along with the max values.
Useful for torch.nn.MaxUnpool1d later


	ceil_mode – If True, will use ceil instead of floor to compute the output shape. This
ensures that every element in the input tensor is covered by a sliding window.









	Shape:
	
	Input: \((N, C, L_{in})\)


	Output: \((N, C, L_{out})\), where


\[L_{out} = \left\lfloor \frac{L_{in} + 2 \times \text{padding} - \text{dilation}
      \times (\text{kernel_size} - 1) - 1}{\text{stride}} + 1\right\rfloor\]









For example:

import oneflow as flow
import numpy as np

of_maxpool1d = flow.nn.MaxPool1d(kernel_size=3, padding=1, stride=1)
x = flow.Tensor(np.random.randn(1, 4, 4))
y = of_maxpool1d(x)
y.shape
oneflow.Size([1, 4, 4])










	
class oneflow.nn.MaxPool2d(kernel_size: Union[int, Tuple[int, int]], stride: Optional[Union[int, Tuple[int, int]]] = None, padding: Union[int, Tuple[int, int]] = 0, dilation: Union[int, Tuple[int, int]] = 1, return_indices: bool = False, ceil_mode: bool = False)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.MaxPool2d.html.

Applies a 2D max pooling over an input signal composed of several input planes.

In the simplest case, the output value of the layer with input size \((N, C, H, W)\),
output \((N, C, H_{out}, W_{out})\) and kernel_size \((kH, kW)\)
can be precisely described as:


\[\begin{split}\begin{aligned}
    out(N_i, C_j, h, w) ={} & \max_{m=0, \ldots, kH-1} \max_{n=0, \ldots, kW-1} \\
                            & \text{input}(N_i, C_j, \text{stride[0]} \times h + m,
                                           \text{stride[1]} \times w + n)
\end{aligned}\end{split}\]

If padding is non-zero, then the input is implicitly minimum value padded on both sides
for padding number of points. dilation controls the spacing between the kernel points.
It is harder to describe, but this link [https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md] has a nice visualization of what dilation does.


Note

When ceil_mode=True, sliding windows are allowed to go off-bounds if they start within the left padding
or the input. Sliding windows that would start in the right padded region are ignored.




	The parameters kernel_size, stride, padding, dilation can either be:
	
	a single int – in which case the same value is used for the height and width dimension


	a tuple of two ints – in which case, the first int is used for the height dimension,
and the second int for the width dimension









	Parameters

	
	kernel_size – the size of the window to take a max over


	stride – the stride of the window. Default value is kernel_size


	padding – implicit minimum value padding to be added on both sides


	dilation – a parameter that controls the stride of elements in the window


	return_indices – if True, will return the max indices along with the outputs.
Useful for torch.nn.MaxUnpool2d later


	ceil_mode – when True, will use ceil instead of floor to compute the output shape









	Shape:
	
	Input: \((N, C, H_{in}, W_{in})\)


	Output: \((N, C, H_{out}, W_{out})\), where


\[H_{out} = \left\lfloor\frac{H_{in} + 2 * \text{padding[0]} - \text{dilation[0]}
      \times (\text{kernel_size[0]} - 1) - 1}{\text{stride[0]}} + 1\right\rfloor\]


\[W_{out} = \left\lfloor\frac{W_{in} + 2 * \text{padding[1]} - \text{dilation[1]}
      \times (\text{kernel_size[1]} - 1) - 1}{\text{stride[1]}} + 1\right\rfloor\]









For example:

import oneflow as flow
import numpy as np

m = flow.nn.MaxPool2d(kernel_size=3, padding=1, stride=1)
x = flow.Tensor(np.random.randn(1, 4, 4, 4))
y = m(x)
y.shape
oneflow.Size([1, 4, 4, 4])










	
class oneflow.nn.MaxPool3d(kernel_size: Union[int, Tuple[int, int, int]], stride: Optional[Union[int, Tuple[int, int, int]]] = None, padding: Union[int, Tuple[int, int, int]] = 0, dilation: Union[int, Tuple[int, int, int]] = 1, return_indices: bool = False, ceil_mode: bool = False)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.MaxPool3d.html.

Applies a 3D max pooling over an input signal composed of several input planes.

In the simplest case, the output value of the layer with input size \((N, C, D, H, W)\),
output \((N, C, D_{out}, H_{out}, W_{out})\) and kernel_size \((kD, kH, kW)\)
can be precisely described as:


\[\begin{split}\begin{aligned}
    \text{out}(N_i, C_j, d, h, w) ={} & \max_{k=0, \ldots, kD-1} \max_{m=0, \ldots, kH-1} \max_{n=0, \ldots, kW-1} \\
                                      & \text{input}(N_i, C_j, \text{stride[0]} \times d + k,
                                                     \text{stride[1]} \times h + m, \text{stride[2]} \times w + n)
\end{aligned}\end{split}\]

If padding is non-zero, then the input is implicitly minimum value on both sides
for padding number of points. dilation controls the spacing between the kernel points.
It is harder to describe, but this link [https://github.com/vdumoulin/conv_arithmetic/blob/master/README.md] has a nice visualization of what dilation does.


Note

When ceil_mode=True, sliding windows are allowed to go off-bounds if they start within the left padding
or the input. Sliding windows that would start in the right padded region are ignored.



The parameters kernel_size, stride, padding, dilation can either be:



	a single int – in which case the same value is used for the depth, height and width dimension


	a tuple of three ints – in which case, the first int is used for the depth dimension,
the second int for the height dimension and the third int for the width dimension








	Parameters

	
	kernel_size – the size of the window to take a max over


	stride – the stride of the window. Default value is kernel_size


	padding – implicit minimum value padding to be added on all three sides


	dilation – a parameter that controls the stride of elements in the window


	return_indices – if True, will return the max indices along with the outputs.
Useful for torch.nn.MaxUnpool3d later


	ceil_mode – when True, will use ceil instead of floor to compute the output shape









	Shape:
	
	Input: \((N, C, D_{in}, H_{in}, W_{in})\)


	Output: \((N, C, D_{out}, H_{out}, W_{out})\), where


\[D_{out} = \left\lfloor\frac{D_{in} + 2 \times \text{padding}[0] - \text{dilation}[0] \times
  (\text{kernel_size}[0] - 1) - 1}{\text{stride}[0]} + 1\right\rfloor\]


\[H_{out} = \left\lfloor\frac{H_{in} + 2 \times \text{padding}[1] - \text{dilation}[1] \times
  (\text{kernel_size}[1] - 1) - 1}{\text{stride}[1]} + 1\right\rfloor\]


\[W_{out} = \left\lfloor\frac{W_{in} + 2 \times \text{padding}[2] - \text{dilation}[2] \times
  (\text{kernel_size}[2] - 1) - 1}{\text{stride}[2]} + 1\right\rfloor\]









For example:

import oneflow as flow
import numpy as np

of_maxpool3d = flow.nn.MaxPool3d(kernel_size=3, padding=1, stride=1)
x = flow.Tensor(np.random.randn(1, 4, 4, 4, 4))
y = of_maxpool3d(x)
y.shape
oneflow.Size([1, 4, 4, 4, 4])










	
class oneflow.nn.MinMaxObserver(quantization_formula: str = 'google', quantization_bit: int = 8, quantization_scheme: str = 'symmetric', per_layer_quantization: bool = True)

	Compute the quantization parameters of the input tensor.

First compute the max and min values of input tensor:


\[ \begin{align}\begin{aligned}& max\_value = max(input)\\& min\_value = min(input)\end{aligned}\end{align} \]

Then compute the scale and zero_point with the following equations:


if quantization_scheme == “symmetric”:


\[ \begin{align}\begin{aligned}& denom = 2^{quantization\_to\_bit - 1} - 1\\& scale = max(|max\_value|,|min\_value|) / denom\\& zero\_point = 0\end{aligned}\end{align} \]

elif quantization_scheme == “affine”:


\[ \begin{align}\begin{aligned}& denom = 2^{quantization\_to\_bit} - 1\\& scale = (max\_value - min\_value) / denom\\& zero\_point = -min\_value / scale\end{aligned}\end{align} \]




If per_layer_quantization is False, then the shape of scale and zero_point will be (input.shape[0],).


	Parameters

	
	input (oneflow.Tensor) – the input value(s), in oneflow.float32.


	quantization_formula (str) – Support “google” or “cambricon”.


	quantization_bit (int) – Quantize input to uintX / intX, X can be in range [2, 8]. Defaults to 8.


	quantization_scheme (str) – “symmetric” or “affine”, quantize to signed / unsigned integer. Defaults to “symmetric”.


	per_layer_quantization (bool) – True or False, means per-layer / per-channel quantization. Defaults to True.






	Returns

	The scale and zero_point of input tensor.



	Return type

	Tuple[oneflow.Tensor, oneflow.Tensor]





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> weight = (np.random.random((2, 3, 4, 5)) - 0.5).astype(np.float32)

>>> input_tensor = flow.tensor(
...    weight, dtype=flow.float32
... )

>>> quantization_bit = 8
>>> quantization_scheme = "symmetric"
>>> quantization_formula = "google"
>>> per_layer_quantization = True

>>> min_max_observer = flow.nn.MinMaxObserver(quantization_formula=quantization_formula, quantization_bit=quantization_bit,
... quantization_scheme=quantization_scheme, per_layer_quantization=per_layer_quantization)

>>> scale, zero_point = min_max_observer(
...    input_tensor, )










	
class oneflow.nn.Mish(inplace: bool = False)

	Applies the element-wise function:


\[\text{Mish}(x) = x * \text{Tanh}(\text{Softplus}(x))\]


Note

See Mish: A Self Regularized Non-Monotonic Neural Activation Function [https://arxiv.org/abs/1908.08681]




	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([1, 2, 3]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> mish = flow.nn.Mish()

>>> out = mish(input)
>>> out
tensor([0.8651, 1.9440, 2.9865], dtype=oneflow.float32)










	
class oneflow.nn.ModuleDict(modules: Optional[Mapping[str, oneflow.nn.module.Module]] = None)

	Holds submodules in a dictionary.

The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.ModuleDict.html?#torch.nn.ModuleDict.

ModuleDict can be indexed like a regular Python dictionary,
but modules it contains are properly registered, and will be visible by all
Module methods.

ModuleDict is an ordered dictionary that respects


	the order of insertion, and


	in update(), the order of the merged
OrderedDict, dict (started from Python 3.6) or another
ModuleDict (the argument to
update()).




Note that update() with other unordered mapping
types (e.g., Python’s plain dict before Python version 3.6) does not
preserve the order of the merged mapping.


	Parameters

	modules (iterable, optional) – a mapping (dictionary) of (string: module)
or an iterable of key-value pairs of type (string, module)





>>> import oneflow.nn as nn

>>> class MyModule(nn.Module):
...    def __init__(self):
...        super(MyModule, self).__init__()
...        self.choices = nn.ModuleDict({
...                'conv': nn.Conv2d(10, 10, 3),
...                'pool': nn.MaxPool2d(3)
...        })
...        self.activations = nn.ModuleDict([
...                ['lrelu', nn.LeakyReLU()],
...                ['prelu', nn.PReLU()]
...        ])

...    def forward(self, x, choice, act):
...        x = self.choices[choice](x)
...        x = self.activations[act](x)
...        return x

>>> model = MyModule()
>>> model.choices
ModuleDict(
  (conv): Conv2d(10, 10, kernel_size=(3, 3), stride=(1, 1))
  (pool): MaxPool2d(kernel_size=(3, 3), stride=(3, 3), padding=(0, 0), dilation=(1, 1))
)










	
class oneflow.nn.ModuleList(modules: Optional[Iterable[oneflow.nn.module.Module]] = None)

	Holds submodules in a list.

The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.ModuleList.html?#torch.nn.ModuleList.

ModuleList can be indexed like a regular Python list, but
modules it contains are properly registered, and will be visible by all
Module methods.


	Parameters

	modules (iterable, optional) – an iterable of modules to add





>>> import oneflow.nn as nn

>>> class MyModule(nn.Module):
...    def __init__(self):
...        super(MyModule, self).__init__()
...        self.linears = nn.ModuleList([nn.Linear(10, 10) for i in range(10)])
...    def forward(self, x):
...        # ModuleList can act as an iterable, or be indexed using ints
...        for i, l in enumerate(self.linears):
...            x = self.linears[i // 2](x) + l(x)
...        return x

>>> model = MyModule()
>>> model.linears
ModuleList(
  (0): Linear(in_features=10, out_features=10, bias=True)
  (1): Linear(in_features=10, out_features=10, bias=True)
  (2): Linear(in_features=10, out_features=10, bias=True)
  (3): Linear(in_features=10, out_features=10, bias=True)
  (4): Linear(in_features=10, out_features=10, bias=True)
  (5): Linear(in_features=10, out_features=10, bias=True)
  (6): Linear(in_features=10, out_features=10, bias=True)
  (7): Linear(in_features=10, out_features=10, bias=True)
  (8): Linear(in_features=10, out_features=10, bias=True)
  (9): Linear(in_features=10, out_features=10, bias=True)
)










	
class oneflow.nn.MovingAverageMinMaxObserver(training: bool = False, stop_update_after_iters: int = 0, quantization_formula: str = 'google', quantization_bit: int = 8, quantization_scheme: str = 'symmetric', momentum: float = 0)

	Compute the quantization parameters based on the moving average of the input tensor’s min and max values.

First compute the moving_max and moving_min value of input tensor:


if quantization_scheme == “symmetric”:


\[ \begin{align}\begin{aligned}& moving\_max = moving\_max * momentum + |max(input)| * (1 - momentum)\\& moving\_min = moving\_max\end{aligned}\end{align} \]

elif quantization_scheme == “affine”:


\[ \begin{align}\begin{aligned}& moving\_max = moving\_max * momentum + max(input) * (1 - momentum)\\& moving\_min = moving\_min * momentum + min(input) * (1 - momentum)\end{aligned}\end{align} \]




The moving average of min and max values are initialized as the first batch of input Blob’s min and max.

Then compute the scale and zero_point with the following equations:


if quantization_scheme == “symmetric”:


\[ \begin{align}\begin{aligned}& denom = 2^{quantization\_to\_bit - 1} - 1\\& scale = moving\_max / denom\\& zero\_point = 0\end{aligned}\end{align} \]

elif quantization_scheme == “affine”:


\[ \begin{align}\begin{aligned}& denom = 2^{quantization\_to\_bit} - 1\\& scale = (moving\_max - moving\_min) / denom\\& zero\_point = -moving\_min / scale\end{aligned}\end{align} \]





Note

current_train_step can be directly assigned to an optimizer(eg.SGD) step.




	Parameters

	
	input (oneflow.Tensor) – the input value(s), in oneflow.float32.


	current_train_step_tensor (oneflow.Tensor) – record train step for quantionzation aware training.


	stop_update_after_iters (int) – stop record train step for quantionzation aware training when train iter greater than stop_update_after_iters.


	training (bool) – Is the model in training state. Defaults to False.


	quantization_formula (str) – Support “google” or “cambricon”.


	quantization_bit (int) – Quantize input to uintX / intX, X can be in range [2, 8]. Defaults to 8.


	quantization_scheme (str) – “symmetric” or “affine”, quantize to signed / unsigned integer. Defaults to “symmetric”.


	momentum (float) – Smoothing parameter for exponential moving average operation. Defaults to 0.95.






	Returns

	The scale and zero_point of input tensor.



	Return type

	Tuple[oneflow.Tensor, oneflow.Tensor]





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> weight = (np.random.random((2, 3, 4, 5)) - 0.5).astype(np.float32)

>>> input_tensor = flow.tensor(
...    weight, dtype=flow.float32
... )

>>> current_train_step_tensor = flow.tensor(
...   np.zeros((1,)).astype(np.float32),
...    dtype=flow.int64,
... )

>>> momentum = 0.95
>>> quantization_bit = 8
>>> quantization_scheme = "symmetric"
>>> quantization_formula = "google"

>>> moving_average_min_max_observer = flow.nn.MovingAverageMinMaxObserver(training=True, stop_update_after_iters=1,
...                                                                       quantization_formula=quantization_formula, quantization_bit=quantization_bit,
...                                                                       quantization_scheme=quantization_scheme, momentum=momentum,
...                                                                       )

>>> (scale, zero_point) = moving_average_min_max_observer(
...    input_tensor,
...    current_train_step_tensor,
... )






	
reset_running_stats() → None

	








	
class oneflow.nn.NLLLoss(weight: Optional[oneflow.Tensor] = None, ignore_index: int = - 100, reduction: str = 'mean')

	The negative log likelihood loss. It is useful to train a classification
problem with C classes.

The input given through a forward call is expected to contain
log-probabilities of each class. input has to be a Tensor of size either
\((minibatch, C)\) or \((minibatch, C, d_1, d_2, ..., d_K)\)
with \(K \geq 1\) for the K-dimensional case (described later).

Obtaining log-probabilities in a neural network is easily achieved by
adding a  LogSoftmax  layer in the last layer of your network.
You may use CrossEntropyLoss instead, if you prefer not to add an extra
layer.

The target that this loss expects should be a class index in the range \([0, C-1]\)
where C = number of classes;

The unreduced (i.e. with reduction set to 'none') loss can be described as:


\[\ell(x, y) = L = \{l_1,\dots,l_N\}^\top, \quad
l_n = - w_{y_n} x_{n,y_n}, \quad
w_{c} = \mathbb{1},\]

where \(x\) is the input, \(y\) is the target, \(w\) is the weight, and
\(N\) is the batch size. If reduction is not 'none'
(default 'mean'), then


\[\begin{split}\ell(x, y) = \begin{cases}
    \sum_{n=1}^N \frac{1}{N} l_n, &
    \text{if reduction} = \text{`mean';}\\
    \sum_{n=1}^N l_n,  &
    \text{if reduction} = \text{`sum'.}
\end{cases}\end{split}\]

Can also be used for higher dimension inputs, such as 2D images, by providing
an input of size \((minibatch, C, d_1, d_2, ..., d_K)\) with \(K \geq 1\),
where \(K\) is the number of dimensions, and a target of appropriate shape
(see below). In the case of images, it computes NLL loss per-pixel.


	Parameters

	reduction (string, optional) – Specifies the reduction to apply to the output:
'none' | 'mean' | 'sum'. 'none': no reduction will
be applied, 'mean': the weighted mean of the output is taken,
'sum': the output will be summed. Default: 'mean'





For example:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(
... [[-0.1664078, -1.7256707, -0.14690138],
... [-0.21474946, 0.53737473, 0.99684894],
... [-1.135804, -0.50371903, 0.7645404]], dtype=flow.float32)
>>> target = flow.tensor(np.array([0, 1, 2]), dtype=flow.int32)
>>> m = flow.nn.NLLLoss(reduction="none")
>>> out = m(input, target)
>>> out
tensor([ 0.1664, -0.5374, -0.7645], dtype=oneflow.float32)

>>> m = flow.nn.NLLLoss(reduction="sum")
>>> out = m(input, target)
>>> out
tensor(-1.1355, dtype=oneflow.float32)

>>> m = flow.nn.NLLLoss(reduction="mean")
>>> out = m(input, target)
>>> out
tensor(-0.3785, dtype=oneflow.float32)










	
class oneflow.nn.OFRecordBytesDecoder(blob_name: str, name: Optional[str] = None)

	This operator reads an tensor as bytes. The output might need

further decoding process like cv2.imdecode() for images and decode(“utf-8”)

for characters,depending on the downstream task.


	Parameters

	
	blob_name – The name of the target feature in OFRecord.


	name – The name for this component in the graph.


	input – the Tensor which might be provided by an OFRecordReader.






	Returns

	The result Tensor encoded with bytes.





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> def example():
...      batch_size = 16
...      record_reader = flow.nn.OFRecordReader(
...         "dataset/",
...         batch_size=batch_size,
...         part_name_suffix_length=5,
...      )
...      val_record = record_reader()

...      bytesdecoder_img = flow.nn.OFRecordBytesDecoder("encoded")

...      image_bytes_batch = bytesdecoder_img(val_record)

...      image_bytes = image_bytes_batch.numpy()[0]
...      return image_bytes
... example()  
array([255 216 255 ...  79 255 217], dtype=uint8)










	
class oneflow.nn.OFRecordImageDecoder(blob_name: str, color_space: str = 'BGR')

	




	
class oneflow.nn.OFRecordImageDecoderRandomCrop(blob_name: str, color_space: str = 'BGR', num_attempts: int = 10, random_seed: Optional[int] = None, random_area: Sequence[float] = [0.08, 1.0], random_aspect_ratio: Sequence[float] = [0.75, 1.333333])

	




	
class oneflow.nn.OFRecordRawDecoder(blob_name: str, shape: Sequence[int], dtype: oneflow._oneflow_internal.dtype, dim1_varying_length: bool = False, truncate: bool = False, auto_zero_padding: bool = False, name: Optional[str] = None)

	




	
class oneflow.nn.OFRecordReader(ofrecord_dir: str, batch_size: int = 1, data_part_num: int = 1, part_name_prefix: str = 'part-', part_name_suffix_length: int = - 1, random_shuffle: bool = False, shuffle_buffer_size: int = 1024, shuffle_after_epoch: bool = False, random_seed: int = - 1, device: Optional[Union[oneflow._oneflow_internal.device, str]] = None, placement: Optional[oneflow._oneflow_internal.placement] = None, sbp: Optional[Union[oneflow._oneflow_internal.sbp.sbp, List[oneflow._oneflow_internal.sbp.sbp]]] = None, name: Optional[str] = None)

	




	
class oneflow.nn.PReLU(num_parameters: int = 1, init: float = 0.25, device=None, dtype=None)

	Applies the element-wise function:


\[PReLU(x) = \max(0,x) + a * \min(0,x)\]

Here \(a\) is a learnable parameter. When called without arguments, nn.PReLU() uses a single
parameter \(a\) across all input channels. If called with nn.PReLU(nChannels),
a separate \(a\) is used for each input channel.


Note

weight decay should not be used when learning \(a\) for good performance.




Note

Channel dim is the 2nd dim of input. When input has dims < 2, then there is
no channel dim and the number of channels = 1.




	Parameters

	
	num_parameters (int) – number of \(a\) to learn.
Although it takes an int as input, there is only two values are legitimate:
1, or the number of channels at input. Default: 1


	init (float) – the initial value of \(a\). Default: 0.25









	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input






	Attr:
	
	weight (Tensor): the learnable weights of shape (num_parameters).








>>> import numpy as np
>>> import oneflow as flow

>>> m = flow.nn.PReLU()
>>> input = flow.tensor(np.asarray([[[[1, -2], [3, 4]]]]), dtype=flow.float32)
>>> print(m(input).numpy())
[[[[ 1.  -0.5]
   [ 3.   4. ]]]]










	
class oneflow.nn.Parameter

	




	
class oneflow.nn.ParameterDict(parameters=None)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.ParameterDict.html?#torch.nn.ParameterDict.

Holds parameters in a dictionary.

ParameterDict can be indexed like a regular Python dictionary, but parameters it
contains are properly registered, and will be visible by all Module methods.

ParameterDict is an ordered dictionary that respects


	the order of insertion, and


	in update(), the order of the merged OrderedDict
or another ParameterDict (the argument to
update()).




Note that update() with other unordered mapping
types (e.g., Python’s plain dict) does not preserve the order of the
merged mapping.


	Parameters

	parameters (iterable, optional) – a mapping (dictionary) of
(string : Parameter) or an iterable of key-value pairs
of type (string, Parameter)





>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> class MyModule(nn.Module):
...    def __init__(self):
...        super(MyModule, self).__init__()
...        self.params = nn.ParameterDict({
...                'left': nn.Parameter(flow.randn(5, 10)),
...                'right': nn.Parameter(flow.randn(5, 10))
...        })
...
...    def forward(self, x, choice):
...        x = self.params[choice].mm(x)
...        return x

>>> model = MyModule()
>>> model.params
ParameterDict(
    (left): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 5x10]
    (right): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 5x10]
)










	
class oneflow.nn.ParameterList(parameters=None)

	Holds parameters in a list.

The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.ParameterList.html?#torch.nn.ParameterList.

ParameterList can be indexed like a regular Python
list, but parameters it contains are properly registered, and will be
visible by all Module methods.


	Parameters

	parameters (iterable, optional) – an iterable of Parameter to add





>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> class MyModule(nn.Module):
...    def __init__(self):
...        super(MyModule, self).__init__()
...        self.params = nn.ParameterList([nn.Parameter(flow.randn(10, 10)) for i in range(10)])
...
...    def forward(self, x):
...        # ParameterList can act as an iterable, or be indexed using ints
...        for i, p in enumerate(self.params):
...            x = self.params[i // 2].mm(x) + p.mm(x)
...        return x

>>> model = MyModule()
>>> model.params
ParameterList(
    (0): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
    (1): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
    (2): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
    (3): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
    (4): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
    (5): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
    (6): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
    (7): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
    (8): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
    (9): Parameter containing: [<class 'oneflow.nn.Parameter'> of size 10x10]
)










	
oneflow.nn.PixelShuffle

	alias of oneflow.nn.modules.pixelshuffle.PixelShufflev2






	
class oneflow.nn.Quantization(quantization_formula: str = 'google', quantization_bit: int = 8, quantization_scheme: str = 'symmetric')

	Simulate the quantize operation in inference time.

The output will be computed as:


if quantization_scheme == “symmetric”:


\[ \begin{align}\begin{aligned}& quant\_max = 2^{quantization\_to\_bit - 1} - 1\\& quant\_min = -quant\_max\\& clamp(round(x / scale), quant\_min, quant\_max)\end{aligned}\end{align} \]

elif quantization_scheme == “affine”:


\[ \begin{align}\begin{aligned}& quant\_max = 2^{quantization\_to\_bit} - 1\\& quant\_min = 0\\& (clamp(round(x / scale + zero\_point), quant\_min, quant\_max) - zero\_point)\end{aligned}\end{align} \]





	Parameters

	
	quantization_bit (int) – Quantize input to uintX / intX, X can be in range [2, 8]. Defaults to 8.


	quantization_scheme (str) – “symmetric” or “affine”, quantize to signed / unsigned integer. Defaults to “symmetric”.


	quantization_formula (str) – Support “google” or “cambricon”.






	Returns

	Input tensor after quantize operation.



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> weight = (np.random.random((2, 3, 4, 5)) - 0.5).astype(np.float32)

>>> input_tensor = flow.tensor(
...    weight, dtype=flow.float32
... )

>>> quantization_bit = 8
>>> quantization_scheme = "symmetric"
>>> quantization_formula = "google"
>>> per_layer_quantization = True

>>> min_max_observer = flow.nn.MinMaxObserver(quantization_formula=quantization_formula, quantization_bit=quantization_bit,
... quantization_scheme=quantization_scheme, per_layer_quantization=per_layer_quantization)
>>> quantization = flow.nn.Quantization(quantization_formula=quantization_formula, quantization_bit=quantization_bit,
... quantization_scheme=quantization_scheme)

>>> scale, zero_point = min_max_observer(
...    input_tensor,
... )

>>> output_tensor = quantization(
...    input_tensor,
...    scale,
...    zero_point,
... )










	
class oneflow.nn.RNN(*args, **kwargs)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.RNN.html.

Applies a multi-layer Elman RNN with tanhtanh or text{ReLU}ReLU non-linearity to an input sequence.

For each element in the input sequence, each layer computes the following function:

function:


\[h_t = \tanh(W_{ih} x_t + b_{ih} + W_{hh} h_{(t-1)} + b_{hh})\]

where \(h_t\) is the hidden state at time t, \(x_t\) is
the input at time t, and \(h_{(t-1)}\) is the hidden state of the
previous layer at time t-1 or the initial hidden state at time 0.
If nonlinearity is 'relu', then \(\text{ReLU}\) is used instead of \(\tanh\).


	Parameters

	
	input_size – The number of expected features in the input x


	hidden_size – The number of features in the hidden state h


	num_layers – Number of recurrent layers. E.g., setting num_layers=2
would mean stacking two RNNs together to form a stacked RNN,
with the second RNN taking in outputs of the first RNN and
computing the final results. Default: 1


	nonlinearity – The non-linearity to use. Can be either 'tanh' or 'relu'. Default: 'tanh'


	bias – If False, then the layer does not use bias weights b_ih and b_hh.
Default: True


	batch_first – If True, then the input and output tensors are provided
as (batch, seq, feature) instead of (seq, batch, feature).
Note that this does not apply to hidden or cell states. See the
Inputs/Outputs sections below for details.  Default: False


	dropout – If non-zero, introduces a Dropout layer on the outputs of each
RNN layer except the last layer, with dropout probability equal to
dropout. Default: 0


	bidirectional – If True, becomes a bidirectional RNN. Default: False









	Inputs: input, h_0
	
	input: tensor of shape \((L, N, H_{in})\) when batch_first=False or
\((N, L, H_{in})\) when batch_first=True containing the features of
the input sequence.


	h_0: tensor of shape \((D * \text{num\_layers}, N, H_{out})\) containing the initial hidden
state for each element in the batch. Defaults to zeros if not provided.




where:


\[\begin{split}\begin{aligned}
    N ={} & \text{batch size} \\
    L ={} & \text{sequence length} \\
    D ={} & 2 \text{ if bidirectional=True otherwise } 1 \\
    H_{in} ={} & \text{input\_size} \\
    H_{out} ={} & \text{hidden\_size}
\end{aligned}\end{split}\]



	Outputs: output, h_n
	
	output: tensor of shape \((L, N, D * H_{out})\) when batch_first=False or
\((N, L, D * H_{out})\) when batch_first=True containing the output features
(h_t) from the last layer of the RNN, for each t.


	h_n: tensor of shape \((D * \text{num\_layers}, N, H_{out})\) containing the final hidden state
for each element in the batch.









	
weight_ih_l[k]

	the learnable input-hidden weights of the k-th layer,
of shape (hidden_size, input_size) for k = 0. Otherwise, the shape is
(hidden_size, num_directions * hidden_size)






	
weight_hh_l[k]

	the learnable hidden-hidden weights of the k-th layer,
of shape (hidden_size, hidden_size)






	
bias_ih_l[k]

	the learnable input-hidden bias of the k-th layer,
of shape (hidden_size)






	
bias_hh_l[k]

	the learnable hidden-hidden bias of the k-th layer,
of shape (hidden_size)






Note

All the weights and biases are initialized from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\)
where \(k = \frac{1}{\text{hidden\_size}}\)




Note

For bidirectional RNNs, forward and backward are directions 0 and 1 respectively.
Example of splitting the output layers when batch_first=False:
output.view((seq_len, batch, num_directions, hidden_size)).



For example:

>>> import oneflow as flow
>>> import numpy as np
>>> rnn = flow.nn.RNN(10, 20, 2)
>>> input = flow.tensor(np.random.randn(5, 3, 10), dtype=flow.float32)
>>> h0 = flow.tensor(np.random.randn(2, 3, 20), dtype=flow.float32)
>>> output, hn = rnn(input, h0)
>>> output.size()
oneflow.Size([5, 3, 20])










	
class oneflow.nn.RNNCell(input_size: int, hidden_size: int, bias: bool = True, nonlinearity: str = 'tanh', device=None, dtype=None)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/stable/generated/torch.nn.RNNCell.html.

An Elman RNN cell with tanh or ReLU non-linearity.


\[h' = \tanh(W_{ih} x + b_{ih}  +  W_{hh} h + b_{hh})\]

If nonlinearity is ‘relu’, then ReLU is used in place of tanh.


	Parameters

	
	input_size – The number of expected features in the input x


	hidden_size – The number of features in the hidden state h


	bias – If False, then the layer does not use bias weights b_ih and b_hh.
Default: True


	nonlinearity – The non-linearity to use. Can be either 'tanh' or 'relu'. Default: 'tanh'









	Inputs: input, hidden
	
	input: tensor containing input features


	hidden: tensor containing the initial hidden state
Defaults to zero if not provided.






	Outputs: h’
	
	h’ of shape (batch, hidden_size): tensor containing the next hidden state
for each element in the batch






	Shape:
	
	input: \((N, H_{in})\) or \((H_{in})\) tensor containing input features where
\(H_{in}\) = input_size.


	hidden: \((N, H_{out})\) or \((H_{out})\) tensor containing the initial hidden
state where \(H_{out}\) = hidden_size. Defaults to zero if not provided.


	output: \((N, H_{out})\) or \((H_{out})\) tensor containing the next hidden state.









	
weight_ih

	the learnable input-hidden weights, of shape
(hidden_size, input_size)






	
weight_hh

	the learnable hidden-hidden weights, of shape
(hidden_size, hidden_size)






	
bias_ih

	the learnable input-hidden bias, of shape (hidden_size)






	
bias_hh

	the learnable hidden-hidden bias, of shape (hidden_size)






Note

All the weights and biases are initialized from \(\mathcal{U}(-\sqrt{k}, \sqrt{k})\)
where \(k = \frac{1}{\text{hidden\_size}}\)



For example:

>>> import oneflow as flow
>>> import oneflow.nn as nn

>>> rnn = nn.RNNCell(10, 20)
>>> input = flow.randn(6, 3, 10)
>>> hx = flow.randn(3, 20)
>>> hx = rnn(input[0], hx)
>>> hx.size()
oneflow.Size([3, 20])










	
class oneflow.nn.ReLU(inplace: bool = False)

	Applies the rectified linear unit function element-wise:

\(\text{ReLU}(x) = (x)^+ = \max(0, x)\)


	Parameters

	inplace – can optionally do the operation in-place. Default: False






	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> relu = flow.nn.ReLU()
>>> ndarr = np.asarray([1, -2, 3])
>>> x = flow.Tensor(ndarr)
>>> relu(x)
tensor([1., 0., 3.], dtype=oneflow.float32)










	
class oneflow.nn.ReLU6(inplace: bool = False)

	Applies the element-wise function:


\[\begin{split}\text{Relu6}(x) = \begin{cases}
    6 & \text{ if } x > 6 \\
    0 & \text{ if } x < 0 \\
    x & \text{ otherwise } \\
\end{cases}\end{split}\]


	Parameters

	inplace – can optionally do the operation in-place. Default: False






	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-0.5, 0, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> relu6 = flow.nn.ReLU6()

>>> out = relu6(input)
>>> out
tensor([0.0000, 0.0000, 0.5000], dtype=oneflow.float32)










	
class oneflow.nn.ReflectionPad2d(padding: Union[int, Tuple[int, int, int, int]])

	The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.ReflectionPad2d.html.

This operator pads the input tensor using the reflection of the input boundary.


	Parameters

	padding (Union[int,tuple]) – The size or bundary of padding, if is int uses the same padding in all dimension; if 4-dims tuple, uses \((\text{padding}_{\text{left}}, \text{padding}_{\text{right}}, \text{padding}_{\text{top}}, \text{padding}_{\text{bottom}} )\)



	Returns

	Returns a new tensor which is result of the reflection padding of the input tensor.



	Return type

	Tensor






	Shape:
	
	Input: \((N, C, H_{\text{in}}, W_{\text{in}})\)


	Output: \((N, C, H_{\text{out}}, W_{\text{out}})\) where

\(H_{\text{out}} = H_{\text{in}} + \text{padding}_{\text{top}} + \text{padding}_{\text{bottom}}\)

\(W_{\text{out}} = W_{\text{in}} + \text{padding}_{\text{left}} + \text{padding}_{\text{right}}\)









For example:

>>> import oneflow as flow
>>> import numpy as np
>>> input = flow.tensor(np.arange(18).reshape((1, 2, 3, 3)).astype(np.float32))
>>> m = flow.nn.ReflectionPad2d((2, 2, 1, 1))
>>> out = m(input)
>>> out
tensor([[[[ 5.,  4.,  3.,  4.,  5.,  4.,  3.],
          [ 2.,  1.,  0.,  1.,  2.,  1.,  0.],
          [ 5.,  4.,  3.,  4.,  5.,  4.,  3.],
          [ 8.,  7.,  6.,  7.,  8.,  7.,  6.],
          [ 5.,  4.,  3.,  4.,  5.,  4.,  3.]],

         [[14., 13., 12., 13., 14., 13., 12.],
          [11., 10.,  9., 10., 11., 10.,  9.],
          [14., 13., 12., 13., 14., 13., 12.],
          [17., 16., 15., 16., 17., 16., 15.],
          [14., 13., 12., 13., 14., 13., 12.]]]], dtype=oneflow.float32)










	
class oneflow.nn.ReplicationPad2d(padding: Union[int, Tuple[int, int, int, int]])

	The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.ReplicationPad2d.html.

Pads the input tensor using the replication of the input boundary.


	Parameters

	padding (Union[int, tuple, list]) – the size of the padding. If is int, uses the same padding in all boundaries. If a 4-tuple, uses (\(\mathrm{padding_{left}}\), \(\mathrm{padding_{right}}\), \(\mathrm{padding_{top}}\), \(\mathrm{padding_{bottom}}\))






	Shape:
	
	Input: \((N, C, H_{in}, W_{in})\)


	Output: \((N, C, H_{out}, W_{out})\) where


\(H_{out} = H_{in} + \mathrm{padding_{top}} + \mathrm{padding_{bottom}}\)

\(W_{out} = W_{in} + \mathrm{padding_{left}} + \mathrm{padding_{right}}\)












For example:

>>> import oneflow as flow
>>> import numpy as np
>>> m = flow.nn.ReplicationPad2d((2, 2, 1, 1))
>>> input = flow.tensor(np.arange(18).reshape((1, 2, 3, 3)).astype(np.float32))
>>> input_int = flow.tensor(np.arange(18).reshape((1, 2, 3, 3)).astype(np.int32))
>>> output = m(input)
>>> output.shape
oneflow.Size([1, 2, 5, 7])
>>> output
tensor([[[[ 0.,  0.,  0.,  1.,  2.,  2.,  2.],
          [ 0.,  0.,  0.,  1.,  2.,  2.,  2.],
          [ 3.,  3.,  3.,  4.,  5.,  5.,  5.],
          [ 6.,  6.,  6.,  7.,  8.,  8.,  8.],
          [ 6.,  6.,  6.,  7.,  8.,  8.,  8.]],

         [[ 9.,  9.,  9., 10., 11., 11., 11.],
          [ 9.,  9.,  9., 10., 11., 11., 11.],
          [12., 12., 12., 13., 14., 14., 14.],
          [15., 15., 15., 16., 17., 17., 17.],
          [15., 15., 15., 16., 17., 17., 17.]]]], dtype=oneflow.float32)










	
class oneflow.nn.SELU(inplace: bool = False)

	Applies the element-wise function:

The formula is:


\[\text{SELU}(x) = \text{scale} * (\max(0,x) + \min(0, \alpha * (\exp(x) - 1)))\]

with \(\alpha = 1.6732632423543772848170429916717\) and

\(\text{scale} = 1.0507009873554804934193349852946\).


Warning

When using kaiming_normal or kaiming_normal_ for initialisation,
nonlinearity='linear' should be used instead of nonlinearity='selu'
in order to get Self-Normalizing Neural Networks [https://arxiv.org/abs/1706.02515].
See torch.nn.init.calculate_gain() for more information.



More details can be found in the paper Self-Normalizing Neural Networks [https://arxiv.org/abs/1706.02515].


	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow
>>> x = np.array([1, 2, 3]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> selu = flow.nn.SELU()
>>> out = selu(input)
>>> out
tensor([1.0507, 2.1014, 3.1521], dtype=oneflow.float32)










	
class oneflow.nn.Sequential(*args: Any)

	A sequential container.

The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.Sequential.html?#torch.nn.Sequential.

Modules will be added to it in the order they are passed in the constructor.
Alternatively, an ordered dict of modules can also be passed in.

To make it easier to understand, here is a small example:

>>> import oneflow.nn as nn
>>> from collections import OrderedDict
>>> nn.Sequential(nn.Conv2d(1,20,5), nn.ReLU(), nn.Conv2d(20,64,5), nn.ReLU()) 
Sequential(
  (0): Conv2d(1, 20, kernel_size=(5, 5), stride=(1, 1))
  (1): ReLU()
  (2): Conv2d(20, 64, kernel_size=(5, 5), stride=(1, 1))
  (3): ReLU()
)
>>> nn.Sequential(OrderedDict([
...    ('conv1', nn.Conv2d(1,20,5)),
...    ('relu1', nn.ReLU()),
...    ('conv2', nn.Conv2d(20,64,5)),
...    ('relu2', nn.ReLU())
... ])) 
Sequential(
  (conv1): Conv2d(1, 20, kernel_size=(5, 5), stride=(1, 1))
  (relu1): ReLU()
  (conv2): Conv2d(20, 64, kernel_size=(5, 5), stride=(1, 1))
  (relu2): ReLU()
)










	
class oneflow.nn.SiLU(inplace: bool = False)

	SiLU(Swish) activation:


\[\text{SiLU}(x) = x * sigmoid(x)\]


Note

See Gaussian Error Linear Units (GELUs) [https://arxiv.org/abs/1606.08415]
where the SiLU (Sigmoid Linear Unit) was originally coined, and see
Sigmoid-Weighted Linear Units for Neural Network Function Approximation
in Reinforcement Learning [https://arxiv.org/abs/1702.03118] and Swish:
a Self-Gated Activation Function [https://arxiv.org/abs/1710.05941v1]
where the SiLU was experimented with later.




	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow


>>> x = np.array([1, 2, 3]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> silu = flow.nn.SiLU()
>>> out = silu(input)
>>> out
tensor([0.7311, 1.7616, 2.8577], dtype=oneflow.float32)










	
class oneflow.nn.Sigmoid

	Applies the element-wise function:


\[\text{Sigmoid}(x) = \sigma(x) = \frac{1}{1 + \exp(-x)}\]


	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = flow.Tensor(np.array([0.81733328, 0.43621480, 0.10351428]))
>>> m = flow.nn.Sigmoid()
>>> out = m(x)
>>> out
tensor([0.6937, 0.6074, 0.5259], dtype=oneflow.float32)










	
class oneflow.nn.SmoothL1Loss(reduction: str = 'mean', beta: float = 1.0)

	Creates a criterion that uses a squared term if the absolute
element-wise error falls below beta and an L1 term otherwise.
The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.SmoothL1Loss.html.

It is less sensitive to outliers than torch.nn.MSELoss and in some cases
prevents exploding gradients (e.g. see the paper Fast R-CNN [https://openaccess.thecvf.com/content_iccv_2015/papers/Girshick_Fast_R-CNN_ICCV_2015_paper.pdf] by Ross Girshick)..

For a batch of size \(N\), the unreduced loss can be described as:


\[\ell(x, y) = L = \{l_1, ..., l_N\}^T\]

with


\[\begin{split}l_n = \begin{cases}
0.5 (x_n - y_n)^2 / beta, & \text{if } |x_n - y_n| < beta \\
|x_n - y_n| - 0.5 * beta, & \text{otherwise }
\end{cases}\end{split}\]

If reduction is not none, then:


\[\begin{split}\ell(x, y) =
\begin{cases}
    \operatorname{mean}(L), &  \text{if reduction} = \text{`mean';}\\
    \operatorname{sum}(L),  &  \text{if reduction} = \text{`sum'.}
\end{cases}\end{split}\]


Note

Smooth L1 loss can be seen as exactly L1Loss, but with the \(|x - y| < beta\)
portion replaced with a quadratic function such that its slope is 1 at \(|x - y| = beta\).
The quadratic segment smooths the L1 loss near \(|x - y| = 0\).




Note

Smooth L1 loss is closely related to HuberLoss, being
equivalent to \(huber(x, y) / beta\) (note that Smooth L1’s beta hyper-parameter is
also known as delta for Huber). This leads to the following differences:


	As beta -> 0, Smooth L1 loss converges to L1Loss, while HuberLoss
converges to a constant 0 loss.


	As beta -> \(+\infty\), Smooth L1 loss converges to a constant 0 loss, while
HuberLoss converges to MSELoss.


	For Smooth L1 loss, as beta varies, the L1 segment of the loss has a constant slope of 1.
For HuberLoss, the slope of the L1 segment is beta.







	Parameters

	
	size_average (bool, optional) – Deprecated (see reduction). By default,
the losses are averaged over each loss element in the batch. Note that for
some losses, there are multiple elements per sample. If the field size_average
is set to False, the losses are instead summed for each minibatch. Ignored
when reduce is False. Default: True


	reduce (bool, optional) – Deprecated (see reduction). By default, the
losses are averaged or summed over observations for each minibatch depending
on size_average. When reduce is False, returns a loss per
batch element instead and ignores size_average. Default: True


	reduction (string, optional) – Specifies the reduction to apply to the output:
'none' | 'mean' | 'sum'. 'none': no reduction will be applied,
'mean': the sum of the output will be divided by the number of
elements in the output, 'sum': the output will be summed. Note: size_average
and reduce are in the process of being deprecated, and in the meantime,
specifying either of those two args will override reduction. Default: 'mean'


	beta (float, optional) – Specifies the threshold at which to change between L1 and L2 loss.
The value must be non-negative. Default: 1.0









	Shape:
	
	Input: \((N, *)\) where \(*\) means any number of additional dimensions


	Target: \((N, *)\); same shape as the input


	Output: scalar. If reduction is 'none', then \((N, *)\); same shape as the input








For example:

>>> import oneflow as flow
>>> import numpy as np

>>> x = flow.tensor(np.array([0.1, 0.4, 0.3, 0.5, 0.9]).astype(np.float32), dtype=flow.float32)
>>> y = flow.tensor(np.array([0.3, 0.9, 2.5, 0.4, 0.3]).astype(np.float32), dtype=flow.float32)
>>> m = flow.nn.SmoothL1Loss(reduction="none")
>>> out = m(x, y)
>>> out
tensor([0.0200, 0.1250, 1.7000, 0.0050, 0.1800], dtype=oneflow.float32)

>>> m = flow.nn.SmoothL1Loss(reduction="mean")
>>> out = m(x, y)
>>> out
tensor(0.4060, dtype=oneflow.float32)

>>> m = flow.nn.SmoothL1Loss(reduction="sum")
>>> out = m(x, y)
>>> out
tensor(2.0300, dtype=oneflow.float32)










	
class oneflow.nn.Softmax(dim: Optional[int] = None)

	Applies the Softmax function to an n-dimensional input Tensor
rescaling them so that the elements of the n-dimensional output Tensor
lie in the range [0,1] and sum to 1.

Softmax is defined as:


\[\text{Softmax}(x_{i}) = \frac{\exp(x_i)}{\sum_j \exp(x_j)}\]

When the input Tensor is a sparse tensor then the unspecifed
values are treated as -inf.


	Shape:
	
	Input: \((*)\) where * means, any number of additional
dimensions


	Output: \((*)\), same shape as the input









	Returns

	a Tensor of the same dimension and shape as the input with
values in the range [0, 1]



	Parameters

	dim (int) – A dimension along which Softmax will be computed (so every slice
along dim will sum to 1).





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> m = flow.nn.Softmax(dim = 2)
>>> x = flow.Tensor(
...    np.array(
...        [[[-0.46716809,  0.40112534,  0.61984003],
...        [-1.31244969, -0.42528763,  1.47953856]]]
...    )
... )
>>> out = m(x)
>>> out
tensor([[[0.1575, 0.3754, 0.4671],
         [0.0507, 0.1230, 0.8263]]], dtype=oneflow.float32)










	
class oneflow.nn.Softplus(beta: int = 1, threshold: int = 20)

	Applies the element-wise function:


\[\text{Softplus}(x) = \frac{1}{\beta} * \log(1 + \exp(\beta * x))\]

SoftPlus is a smooth approximation to the ReLU function and can be used
to constrain the output of a machine to always be positive.

For numerical stability the implementation reverts to the linear function
when \(input \times \beta > threshold\).


	Parameters

	
	beta – the \(\beta\) value for the Softplus formulation. Default: 1


	threshold – values above this revert to a linear function. Default: 20









	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-0.5, 0, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> softplus = flow.nn.Softplus()

>>> out = softplus(input)
>>> out
tensor([0.4741, 0.6931, 0.9741], dtype=oneflow.float32)










	
class oneflow.nn.Softshrink(lambd: float = 0.5, inplace: bool = False)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.Softshrink.html.

The Softshrink activation.

The formula is:


\[\begin{split}\text{Softshrink}(x) =
\begin{cases}
x - \lambd, & \text{ if } x > \lambda \\
x + \lambd, & \text{ if } x < -\lambda \\
0, & \text{ otherwise }
\end{cases}\end{split}\]


	Parameters

	
	lambd – the \(\lambda\) value for the Softshrink formulation. Default: 0.5


	inplace – can optionally do the operation in-place. Default: False









	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow
>>> x = np.array([-1, 0, 0.2, 0.5]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> softshrink = flow.nn.Softshrink(lambd=0.5)
>>> out = softshrink(input)
>>> out
tensor([-0.5000,  0.0000,  0.0000,  0.0000], dtype=oneflow.float32)










	
class oneflow.nn.Softsign(inplace: bool = False)

	The SoftSign activation.

The formula is:


\[SoftSign(x) = \frac{x}{1 + |x|}\]


	Shape:
	
	Input: \((N, *)\) where * means, any number of additional
dimensions


	Output: \((N, *)\), same shape as the input








For example:

>>> import numpy as np
>>> import oneflow as flow
>>> x = np.array([1, 2, 3]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> softsign = flow.nn.Softsign()
>>> out = softsign(input)
>>> out
tensor([0.5000, 0.6667, 0.7500], dtype=oneflow.float32)










	
class oneflow.nn.Tanh

	This operator computes the hyperbolic tangent value of Tensor.

The equation is:


\[out = \frac{e^x-e^{-x}}{e^x+e^{-x}}\]


	Parameters

	input (oneflow.Tensor) – A Tensor



	Returns

	The result Tensor



	Return type

	oneflow.Tensor





For example:

>>> import numpy as np
>>> import oneflow as flow

>>> x = np.array([-1, 0, 1]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> tanh = flow.nn.Tanh()
>>> out = tanh(input)
>>> out
tensor([-0.7616,  0.0000,  0.7616], dtype=oneflow.float32)










	
class oneflow.nn.Threshold(threshold: float, value: float)

	The Threshold Activation. Return x if x is greater than threshold, else return value.

The interface is consistent with PyTorch.
The documentation is referenced from https://pytorch.org/docs/1.10/generated/torch.nn.Threshold.html.

The formula is:


\[\begin{split}\text{Threshold}(x) =
\begin{cases}
x, & \text{ if } x > \text{ threshold } \\
\text{value }, & \text{ otherwise }
\end{cases}\end{split}\]


	Parameters

	
	threshold (float) – The threshold value for the Threshold formulation


	value (float) – The value value for the Threshold formulation









	Shapes:
	
	Input: \((N, *)\) where * means, any number of additional dimensions


	Output: \((N, *)\), same shape as the input









	Returns

	The result tensor



	Return type

	Oneflow.Tensor





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x = np.array([-1, 0, 0.5, 1]).astype(np.float32)
>>> input = flow.Tensor(x)
>>> th = flow.nn.Threshold(threshold=0.5, value=0.2)
>>> out = th(input)
>>> out
tensor([0.2000, 0.2000, 0.2000, 1.0000], dtype=oneflow.float32)










	
class oneflow.nn.TripletMarginLoss(margin: float = 1.0, p: float = 2.0, eps: float = 1e-06, swap: bool = False, size_average=None, reduce=None, reduction: str = 'mean')

	Creates a criterion that measures the triplet loss given an input
tensors \(x1\), \(x2\), \(x3\) and a margin with a value greater than \(0\).
This is used for measuring a relative similarity between samples. A triplet
is composed by a, p and n (i.e., anchor, positive examples and negative
examples respectively). The shapes of all input tensors should be
\((N, D)\).

The distance swap is described in detail in the paper Learning shallow
convolutional feature descriptors with triplet losses [http://www.bmva.org/bmvc/2016/papers/paper119/index.html] by
V. Balntas, E. Riba et al.

The loss function for each sample in the mini-batch is:


\[L(a, p, n) = \max \{d(a_i, p_i) - d(a_i, n_i) + {\rm margin}, 0\}\]

where


\[d(x_i, y_i) = \left\lVert {\bf x}_i - {\bf y}_i \right\rVert_p\]


	Parameters

	
	margin (float, optional) – Default: \(1\).


	p (float, optional) – The norm degree for pairwise distance. Default: \(2.0\).


	swap (bool, optional) – The distance swap is described in detail in the paper
Learning shallow convolutional feature descriptors with triplet losses by
V. Balntas, E. Riba et al. Default: False.


	reduction (string, optional) – Specifies the reduction to apply to the output:
'none' | 'mean' | 'sum'. 'none': no reduction will be applied,
'mean': the sum of the output will be divided by the number of
elements in the output, 'sum': the output will be summed. Note: size_average
and reduce are in the process of being deprecated, and in the meantime,
specifying either of those two args will override reduction. Default: 'mean'









	Shape:
	
	Input: \((N, D)\) where \(D\) is the vector dimension.


	Output: A Tensor of shape \((N)\) if reduction is 'none', or a scalar
otherwise.








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> triplet_loss = flow.nn.TripletMarginLoss(margin=1.0, p=2)
>>> anchor = np.array([[1, -1, 1],[-1, 1, -1], [1, 1, 1]])
>>> positive = np.array([[1, 2, 3], [4, 5, 6], [7, 8, 9]])
>>> negative = np.array([[2, 2, 2], [2, 2, 2], [2, 2, 2]])
>>> output = triplet_loss(flow.Tensor(anchor), flow.Tensor(positive), flow.Tensor(negative))
>>> output
tensor(6.2971, dtype=oneflow.float32)










	
class oneflow.nn.Unfold(kernel_size: Union[int, Tuple[int, int]], dilation: Union[int, Tuple[int, int]] = 1, padding: Union[int, Tuple[int, int]] = 0, stride: Union[int, Tuple[int, int]] = 1)

	




	
class oneflow.nn.Upsample(size: Optional[Union[int, Tuple[int, …]]] = None, scale_factor: Optional[Union[float, Tuple[float, …]]] = None, mode: str = 'nearest', align_corners: Optional[bool] = None)

	The interface is consistent with PyTorch.

The documentation is referenced from: https://pytorch.org/docs/1.10/_modules/torch/nn/modules/upsampling.html.

Upsamples a given multi-channel 1D (temporal), 2D (spatial) or 3D (volumetric) data.

The input data is assumed to be of the form
minibatch x channels x [optional depth] x [optional height] x width.
Hence, for spatial inputs, we expect a 4D Tensor and for volumetric inputs, we expect a 5D Tensor.

The algorithms available for upsampling are nearest neighbor and linear,
bilinear, bicubic and trilinear for 3D, 4D and 5D input Tensor,
respectively.

One can either give a scale_factor or the target output size to
calculate the output size. (You cannot give both, as it is ambiguous)


	Parameters

	
	size (int or Tuple[int] or Tuple[int, int] or Tuple[int, int, int], optional) – output spatial sizes


	scale_factor (float or Tuple[float] or Tuple[float, float] or Tuple[float, float, float], optional) – multiplier for spatial size. Has to match input size if it is a tuple.


	mode (str, optional) – the upsampling algorithm: one of 'nearest',
'linear', 'bilinear', 'bicubic' and 'trilinear'.
Default: 'nearest'


	align_corners (bool, optional) – if True, the corner pixels of the input
and output tensors are aligned, and thus preserving the values at
those pixels. This only has effect when mode is
'linear', 'bilinear', or 'trilinear'. Default: False









	Shape:
	
	Input: \((N, C, W_{in})\), \((N, C, H_{in}, W_{in})\) or \((N, C, D_{in}, H_{in}, W_{in})\)


	Output: \((N, C, W_{out})\), \((N, C, H_{out}, W_{out})\)
or \((N, C, D_{out}, H_{out}, W_{out})\), where









\[D_{out} = \left\lfloor D_{in} \times \text{scale_factor} \right\rfloor\]


\[H_{out} = \left\lfloor H_{in} \times \text{scale_factor} \right\rfloor\]


\[W_{out} = \left\lfloor W_{in} \times \text{scale_factor} \right\rfloor\]


Warning

With align_corners = True, the linearly interpolating modes
(linear, bilinear, bicubic, and trilinear) don’t proportionally
align the output and input pixels, and thus the output values can depend
on the input size. This was the default behavior for these modes up to
version 0.3.1. Since then, the default behavior is
align_corners = False. See below for concrete examples on how this
affects the outputs.




Note

If you want downsampling/general resizing, you should use interpolate().



For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input = flow.tensor(np.arange(1, 5).reshape((1, 1, 2, 2)), dtype=flow.float32)
>>> input = input.to("cuda")
>>> m = flow.nn.Upsample(scale_factor=2.0, mode="nearest")
>>> output = m(input)
>>> output 
tensor([[[[1., 1., 2., 2.],
          ...
          [3., 3., 4., 4.]]]], device='cuda:0', dtype=oneflow.float32)










	
class oneflow.nn.UpsamplingBilinear2d(size: Optional[Tuple[int, int]] = None, scale_factor: Optional[Tuple[float, float]] = None)

	Applies a 2D bilinear upsampling to an input signal composed of several input
channels.

To specify the scale, it takes either the size or the scale_factor
as it’s constructor argument.

When size is given, it is the output size of the image (h, w).


	Parameters

	
	size (int or Tuple[int, int], optional) – output spatial sizes


	scale_factor (float or Tuple[float, float], optional) – multiplier for
spatial size.









Warning

This class is deprecated in favor of interpolate(). It is
equivalent to nn.functional.interpolate(..., mode='bilinear', align_corners=True).




	Shape:
	
	Input: \((N, C, H_{in}, W_{in})\)


	Output: \((N, C, H_{out}, W_{out})\) where









\[H_{out} = \left\lfloor H_{in} \times \text{scale_factor} \right\rfloor\]


\[W_{out} = \left\lfloor W_{in} \times \text{scale_factor} \right\rfloor\]

For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input = flow.tensor(np.arange(1, 5).reshape((1, 1, 2, 2)), dtype=flow.float32)
>>> input = input.to("cuda")
>>> m = flow.nn.UpsamplingBilinear2d(scale_factor=2.0)
>>> output = m(input)
>>> output 
tensor([[[[1.0000, 1.3333, 1.6667, 2.0000],
          ...
          [3.0000, 3.3333, 3.6667, 4.0000]]]], device='cuda:0',
       dtype=oneflow.float32)










	
class oneflow.nn.UpsamplingNearest2d(size: Optional[Tuple[int, int]] = None, scale_factor: Optional[Tuple[float, float]] = None)

	Applies a 2D nearest neighbor upsampling to an input signal composed of several input
channels.

To specify the scale, it takes either the size or the scale_factor
as it’s constructor argument.

When size is given, it is the output size of the image (h, w).


	Parameters

	
	size (int or Tuple[int, int], optional) – output spatial sizes


	scale_factor (float or Tuple[float, float], optional) – multiplier for
spatial size.









Warning

This class is deprecated in favor of interpolate().




	Shape:
	
	Input: \((N, C, H_{in}, W_{in})\)


	Output: \((N, C, H_{out}, W_{out})\) where









\[H_{out} = \left\lfloor H_{in} \times \text{scale_factor} \right\rfloor\]


\[W_{out} = \left\lfloor W_{in} \times \text{scale_factor} \right\rfloor\]

For example:

>>> import numpy as np
>>> import oneflow as flow

>>> input = flow.tensor(np.arange(1, 5).reshape((1, 1, 2, 2)), dtype=flow.float32)
>>> input = input.to("cuda")
>>> m = flow.nn.UpsamplingNearest2d(scale_factor=2.0)
>>> output = m(input)
>>> output 
tensor([[[[1., 1., 2., 2.],
          ...
          [3., 3., 4., 4.]]]], device='cuda:0', dtype=oneflow.float32)










	
class oneflow.nn.ZeroPad2d(padding: Union[int, tuple, list])

	The interface is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.ZeroPad2d.html.

Pads the input tensor boundaries with zero. User can set the amount of padding by setting the parameter paddings.


	Parameters

	padding (Union[int, tuple]) – the size of the padding. If is int, uses the same padding in all boundaries. If a 4-tuple, uses (\(\mathrm{padding_{left}}\), \(\mathrm{padding_{right}}\), \(\mathrm{padding_{top}}\), \(\mathrm{padding_{bottom}}\))






	Shape:
	
	Input: \((N, C, H_{in}, W_{in})\)


	Output: \((N, C, H_{out}, W_{out})\) where


\(H_{out} = H_{in} + \mathrm{padding_{top}} + \mathrm{padding_{bottom}}\)

\(W_{out} = W_{in} + \mathrm{padding_{left}} + \mathrm{padding_{right}}\)












For example:

>>> import oneflow as flow
>>> import numpy as np
>>> m1 = flow.nn.ZeroPad2d(2)
>>> m2 = flow.nn.ZeroPad2d((1,2,2,0))
>>> input = flow.tensor(np.arange(18).reshape((1, 2, 3, 3)).astype(np.float32))
>>> output = m1(input)
>>> output.shape
oneflow.Size([1, 2, 7, 7])
>>> output
tensor([[[[ 0.,  0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  0.,  0.,  1.,  2.,  0.,  0.],
          [ 0.,  0.,  3.,  4.,  5.,  0.,  0.],
          [ 0.,  0.,  6.,  7.,  8.,  0.,  0.],
          [ 0.,  0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  0.,  0.,  0.,  0.,  0.,  0.]],

         [[ 0.,  0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  0.,  9., 10., 11.,  0.,  0.],
          [ 0.,  0., 12., 13., 14.,  0.,  0.],
          [ 0.,  0., 15., 16., 17.,  0.,  0.],
          [ 0.,  0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  0.,  0.,  0.,  0.,  0.,  0.]]]], dtype=oneflow.float32)
>>> output = m2(input)
>>> output
tensor([[[[ 0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  0.,  1.,  2.,  0.,  0.],
          [ 0.,  3.,  4.,  5.,  0.,  0.],
          [ 0.,  6.,  7.,  8.,  0.,  0.]],

         [[ 0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  0.,  0.,  0.,  0.,  0.],
          [ 0.,  9., 10., 11.,  0.,  0.],
          [ 0., 12., 13., 14.,  0.,  0.],
          [ 0., 15., 16., 17.,  0.,  0.]]]], dtype=oneflow.float32)










	
oneflow.nn.modules.pixelshuffle.PixelShufflev2(upscale_factor: Optional[int] = None, h_upscale_factor: Optional[int] = None, w_upscale_factor: Optional[int] = None) → None

	Part of the documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.nn.PixelShuffle.html.

Rearranges elements in a tensor of shape \((*, C \times r_h \times r_w, H, W)\)
to a tensor of shape \((*, C, H \times r_h, W \times r_w)\), where r_h and r_w are upscale factors.

This is useful for implementing efficient sub-pixel convolution
with a stride of \(1/r\).

See the paper:
Real-Time Single Image and Video Super-Resolution Using an Efficient Sub-Pixel Convolutional Neural Network [https://arxiv.org/abs/1609.05158]
by Shi et. al (2016) for more details.


	Parameters

	
	upscale_factor (int, optional) – factor to increase spatial resolution by, only use when factors of height and width spatial are the same.


	h_upscale_factor (int, optional) – factor to increase height spatial resolution by, only one of h_upscale_factor and upscale_factor can be used.


	w_upscale_factor (int, optional) – factor to increase width spatial resolution by, only one of w_upscale_factor and upscale_factor can be used.









	Shape:
	
	Input: \((*, C_{in}, H_{in}, W_{in})\), where * is zero or more batch dimensions


	Output: \((*, C_{out}, H_{out}, W_{out})\), where








if use upscale_factor:


\[ \begin{align}\begin{aligned}C_{out} = C_{in} \div \text{h_upscale_factor}^2\\H_{out} = H_{in} \times \text{upscale_factor}\\W_{out} = W_{in} \times \text{upscale_factor}\end{aligned}\end{align} \]

if use h_upscale_factor and w_upscale_factor:


\[ \begin{align}\begin{aligned}C_{out} = C_{in} \div \text{h_upscale_factor} \div \text{w_upscale_factor}\\H_{out} = H_{in} \times \text{h_upscale_factor}\\W_{out} = W_{in} \times \text{w_upscale_factor}\end{aligned}\end{align} \]

For example:

>>> import oneflow as flow
>>> import numpy as np
>>> m = flow.nn.PixelShuffle(upscale_factor=2)
>>> x = flow.Tensor(np.random.randn(3, 4, 5, 5))
>>> y = m(x)
>>> y.shape
oneflow.Size([3, 1, 10, 10])

>>> m = flow.nn.PixelShuffle(h_upscale_factor=3, w_upscale_factor=4)
>>> x = flow.Tensor(np.random.randn(1, 24, 2, 2))
>>> y = m(x)
>>> y.shape
oneflow.Size([1, 2, 6, 8])










	
oneflow.nn.parallel.DistributedDataParallel(module: oneflow.nn.module.Module, *, broadcast_buffers: bool = True, bucket_size: int = 10)

	




	
oneflow.nn.utils.clip_grad_norm_(parameters: Union[oneflow.Tensor, Iterable[oneflow.Tensor]], max_norm: float, norm_type: float = 2.0, error_if_nonfinite: bool = False) → oneflow.Tensor

	Clips gradient norm of an iterable of parameters.
The norm is computed over all gradients together, as if they were
concatenated into a single vector.


	Parameters

	
	parameters (Iterable[Tensor] or Tensor) – an iterable of Tensors or a
single Tensor that will have gradients normalized


	max_norm (float or int) – max norm of the gradients


	norm_type (float or int) – type of the used p-norm. Can be 'inf' for
infinity norm.


	error_if_nonfinite (bool) – if True, an error is thrown if the total
norm of the gradients from :attr:parameters is nan,
inf, or -inf. Default: False (will switch to True in the future)






	Returns

	Parameters after cliping gradient norm
Total norm of the parameters (viewed as a single vector).





For example:

>>> import oneflow as flow
>>> import numpy as np
>>> x1 = flow.tensor(np.array([[2, 3, 4], [1.5, 2.6, 3.7]]).astype(np.float32), requires_grad=True)
>>> m1 = flow.nn.ReLU()
>>> out1 = m1(x1)
>>> out1 = out1.sum()
>>> out1.backward()
>>> norm1 = flow.nn.utils.clip_grad_norm_(x1, 0.6, 1.0)
>>> norm1
tensor(6., dtype=oneflow.float32)
>>> x1.grad
tensor([[0.1000, 0.1000, 0.1000],
        [0.1000, 0.1000, 0.1000]], dtype=oneflow.float32)
>>> x2 = flow.tensor(np.array([[-2, -3, -4], [2.5, 0, 3.2]]).astype(np.float32), requires_grad=True)
>>> out2 = flow.atan(x2)
>>> out2 = out2.sum()
>>> out2.backward()
>>> norm2 = flow.nn.utils.clip_grad_norm_(x2, 0.5)
>>> norm2
tensor(1.0394, dtype=oneflow.float32)
>>> x2.grad
tensor([[0.0962, 0.0481, 0.0283],
        [0.0663, 0.4810, 0.0428]], dtype=oneflow.float32)










	
oneflow.nn.utils.weight_norm(module: T_module, name: str = 'weight', dim: int = 0) → T_module

	Applies weight normalization to a parameter in the given module.


\[\mathbf{w}=g \frac{\mathbf{v}}{\|\mathbf{v}\|}\]

Weight normalization is a reparameterization that decouples the magnitude
of a weight tensor from its direction. This replaces the parameter specified
by name (e.g. 'weight') with two parameters: one specifying the magnitude
(e.g. 'weight_g') and one specifying the direction (e.g. 'weight_v').
Weight normalization is implemented via a hook that recomputes the weight
tensor from the magnitude and direction before every forward()
call.

By default, with dim=0, the norm is computed independently per output
channel/plane. To compute a norm over the entire weight tensor, use
dim=None.

See https://arxiv.org/abs/1602.07868

This document description is refereced to the Pytorch document:
https://pytorch.org/docs/1.10/generated/torch.nn.utils.weight_norm.html.


	Parameters

	
	module (Module) – containing module


	name (str, optional) – name of weight parameter


	dim (int, optional) – dimension over which to compute the norm






	Returns

	The original module with the weight norm hook





For example:

>>> import oneflow as flow
>>> m = flow.nn.utils.weight_norm(flow.nn.Linear(20, 40), name='weight')
>>> m
Linear(in_features=20, out_features=40, bias=True)
>>> m.weight_g.size()
oneflow.Size([40, 1])
>>> m.weight_v.size()
oneflow.Size([40, 20])










	
oneflow.nn.utils.remove_weight_norm(module: T_module, name: str = 'weight') → T_module

	Removes the weight normalization reparameterization from a module.


	Parameters

	
	module (Module) – containing module


	name (str, optional) – name of weight parameter








For example:

>>> import oneflow as flow
>>> m = flow.nn.utils.weight_norm(flow.nn.Linear(20, 40))
>>> flow.nn.utils.remove_weight_norm(m)
Linear(in_features=20, out_features=40, bias=True)
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Functional operations for neural networks


	
oneflow.nn.functional.conv1d(input, weight, bias=None, stride=1, padding=0, dilation=1, groups=1) → Tensor

	The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.functional.conv1d.html.

Applies a 1D convolution over an input signal composed of several input
planes.

See Conv1d for details and output shape.


	Parameters

	
	input – input tensor of shape \((\text{minibatch} , \text{in_channels} , iW)\)


	weight – filters of shape \((\text{out_channels} , \frac{\text{in_channels}}{\text{groups}} , iW)\)


	bias – optional bias of shape \((\text{out_channels})\). Default: None.


	stride – the stride of the convolving kernel. Can be a single number or a
tuple (sW,). Default: 1


	padding – implicit paddings on both sides of the input. Can be a
single number or a tuple (padW,). Default: 0


	dilation – the spacing between kernel elements. Can be a single number or
a tuple (dW,). Default: 1


	groups – split input into groups, \(\text{in_channels}\) should be divisible by the
number of groups. Default: 1








For examples:

>>> import oneflow as flow
>>> import oneflow.nn.functional as F

>>> inputs = flow.randn(33, 16, 30)
>>> filters = flow.randn(20, 16, 5)
>>> outputs = F.conv1d(inputs, filters)










	
oneflow.nn.functional.conv2d(input, weight, bias=None, stride=1, padding=0, dilation=1, groups=1) → Tensor

	The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.functional.conv2d.html.

Applies a 2D convolution over an input image composed of several input
planes.

See Conv2d for details and output shape.


	Parameters

	
	input – input tensor of shape \((\text{minibatch} , \text{in_channels} , iH , iW)\)


	weight – filters of shape \((\text{out_channels} , \frac{\text{in_channels}}{\text{groups}} , kH , kW)\)


	bias – optional bias of shape \((\text{out_channels})\). Default: None.


	stride – the stride of the convolving kernel. Can be a single number or a
tuple (sH, sW). Default: 1


	padding – implicit paddings on both sides of the input. Can be a
single number or a tuple (padH, padW). Default: 0


	dilation – the spacing between kernel elements. Can be a single number or
a tuple (dH, dW). Default: 1


	groups – split input into groups, \(\text{in_channels}\) should be divisible by the
number of groups. Default: 1








For examples:

>>> import oneflow as flow
>>> import oneflow.nn.functional as F

>>> inputs = flow.randn(8, 4, 3, 3)
>>> filters = flow.randn(1, 4, 5, 5)
>>> outputs = F.conv2d(inputs, filters, padding=1)










	
oneflow.nn.functional.conv3d(input, weight, bias=None, stride=1, padding=0, dilation=1, groups=1) → Tensor

	The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.nn.functional.conv3d.html.

Applies a 3D convolution over an input image composed of several input
planes.

See Conv3d for details and output shape.


	Parameters

	
	input – input tensor of shape
\((\text{minibatch} , \text{in_channels} , iD , iH , iW)\)


	weight – filters of shape
\((\text{out_channels} , \frac{\text{in_channels}}{\text{groups}} , kD , kH , kW)\)


	bias – optional bias of shape \((\text{out_channels})\). Default: None.


	stride – the stride of the convolving kernel. Can be a single number or a
tuple (sD, sH, sW). Default: 1


	padding – implicit paddings on both sides of the input. Can be a
single number or a tuple (padD, padH, padW). Default: 0


	dilation – the spacing between kernel elements. Can be a single number or
a tuple (dD, dH, dW). Default: 1


	groups – split input into groups, \(\text{in_channels}\) should be
divisible by the number of groups. Default: 1








For examples:

>>> import oneflow as flow
>>> import oneflow.nn.functional as F

>>> inputs = flow.randn(20, 16, 50, 10, 20)
>>> filters = flow.randn(33, 16, 3, 3, 3)
>>> outputs = F.conv3d(inputs, filters)










	
oneflow.nn.functional.conv_transpose1d(input, weight, bias=None, stride=1, padding=0, output_padding=0, groups=1, dilation=1) → Tensor

	The documentation is referenced from: https://pytorch.org/docs/stable/generated/torch.nn.functional.conv_transpose1d.html

Applies a 1D transposed convolution operator over an input signal composed of several input planes, sometimes also called “deconvolution”.

See ConvTranspose1d for details and output shape.


	Parameters

	
	input – input tensor of shape \((\text{minibatch} , \text{in_channels} , iW)\)


	weight – filters of shape \((\text{in_channels} , \frac{\text{out_channels}}{\text{groups}} , kW)\)


	bias – optional bias of shape \((\text{out_channels})\). Default: None.


	stride – the stride of the convolving kernel. Can be a single number or a
tuple (sW,). Default: 1


	padding – dilation * (kernel_size - 1) - padding zero-padding will be added to both sides of each dimension in the input. Can be a single number or a tuple (padW,). Default: 0


	output_padding – additional size added to one side of each dimension in the output shape. Can be a single number or a tuple (out_padW). Default: 0


	groups – split input into groups, \(\text{in_channels}\) should be divisible by the
number of groups. Default: 1


	dilation – the spacing between kernel elements. Can be a single number or
a tuple (dW,). Default: 1








For examples:

>>> import oneflow as flow
>>> import oneflow.nn.functional as F

>>> inputs = flow.randn(20, 16, 50)
>>> weights = flow.randn(16, 33, 5)
>>> outputs = F.conv_transpose1d(inputs, weights)










	
oneflow.nn.functional.conv_transpose2d(input, weight, bias=None, stride=1, padding=0, output_padding=0, groups=1, dilation=1) → Tensor

	The documentation is referenced from: https://pytorch.org/docs/stable/generated/torch.nn.functional.conv_transpose3d.html

Applies a 2D transposed convolution operator over an input image composed of several input planes, sometimes also called “deconvolution”.

See ConvTranspose2d for details and output shape.


	Parameters

	
	input – input tensor of shape \((\text{minibatch} , \text{in_channels} , iH , iW)\)


	weight – filters of shape \((\text{in_channels} , \frac{\text{out_channels}}{\text{groups}} , kH , kW)\)


	bias – optional bias of shape \((\text{out_channels})\). Default: None.


	stride – the stride of the convolving kernel. Can be a single number or a
tuple (sH, sW). Default: 1


	padding – dilation * (kernel_size - 1) - padding zero-padding will be added to both sides of each dimension in the input. Can be a single number or a tuple (padH, padW). Default: 0


	output_padding – additional size added to one side of each dimension in the output shape. Can be a single number or a tuple (out_padH, out_padW). Default: 0


	groups – split input into groups, \(\text{in_channels}\) should be divisible by the
number of groups. Default: 1


	dilation – the spacing between kernel elements. Can be a single number or
a tuple (dH, dW). Default: 1








For examples:

>>> import oneflow as flow
>>> import oneflow.nn.functional as F

>>> inputs = flow.randn(1, 4, 5, 5)
>>> weights = flow.randn(4, 8, 3, 3)
>>> outputs = F.conv_transpose2d(inputs, weights, padding=1)










	
oneflow.nn.functional.conv_transpose3d(input, weight, bias=None, stride=1, padding=0, output_padding=0, groups=1, dilation=1) → Tensor

	The documentation is referenced from: https://pytorch.org/docs/stable/generated/torch.nn.functional.conv_transpose3d.html

Applies a 3D transposed convolution operator over an input image composed of several input planes, sometimes also called “deconvolution”.

See ConvTranspose3d for details and output shape.


	Parameters

	
	input – input tensor of shape
\((\text{minibatch} , \text{in_channels} , iT , iH , iW)\)


	weight – filters of shape
\((\text{in_channels} , \frac{\text{out_channels}}{\text{groups}} , kT , kH , kW)\)


	bias – optional bias of shape \((\text{out_channels})\). Default: None.


	stride – the stride of the convolving kernel. Can be a single number or a
tuple (sD, sH, sW). Default: 1


	padding – dilation * (kernel_size - 1) - padding zero-padding will be added to both sides of each dimension in the input. Can be a single number or a tuple (padT, padH, padW). Default: 0


	output_padding – additional size added to one side of each dimension in the output shape. Can be a single number or a tuple (out_padT, out_padH, out_padW). Default: 0


	groups – split input into groups, \(\text{in_channels}\) should be
divisible by the number of groups. Default: 1


	dilation – the spacing between kernel elements. Can be a single number or
a tuple (dT, dH, dW). Default: 1








For examples:

>>> import oneflow as flow
>>> import oneflow.nn.functional as F

>>> inputs = flow.randn(20, 16, 50, 10, 20)
>>> weights = flow.randn(16, 33, 3, 3, 3)
>>> outputs = F.conv_transpose3d(inputs, weights)










	
oneflow.nn.functional.adaptive_avg_pool1d(input, output_size) → Tensor

	Applies a 1D adaptive average pooling over an input signal composed of
several input planes.

See AdaptiveAvgPool1d for details and output shape.


	Parameters

	
	input – the input tensor


	output_size – the target output size (single integer)








For examples:

>>> import oneflow as flow
>>> import numpy as np

>>> arr = np.array([[[ 0.0558, -0.6875, -1.6544, -0.6226,  0.1018,  0.0502, -1.2538, 0.1491]]])
>>> input = flow.tensor(arr, dtype=flow.float32)
>>> flow.nn.functional.adaptive_avg_pool1d(input, output_size=[4])
tensor([[[-0.3158, -1.1385,  0.0760, -0.5524]]], dtype=oneflow.float32)










	
oneflow.nn.functional.adaptive_avg_pool2d(input, output_size) → Tensor

	Applies a 2D adaptive average pooling over an input signal composed of several input planes.

See AdaptiveAvgPool2d for details and output shape.


	Parameters

	
	input – the input tensor


	output_size – the target output size (single integer or double-integer tuple)








For examples:

>>> import oneflow as flow
>>> import numpy as np

>>> arr = np.array([[[[ 0.1004,  0.0488, -1.0515,  0.9466],[ 0.4538,  0.2361,  1.3437,  0.398 ],[ 0.0558, -0.6875, -1.6544, -0.6226],[ 0.1018,  0.0502, -1.2538,  0.1491]]]])
>>> input = flow.tensor(arr, dtype=flow.float32)
>>> outputs = flow.nn.functional.adaptive_avg_pool2d(input, (2, 2))










	
oneflow.nn.functional.adaptive_avg_pool3d(input, output_size) → Tensor

	Applies a 3D adaptive average pooling over an input signal composed of several input planes.

See AdaptiveAvgPool3d for details and output shape.


	Parameters

	
	input – the input tensor


	output_size – the target output size (single integer or triple-integer tuple)








For examples:

>>> import oneflow as flow
>>> import numpy as np

>>> input = flow.tensor(np.random.randn(1, 1, 4, 4, 4), dtype=flow.float32)
>>> output = flow.nn.functional.adaptive_avg_pool3d(input, (2, 2, 2))










	
oneflow.nn.functional.relu()

	Applies the rectified linear unit function element-wise. See ReLU for more details.


	Parameters

	inplace – If set to True, will do this operation in-place. Default: False





For examples:

>>> import oneflow as flow
>>> import numpy as np

>>> ndarr = np.asarray([1, -2, 3])
>>> input = flow.Tensor(ndarr)
>>> output = flow.relu(input)
>>> output
tensor([1., 0., 3.], dtype=oneflow.float32)










	
oneflow.nn.functional.hardsigmoid(x: Tensor) → Tensor

	Applies the element-wise function
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Functions and classes for autograd.


	
class oneflow.autograd.Function(self)

	Base class to create custom autograd.Function.

To create a custom autograd.Function, subclass this class and implement the forward()
and backward() static methods. Then, to use your custom op in the forward pass, call the
class method apply() or __call__(). Do not call forward() directly.

For example:

class Exp(Function):
    @staticmethod
    def forward(ctx, i):
        result = i.exp()
        ctx.save_for_backward(result)
        return result

    @staticmethod
    def backward(ctx, grad_output):
        result, = ctx.saved_tensors
        return grad_output * result

# Use it by calling the apply method or __call__ method
output = Exp.apply(input)  # output = Exp()(input)






	
__call__(*inputs)

	See self.apply().






	
classmethod apply(*inputs)

	Calculate output tensors and build backward graph.









Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
oneflow.autograd.backward(tensors: Union[oneflow.Tensor, Sequence[oneflow.Tensor]], grad_tensors: Optional[Union[oneflow.Tensor, Sequence[oneflow.Tensor]]], retain_graph: bool = False, create_graph: bool = False) → None

	The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.autograd.backward.html.

Computes the sum of gradients of given tensors with respect to graph leaves.

The graph is differentiated using the chain rule. If any of tensors are non-scalar (i.e.
their data has more than one element) and require gradient, then the Jacobian-vector product
would be computed, in this case the function additionally requires specifying grad_tensors.
It should be a sequence of matching length, that contains the “vector” in the Jacobian-vector
product, usually the gradient of the differentiated function w.r.t. corresponding tensors.
(None is an acceptable value for all tensors that don’t need gradient.)

This function accumulates gradients in the leaves - you might need to zero .grad attributes
or set them to None before calling it.


Note

Using this method with create_graph=True will create a reference cycle between the
parameter and its gradient which can cause a memory leak. We recommend using
autograd.grad when creating the graph to avoid this. If you have to use this function,
make sure to reset the .grad fields of your parameters to None after use to break
the cycle and avoid the leak.




	Parameters

	
	tensors (Tensor or Sequence[Tensor]) – Tensors of which the derivative will be computed.


	grad_tensors (Tensor or Sequence[Tensor], optional) – The “vector” in the Jacobian-vector
product, usually gradients each element of corresponding tensors. (None values can be
specified for scalar Tensors or ones that don’t require grad.)


	retain_graph (bool, optional) – If False, the graph used to compute the grads will be
reset after backward is complete. Defaults to False. Note that in nearly all cases
setting this option to True is not needed and often can be worked around in a much
more efficient way. Defaults to the value of create_graph.


	create_graph (bool, optional) – If True, graph of the derivative will be constructed,
allowing to compute higher order derivative products. Defaults to False.













	
oneflow.autograd.grad(outputs: Union[oneflow.Tensor, Sequence[oneflow.Tensor]], inputs: Union[oneflow.Tensor, Sequence[oneflow.Tensor]], grad_outputs: Optional[Union[oneflow.Tensor, Sequence[oneflow.Tensor]]] = None, retain_graph: bool = False, create_graph: bool = False) → Tuple[oneflow.Tensor]

	The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.autograd.grad.html.

Computes and returns the sum of gradients of outputs with respect to the inputs.

The graph is differentiated using the chain rule. grad_outputs should be a sequence of
length matching outputs, containing the “vector” in the Jacobian-vector product.
(None is an acceptable value for that tensor don’t require gradient.)


	Parameters

	
	outputs (Sequence[Tensor]) – Tensors of which the derivative will be computed.


	inputs (Sequence[Tensor]) – Inputs w.r.t. which the derivative will be returned(and not
accumulated into .grad).


	grad_outputs (Sequence[Tensor], optional) – The “vector” in the Jacobian-vector product.
Usually gradients w.r.t. each output. None values can be specified for scalar Tensors
or ones that don’t require grad. Defaults to None.


	retain_graph (bool, optional) – If False, the graph used to compute the grads will be
reset after backward is complete. Defaults to False. Note that in nearly all cases
setting this option to True is not needed and often can be worked around in a much
more efficient way. Defaults to the value of create_graph.


	create_graph (bool, optional) – If True, graph of the derivative will be constructed,
allowing to compute higher order derivative products. Defaults to False.






	Returns

	A tuple of tensors containing the gradients for each inputs.



	Return type

	Tuple(Tensor)
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ONEFLOW.CUDA

Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
class oneflow.cuda.BoolTensor

	The tensortype oneflow.cuda.BoolTensor is not available.






	
class oneflow.cuda.ByteTensor

	The tensortype oneflow.cuda.ByteTensor is not available.






	
class oneflow.cuda.CharTensor

	The tensortype oneflow.cuda.CharTensor is not available.






	
class oneflow.cuda.DoubleTensor

	The tensortype oneflow.cuda.DoubleTensor is not available.






	
class oneflow.cuda.FloatTensor

	The tensortype oneflow.cuda.FloatTensor is not available.






	
class oneflow.cuda.HalfTensor

	The tensortype oneflow.cuda.HalfTensor is not available.






	
class oneflow.cuda.IntTensor

	The tensortype oneflow.cuda.IntTensor is not available.






	
class oneflow.cuda.LongTensor

	The tensortype oneflow.cuda.LongTensor is not available.






	
oneflow.cuda.current_device() → int

	Returns local rank as device index.






	
oneflow.cuda.device_count() → int

	Returns the number of GPUs available.






	
oneflow.cuda.empty_cache() → None

	Releases all unoccupied cached memory currently held by the caching
allocators of all OneFlow streams so those can be re-allocated in OneFlow streams
or other GPU application and visible in nvidia-smi.


Note

empty_cache() may enable one stream to release memory
and then freed memory can be used by another stream. It may also help reduce
fragmentation of GPU memory in certain cases.








	
oneflow.cuda.is_available() → bool

	Returns a bool indicating if CUDA is currently available.






	
oneflow.cuda.manual_seed(seed: int) → None

	The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.cuda.manual_seed.html.

Sets the seed for generating random numbers for the current GPU.
It’s safe to call this function if CUDA is not available; in that
case, it is silently ignored.


	Parameters

	seed (int) – The desired seed.






Warning

If you are working with a multi-GPU model, this function is insufficient
to get determinism.  To seed all GPUs, use manual_seed_all().








	
oneflow.cuda.manual_seed_all(seed) → None

	The documentation is referenced from:
https://pytorch.org/docs/1.10/generated/torch.cuda.manual_seed_all.html.

Sets the seed for generating random numbers on all GPUs.
It’s safe to call this function if CUDA is not available; in that
case, it is silently ignored.


	Parameters

	seed (int) – The desired seed.










	
oneflow.cuda.set_device(device: Union[oneflow._oneflow_internal.device, str, int]) → None

	The documentation is referenced from:
https://pytorch.org/docs/stable/generated/torch.cuda.set_device.html.

Sets the current device.
Usage of this function is discouraged in favor of device. In most
cases it’s better to use CUDA_VISIBLE_DEVICES environmental variable.


	Parameters

	device (flow.device or int) – selected device. This function is a no-op
if this argument is negative.










	
oneflow.cuda.synchronize(device: Optional[Union[oneflow._oneflow_internal.device, str, int]] = None) → None

	Waits for all kernels in all streams on a CUDA device to complete.


Note

In the eager mode of oneflow, all operations will be converted
into instructions executed in the virtual machine,
so in order to comply with the semantics of synchronization,
this function will call the eager.Sync() function before the device is synchronized,
which may affect the operations executed in other devices.




	Parameters

	device (flow.device or int, optional) – device for which to synchronize.
It uses the current device, given by current_device(),
if device is None (default).
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oneflow.distributed

run commands below to see more about usage.

python3 -m oneflow.distributed.launch -h





usage: launch.py [-h] [--nnodes NNODES] [--node_rank NODE_RANK]
             [--nproc_per_node NPROC_PER_NODE] [--master_addr MASTER_ADDR]
             [--master_port MASTER_PORT] [-m] [--no_python]
             [--redirect_stdout_and_stderr] [--logdir LOGDIR]
             training_script ...

OneFlow distributed training launch helper utility that will spawn up multiple
distributed processes

positional arguments:
training_script       The full path to the single GPU training program/script to be
                        launched in parallel, followed by all the arguments for the
                        training script
training_script_args

optional arguments:
-h, --help            show this help message and exit
--nnodes NNODES       The number of nodes to use for distributed training
--node_rank NODE_RANK
                        The rank of the node for multi-node distributed training
--nproc_per_node NPROC_PER_NODE
                        The number of processes to launch on each node, for GPU
                        training, this is recommended to be set to the number of GPUs in
                        your system so that each process can be bound to a single GPU.
--master_addr MASTER_ADDR
                        Master node (rank 0)'s address, should be either the IP address
                        or the hostname of node 0, for single node multi-proc training,
                        the --master_addr can simply be 127.0.0.1
--master_port MASTER_PORT
                        Master node (rank 0)'s free port that needs to be used for
                        communication during distributed training
-m, --module          Changes each process to interpret the launch script as a python
                        module, executing with the same behavior as'python -m'.
--no_python           Do not prepend the training script with "python" - just exec it
                        directly. Useful when the script is not a Python script.
--redirect_stdout_and_stderr
                        write the stdout and stderr to files 'stdout' and 'stderr'. Only
                        available when logdir is set
--logdir LOGDIR       Relative path to write subprocess logs to. Passing in a relative
                        path will create a directory if needed. Note that successive
                        runs with the same path to write logs to will overwrite existing
                        logs, so be sure to save logs as needed.
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OneFlow linear algebra operations.


	
oneflow.linalg.matrix_norm(input, ord='fro', dim=(- 2, - 1), keepdim=False, *, dtype=None, out=None) → Tensor

	Computes a matrix norm.

Support input of float, double, cfloat and cdouble dtypes.
Also supports batches of matrices: the norm will be computed over the
dimensions specified by the 2-tuple dim and the other dimensions will
be treated as batch dimensions. The output will have the same batch dimensions.

ord defines the matrix norm that is computed. The following norms are supported:







	ord

	matrix norm





	‘fro’ (default)

	Frobenius norm



	‘nuc’

	– not supported yet –



	inf

	max(sum(abs(x), dim=1))



	-inf

	min(sum(abs(x), dim=1))



	1

	max(sum(abs(x), dim=0))



	-1

	min(sum(abs(x), dim=0))



	2

	– not supported yet –



	-2

	– not supported yet –






where inf refers to float(‘inf’), NumPy’s inf object, or any equivalent object.


	Parameters

	
	input (Tensor) – tensor with two or more dimensions. By default its
shape is interpreted as (*, m, n) where * is zero or more
batch dimensions, but this behavior can be controlled using dim.


	ord (int, inf, -inf, 'fro', 'nuc', optional) – order of norm. Default: ‘fro’


	dim (Tuple[int, int], optional) – dimensions over which to compute the norm. Default: (-2, -1)


	keepdim (bool, optional) – If set to True, the reduced dimensions are retained
in the result as dimensions with size one. Default: False






	Returns

	A real-valued tensor.





Examples:

>>> import oneflow as flow
>>> from oneflow import linalg as LA
>>> import numpy as np
>>> a = flow.tensor(np.arange(9, dtype=np.float32)).reshape(3,3)
>>> a
tensor([[0., 1., 2.],
        [3., 4., 5.],
        [6., 7., 8.]], dtype=oneflow.float32)
>>> LA.matrix_norm(a)
tensor(14.2829, dtype=oneflow.float32)
>>> LA.matrix_norm(a, ord=-1)
tensor(9., dtype=oneflow.float32)
>>> b = a.expand(2, -1, -1)
>>> b
tensor([[[0., 1., 2.],
         [3., 4., 5.],
         [6., 7., 8.]],

        [[0., 1., 2.],
         [3., 4., 5.],
         [6., 7., 8.]]], dtype=oneflow.float32)
>>> LA.matrix_norm(b, dim=(0, 2))
tensor([ 3.1623, 10.0000, 17.2627], dtype=oneflow.float32)










	
oneflow.linalg.norm(input, ord=None, dim=None, keepdim=False, *, dtype=None, out=None) → Tensor

	Returns the matrix norm or vector norm of a given tensor.

This function can calculate one of eight different types of matrix norms, or one
of an infinite number of vector norms, depending on both the number of reduction
dimensions and the value of the ord parameter.


	Parameters

	
	input (Tensor) – The input tensor. If dim is None, input must be 1-D or 2-D, unless ord
is None. If both dim and ord are None, the 2-norm of the input flattened to 1-D
will be returned. Its data type must be either a floating point or complex type. For complex
inputs, the norm is calculated on of the absolute values of each element. If the input is
complex and neither dtype nor out is specified, the result’s data type will
be the corresponding floating point type (e.g. float if input is complexfloat).


	ord (int, inf, -inf, 'fro', 'nuc', optional) – order of norm. Default: ‘None’
The following norms can be calculated:








	ord

	norm for matrices

	norm for vectors





	None

	Frobenius norm

	2-norm



	’fro’

	Frobenius norm

	– not supported –



	‘nuc’

	– not supported yet –

	– not supported –



	inf

	max(sum(abs(x), dim=1))

	max(abs(x))



	-inf

	min(sum(abs(x), dim=1))

	min(abs(x))



	0

	– not supported –

	sum(x != 0)



	1

	max(sum(abs(x), dim=0))

	as below



	-1

	min(sum(abs(x), dim=0))

	as below



	2

	– not supported yet –

	as below



	-2

	– not supported yet –

	as below



	other

	– not supported –

	sum(abs(x)^{ord})^{(1 / ord)}






where inf refers to float(‘inf’), NumPy’s inf object, or any equivalent object.




	dim (int, 2-tuple of ints, 2-list of ints, optional) – If dim is an int,
vector norm will be calculated over the specified dimension. If dim
is a 2-tuple of ints, matrix norm will be calculated over the specified
dimensions. If dim is None, matrix norm will be calculated
when the input tensor has two dimensions, and vector norm will be
calculated when the input tensor has one dimension. Default: None


	keepdim (bool, optional) – If set to True, the reduced dimensions are retained
in the result as dimensions with size one. Default: False


	out (Tensor, optional) – The output tensor.








For example:

>>> import oneflow as flow
>>> from oneflow import linalg as LA
>>> import numpy as np
>>> a = flow.tensor(np.arange(9, dtype=np.float32) - 4)
>>> a
tensor([-4., -3., -2., -1.,  0.,  1.,  2.,  3.,  4.], dtype=oneflow.float32)
>>> b = a.reshape(3, 3)
>>> b
tensor([[-4., -3., -2.],
        [-1.,  0.,  1.],
        [ 2.,  3.,  4.]], dtype=oneflow.float32)
>>> LA.norm(a)
tensor(7.7460, dtype=oneflow.float32)
>>> LA.norm(b)
tensor(7.7460, dtype=oneflow.float32)
>>> LA.norm(b, 'fro')
tensor(7.7460, dtype=oneflow.float32)
>>> LA.norm(a, float('inf'))
tensor(4., dtype=oneflow.float32)
>>> LA.norm(b, float('inf'))
tensor(9., dtype=oneflow.float32)
>>> LA.norm(a, -float('inf'))
tensor(0., dtype=oneflow.float32)
>>> LA.norm(b, -float('inf'))
tensor(2., dtype=oneflow.float32)
>>> LA.norm(a, 1)
tensor(20., dtype=oneflow.float32)
>>> LA.norm(b, 1)
tensor(7., dtype=oneflow.float32)
>>> LA.norm(a, -1)
tensor(0., dtype=oneflow.float32)
>>> LA.norm(b, -1)
tensor(6., dtype=oneflow.float32)
>>> LA.norm(a, 2)
tensor(7.7460, dtype=oneflow.float32)
>>> LA.norm(a, -2)
tensor(0., dtype=oneflow.float32)
>>> LA.norm(a, 3)
tensor(5.8480, dtype=oneflow.float32)
>>> LA.norm(a, -3)
tensor(0., dtype=oneflow.float32)
>>> c = flow.tensor([[1., 2., 3.],
...                   [-1, 1, 4]])
>>> LA.norm(c, dim=0)
tensor([1.4142, 2.2361, 5.0000], dtype=oneflow.float32)
>>> LA.norm(c, dim=1, keepdim = True)
tensor([[3.7417],
        [4.2426]], dtype=oneflow.float32)
>>> LA.norm(c, ord=1, dim=1)
tensor([6., 6.], dtype=oneflow.float32)










	
oneflow.linalg.vector_norm(input, ord=2, dim=None, keepdim=False, *, dtype=None, out=None) → Tensor

	Computes a vector norm.

Supports input of float, double dtypes.

This function does not necessarily treat multidimensonal attr:input as a batch of
vectors, instead:


	If dim= None, input will be flattened before the norm is computed.


	If dim is an int or a tuple, the norm will be computed over these dimensions and the other dimensions will be treated as batch dimensions.




This behavior is for consistency with flow.linalg.norm().

ord defines the vector norm that is computed. The following norms are supported:







	ord

	vector norm





	2 (default)

	2-norm (see below)



	inf

	max(abs(x))



	-inf

	min(abs(x))



	0

	sum(x != 0)



	other int or float

	sum(abs(x)^{ord})^{(1 / ord)}






where inf refers to float(‘inf’), NumPy’s inf object, or any equivalent object.


	Parameters

	
	input (Tensor) – tensor, flattened by default, but this behavior can be
controlled using dim.


	ord (int, float, inf, -inf, 'fro', 'nuc', optional) – order of norm. Default: 2


	dim (int, Tuple[int], optional) – dimensions over which to compute
the norm. See above for the behavior when dim= None.
Default: None


	keepdim (bool, optional) – If set to True, the reduced dimensions are retained
in the result as dimensions with size one. Default: False






	Returns

	A real-valued tensor.





Examples:

>>> import oneflow as flow
>>> from oneflow import linalg as LA
>>> import numpy as np
>>> a = flow.tensor(np.arange(9, dtype=np.float32) - 4)
>>> a
tensor([-4., -3., -2., -1.,  0.,  1.,  2.,  3.,  4.], dtype=oneflow.float32)
>>> b = a.reshape(3, 3)
>>> b
tensor([[-4., -3., -2.],
        [-1.,  0.,  1.],
        [ 2.,  3.,  4.]], dtype=oneflow.float32)
>>> LA.vector_norm(a, ord=3.5)
tensor(5.4345, dtype=oneflow.float32)
>>> LA.vector_norm(b, ord=3.5)
tensor(5.4345, dtype=oneflow.float32)
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oneflow.nn.init


Operators for initialization


	
oneflow.nn.init.xavier_uniform_(tensor, gain=1.0, *, data_format='NCHW')

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/nn.init.html.

Fills the input Tensor with values according to the method
described in Understanding the difficulty of training deep feedforward
neural networks - Glorot, X. & Bengio, Y. (2010), using a uniform
distribution. The resulting tensor will have values sampled from
\(\mathcal{U}(-a, a)\) where


\[a = \text{gain} \times \sqrt{\frac{6}{\text{fan_in} + \text{fan_out}}}\]

Also known as Glorot initialization.


	Parameters

	
	tensor – an n-dimensional flow.Tensor


	gain – an optional scaling factor








Examples

>>> w = flow.empty(3, 5)
>>> nn.init.xavier_uniform_(w, gain=nn.init.calculate_gain('relu'))










	
oneflow.nn.init.xavier_normal_(tensor, gain=1.0, *, data_format='NCHW')

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/nn.init.html.

Fills the input Tensor with values according to the method
described in Understanding the difficulty of training deep feedforward
neural networks - Glorot, X. & Bengio, Y. (2010), using a normal
distribution. The resulting tensor will have values sampled from
\(\mathcal{N}(0, \text{std}^2)\) where


\[\text{std} = \text{gain} \times \sqrt{\frac{2}{\text{fan_in} + \text{fan_out}}}\]

Also known as Glorot initialization.


	Parameters

	
	tensor – an n-dimensional flow.Tensor


	gain – an optional scaling factor








Examples

>>> w = flow.empty(3, 5)
>>> nn.init.xavier_normal_(w)










	
oneflow.nn.init.kaiming_uniform_(tensor, a=0, mode='fan_in', nonlinearity='leaky_relu', *, data_format='NCHW')

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/nn.init.html.

Fills the input Tensor with values according to the method
described in Delving deep into rectifiers: Surpassing human-level
performance on ImageNet classification - He, K. et al. (2015), using a
uniform distribution. The resulting tensor will have values sampled from
\(\mathcal{U}(-\text{bound}, \text{bound})\) where


\[\text{bound} = \text{gain} \times \sqrt{\frac{3}{\text{fan_mode}}}\]

Also known as He initialization.


	Parameters

	
	tensor – an n-dimensional flow.Tensor


	a – the negative slope of the rectifier used after this layer (only
used with 'leaky_relu')


	mode – either 'fan_in' (default) or 'fan_out'. Choosing 'fan_in'
preserves the magnitude of the variance of the weights in the
forward pass. Choosing 'fan_out' preserves the magnitudes in the
backwards pass.


	nonlinearity – the non-linear function (nn.functional name),
recommended to use only with 'relu' or 'leaky_relu' (default).








Examples

>>> w = flow.empty(3, 5)
>>> nn.init.kaiming_uniform_(w, mode='fan_in', nonlinearity='relu')










	
oneflow.nn.init.kaiming_normal_(tensor, a=0, mode='fan_in', nonlinearity='leaky_relu', *, data_format='NCHW')

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/1.10/nn.init.html.

Fills the input Tensor with values according to the method
described in Delving deep into rectifiers: Surpassing human-level
performance on ImageNet classification - He, K. et al. (2015), using a
normal distribution. The resulting tensor will have values sampled from
\(\mathcal{N}(0, \text{std}^2)\) where


\[\text{std} = \frac{\text{gain}}{\sqrt{\text{fan_mode}}}\]

Also known as He initialization.


	Parameters

	
	tensor – an n-dimensional flow.Tensor


	a – the negative slope of the rectifier used after this layer (only
used with 'leaky_relu')


	mode – either 'fan_in' (default) or 'fan_out'. Choosing 'fan_in'
preserves the magnitude of the variance of the weights in the
forward pass. Choosing 'fan_out' preserves the magnitudes in the
backwards pass.


	nonlinearity – the non-linear function (nn.functional name),
recommended to use only with 'relu' or 'leaky_relu' (default).








Examples

>>> w = flow.empty(3, 5)
>>> nn.init.kaiming_normal_(w, mode='fan_out', nonlinearity='relu')










	
oneflow.nn.init.orthogonal_(tensor, gain=1.0)

	The interface is consistent with PyTorch.
The documentation is referenced from: https://pytorch.org/docs/stable/nn.init.html.

Fills the input Tensor with a (semi) orthogonal matrix, as
described in Exact solutions to the nonlinear dynamics of learning in deep
linear neural networks - Saxe, A. et al. (2013). The input tensor must have
at least 2 dimensions, and for tensors with more than 2 dimensions the
trailing dimensions are flattened.


	Parameters

	
	tensor – an n-dimensional torch.Tensor, where \(n \geq 2\)


	gain – optional scaling factor








Examples

>>> w = flow.empty(3, 5)
>>> nn.init.orthogonal_(w)
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oneflow.optim


Optimizers

Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
class oneflow.optim.Adagrad(params: Union[Iterator[oneflow.nn.Parameter], List[Dict]], lr: float = 0.001, lr_decay: float = 0.0, weight_decay: float = 0, initial_accumulator_value: float = 0.0, eps: float = 1e-10)

	Implements Adagrad Optimizer.

The formula is:


\[ \begin{align}\begin{aligned}& S_{t} = S_{t-1} + grad \odot grad\\& decay\_lr = \frac{learning\_rate}{(1 + (train\_step - 1) * lr\_decay)}\\& X_{t} = X_{t-1} - \frac{decay\_lr}{\sqrt{S_{t} + \epsilon}} \odot grad\end{aligned}\end{align} \]


	Parameters

	
	params (Union[Iterator[Parameter], List[Dict]]) – iterable of parameters to optimize or dicts defining


	groups (parameter) – 


	lr (float, optional) – The learning rate. Defaults to 0.001.


	lr_decay (float, optional) – The decay factor of learning rate. Defaults to 0.0.


	weight_decay (float, optional) – The weight decay. Defaults to 0.


	initial_accumulator_value (float, optional) – The initial value of S. Defaults to 0.0.


	eps (float, optional) – A small constant terms added to the denominator to improve numerical stability. Defaults to 1e-10.








For example:

Example 1:

# Assume net is a custom model.
adagrad = flow.optim.Adagrad(net.parameters(), lr=1e-3)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    adagrad.step()
    adagrad.zero_grad()





Example 2:

# Assume net is a custom model.
adagrad = flow.optim.Adagrad(
    [
        {
            "params": net.parameters(),
            "lr": learning_rate,
            "clip_grad_max_norm": 0.5,
            "clip_grad_norm_type": 2.0,
        }
    ],
)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    adagrad.clip_grad()
    adagrad.step()
    adagrad.zero_grad()





If you want to use clip_grad, you can refer this example.

For more details of clip_grad_max_norm and clip_grad_norm_type, you can refer to oneflow.nn.utils.clip_grad_norm_().


	
step(closure: Optional[Callable] = None)

	Performs a single optimization step.


	Parameters

	closure (callable, optional) – A closure that reevaluates the model
and returns the loss.














	
class oneflow.optim.Adam(params: Union[Iterator[oneflow.nn.Parameter], List[Dict]], lr: float = 0.001, betas: Tuple[float, float] = (0.9, 0.999), eps: float = 1e-08, weight_decay: float = 0, amsgrad: bool = False, do_bias_correction: bool = True)

	Implements Adam algorithm.

It has been proposed in Adam: A Method for Stochastic Optimization [https://arxiv.org/abs/1412.6980].
The implementation of the L2 penalty follows changes proposed in
Decoupled Weight Decay Regularization [https://arxiv.org/abs/1711.05101].

This algorithm can adjust the learning rate of each parameter dynamically according to the 1st-moment estimates and the 2nd-moment estimates of gradient.

the equation of parameters updating is:


\[ \begin{align}\begin{aligned}& V_t = \beta_1*V_{t-1} + (1-\beta_1)*grad\\& S_t = \beta_2*S_{t-1} + (1-\beta_2)*{grad} \odot {grad}\\& \hat{g} = learning\_rate*\frac{{V_t}}{\sqrt{{S_t}}+\epsilon}\\& param_{new} = param_{old} - \hat{g}\end{aligned}\end{align} \]


	Parameters

	
	params (iterable) – iterable of parameters to optimize or dicts defining
parameter groups


	lr (float, optional) – learning rate (default: 1e-3)


	betas (Tuple[float, float], optional) – coefficients used for computing
running averages of gradient and its square (default: (0.9, 0.999))


	eps (float, optional) – term added to the denominator to improve
numerical stability (default: 1e-8)


	weight_decay (float, optional) – weight decay (L2 penalty) (default: 0)


	amsgrad (bool, optional) – whether to use the AMSGrad variant of this algorithm. (default: False)


	do_bias_correction (bool, optional) – Whether do bias correction (default: True)








For example:

Example 1:

# Assume net is a custom model.
adam = flow.optim.Adam(net.parameters(), lr=1e-3)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    adam.step()
    adam.zero_grad()





Example 2:

# Assume net is a custom model.
adam = flow.optim.Adam(
    [
        {
            "params": net.parameters(),
            "lr": learning_rate,
            "clip_grad_max_norm": 0.5,
            "clip_grad_norm_type": 2.0,
        }
    ],
)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    adam.clip_grad()
    adam.step()
    adam.zero_grad()





If you want to use clip_grad, you can refer this example.

For more details of clip_grad_max_norm and clip_grad_norm_type, you can refer to oneflow.nn.utils.clip_grad_norm_().


	
step(closure: Optional[Callable] = None)

	Performs a single optimization step.


	Parameters

	closure (callable, optional) – A closure that reevaluates the model
and returns the loss.










	
property support_sparse

	Whether the Optimizer support sparse update.










	
class oneflow.optim.AdamW(params: Union[Iterator[oneflow.nn.Parameter], List[Dict]], lr: float = 0.001, betas: Tuple[float, float] = (0.9, 0.999), eps: float = 1e-08, weight_decay: float = 0, amsgrad: bool = False, do_bias_correction: bool = True)

	Implements AdamW algorithm.

The original Adam algorithm was proposed in Adam: A Method for Stochastic Optimization [https://arxiv.org/abs/1412.6980].
The AdamW variant was proposed in Decoupled Weight Decay Regularization [https://arxiv.org/abs/1711.05101].

The optimizer of the Adam-weight-decay algorithm.

(More details please refer to Adam-weight-decay [https://www.fast.ai/2018/07/02/adam-weight-decay/]).

So we use Adam-weight-decay algorithm to solve this problem.

the equation of parameters updating is:


\[ \begin{align}\begin{aligned}& V_t = \beta_1*V_{t-1} + (1-\beta_1)*grad\\& S_t = \beta_2*S_{t-1} + (1-\beta_2)*{grad} \odot {grad}\\& \hat{g} = learning\_rate*(\frac{{V_t}}{\sqrt{{S_t}}+\epsilon}+\lambda*param_{old})\\& param_{new} = param_{old} - \hat{g}\end{aligned}\end{align} \]


	Parameters

	
	params (iterable) – iterable of parameters to optimize or dicts defining
parameter groups


	lr (float, optional) – learning rate (default: 1e-3)


	betas (Tuple[float, float], optional) – coefficients used for computing
running averages of gradient and its square (default: (0.9, 0.999))


	eps (float, optional) – term added to the denominator to improve
numerical stability (default: 1e-8)


	weight_decay (float, optional) – weight decay (L2 penalty) (In the equation is λ, default: 0)


	amsgrad (bool, optional) – whether to use the AMSGrad variant of this algorithm. (default: False)


	do_bias_correction (bool, optional) – Whether do bias correction (default: True)








For example:

Example 1:

# Assume net is a custom model.
adamw = flow.optim.AdamW(net.parameters(), lr=1e-3)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    adamw.step()
    adamw.zero_grad()





Example 2:

# Assume net is a custom model.
adamw = flow.optim.AdamW(
    [
        {
            "params": net.parameters(),
            "lr": learning_rate,
            "clip_grad_max_norm": 0.5,
            "clip_grad_norm_type": 2.0,
        }
    ],
)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    adamw.clip_grad()
    adamw.step()
    adamw.zero_grad()





If you want to use clip_grad, you can refer this example.

For more details of clip_grad_max_norm and clip_grad_norm_type, you can refer to oneflow.nn.utils.clip_grad_norm_().


	
step(closure: Optional[Callable] = None)

	Performs a single optimization step.


	Parameters

	closure (callable, optional) – A closure that reevaluates the model
and returns the loss.










	
property support_sparse

	Whether AdamW Optimizer support sparse update.










	
class oneflow.optim.LAMB(params: Union[Iterator[oneflow.nn.Parameter], List[Dict]], lr: float = 0.001, betas: Tuple[float, float] = (0.9, 0.999), eps: float = 1e-08, weight_decay: float = 0, adam_w_mode: bool = True, do_bias_correction: bool = True, amsgrad: bool = False)

	Implements LAMB algorithm.

LAMB was proposed in Large Batch Optimization for Deep Learning: Training BERT in 76 minutes [https://arxiv.org/abs/1904.00962].

The equation of parameters updating is:


\[ \begin{align}\begin{aligned}& V_t = \beta_1*V_{t-1} + (1-\beta_1)*grad\\& S_t = \beta_2*S_{t-1} + (1-\beta_2)*{grad} \odot {grad}\\& \hat{u} = \frac{{V_t}}{\sqrt{{S_t}}+\epsilon}\\& \hat{r} = learning\_rate * \frac{||param_{old}||_2}{||\hat{u}||_2}\\& param_{new} = param_{old} - \hat{r} * \hat{u}\end{aligned}\end{align} \]


	Parameters

	
	parameters (iterable) – iterable of parameters to optimize or dicts defining
parameter groups


	lr (float, optional) – learning rate (default: 1e-3)


	betas (Tuple[float, float], optional) – coefficients used for computing
running averages of gradient and its square (default: (0.9, 0.999))


	eps (float, optional) – term added to the denominator to improve
numerical stability (default: 1e-8)


	weight_decay (float, optional) – weight decay (L2 penalty) (default: 0)


	adam_w_mode (bool, optional) – apply L2 regularization or weight decay True for
decoupled weight decay (also known as AdamW) (default: True)


	do_bias_correction (bool, optional) – whether to do bias correction (default: True)


	amsgrad (bool, optional) – whether to use the AMSGrad variant of this algorithm.


	SUPPORTED now! (default (NOT) – False)








For example:

Example 1:

# Assume net is a custom model.
lamb = flow.optim.LAMB(net.parameters(), lr=1e-3)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    lamb.step()
    lamb.zero_grad()





Example 2:

# Assume net is a custom model.
lamb = flow.optim.LAMB(
    [
        {
            "params": net.parameters(),
            "lr": learning_rate,
            "clip_grad_max_norm": 0.5,
            "clip_grad_norm_type": 2.0,
        }
    ],
)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    lamb.clip_grad()
    lamb.step()
    lamb.zero_grad()





If you want to use clip_grad, you can refer this example.

For more details of clip_grad_max_norm and clip_grad_norm_type, you can refer to oneflow.nn.utils.clip_grad_norm_().


	
step(closure: Optional[Callable] = None)

	Performs a single optimization step.


	Parameters

	closure (callable, optional) – A closure that reevaluates the model
and returns the loss.














	
class oneflow.optim.Optimizer(parameters, options)

	
	
add_param_group(param_group) → None

	Add a param group to the Optimizer s param_groups.
This can be useful when fine tuning a pre-trained network as frozen layers can be made
trainable and added to the Optimizer as training progresses.


	Parameters

	param_group (dict) – Specifies what Tensors should be optimized along with group
specific optimization options.





Example:

>>> import oneflow
>>> import oneflow.optim as optim
>>> w1 = oneflow.ones(3, 3)
>>> w1.requires_grad = True
>>> w2 = oneflow.ones(3, 3)
>>> w2.requires_grad = True
>>> o = optim.SGD([w1])
>>> o.param_groups[0]
{'lr': 0.001, 'momentum': 0.0, 'dampening': 0.0, 'weight_decay': 0.0, 'nesterov': False, 'maximize': False, 'params': [tensor([[1., 1., 1.],
        [1., 1., 1.],
        [1., 1., 1.]], dtype=oneflow.float32, requires_grad=True)]}
>>> o.add_param_group({'params': w2})
>>> o.param_groups[1]
{'lr': 0.001, 'momentum': 0.0, 'dampening': 0.0, 'weight_decay': 0.0, 'nesterov': False, 'maximize': False, 'params': [tensor([[1., 1., 1.],
        [1., 1., 1.],
        [1., 1., 1.]], dtype=oneflow.float32, requires_grad=True)]}










	
clip_grad()

	Clips gradient norm of an iterable of parameters.
The norm is computed over all gradients together, as if they were concatenated into a single vector.

You can set the max_norm and norm_type.

For more details, you can refer to the documentation of each optimizer(like Adam, SGD and so on).

You can also refer the code in oneflow.nn.utils.clip_grad_norm_()






	
load_state_dict(state_dict) → None

	Load the state of the optimizer which is created by state_dict function.

It almost copied from: https://pytorch.org/docs/1.10/_modules/torch/optim/optimizer.html#Optimizer.load_state_dict.






	
state_dict()

	Returns the state of the optimizer as a dict.

It contains two entries:


	state - a dict holding current optimization state. Its content
differs between optimizer classes.


	param_group - a dict containing all parameter groups.




It almost copied from: https://pytorch.org/docs/1.10/_modules/torch/optim/optimizer.html#Optimizer.state_dict.






	
step(closure: Optional[Callable] = None) → Optional[oneflow.Tensor]

	Performs a single optimization step (parameter update).


	Parameters

	closure (Union[Callable, None], optional) – A closure that reevaluates the model and returns the loss. Optional for most optimizers.



	Returns

	The loss.



	Return type

	Union[Tensor, None]










	
property support_sparse

	Whether the Optimizer support sparse update.






	
zero_grad(set_to_none: bool = False)

	Sets the gradients of all optimized torch.Tensor s to zero.


	Parameters

	set_to_none (bool) – instead of setting to zero, set the grads to None.
This will in general have lower memory footprint, and can modestly
improve performance. However, it changes certain behaviors.






	For example:
	1. When the user tries to access a gradient and perform manual ops on
it, a None attribute or a Tensor full of 0s will behave differently.

2. If the user requests zero_grad(set_to_none=True) followed by a
backward pass, grads are guaranteed to be None for params that did not
receive a gradient.

3. Optimizers have a different behavior if the gradient is 0 or None
(in one case it does the step with a gradient of 0 and in the other
it skips the step altogether).














	
class oneflow.optim.RMSprop(params: Union[Iterator[oneflow.nn.Parameter], List[Dict]], lr: float = 0.001, alpha: float = 0.99, eps: float = 1e-08, weight_decay: float = 0, momentum: float = 0.0, centered: bool = False)

	Implements RMSprop algorithm.

oot Mean Squared Propagation (RMSProp) is an unpublished, adaptive learning
rate method. The original slides proposed RMSProp: Slide 29 of
http://www.cs.toronto.edu/~tijmen/csc321/slides/lecture_slides_lec6.pdf .

The original equation is as follows:


\[ \begin{align}\begin{aligned}r(w, t) = \alpha r(w, t-1) + (1 - \alpha)(\nabla Q_{i}(w))^2\\\begin{split}W = w - \frac{\eta} {\\sqrt{r(w,t) + \epsilon}} \nabla Q_{i}(w)\end{split}\end{aligned}\end{align} \]

The first equation calculates moving average of the squared gradient for
each weight. Then dividing the gradient by \(sqrt{v(w,t)}\).
In some cases, adding a momentum term :math: beta is beneficial.
In our implementation, Nesterov momentum is used:


\[ \begin{align}\begin{aligned}r(w, t) = \alpha r(w, t-1) + (1 - \alpha)(\nabla Q_{i}(w))^2\\\begin{split}v(w, t) = \beta v(w, t-1) + \frac{\eta} {\\sqrt{r(w,t) +
    \epsilon}} \nabla Q_{i}(w)\end{split}\\w = w - v(w, t)\end{aligned}\end{align} \]

if centered is True:


\[ \begin{align}\begin{aligned}r(w, t) = \alpha r(w, t-1) + (1 - \alpha)(\nabla Q_{i}(w))^2\\g(w, t) = \alpha g(w, t-1) + (1 - \alpha)\nabla Q_{i}(w)\\\begin{split}v(w, t) = \beta v(w, t-1) + \frac{\eta} {\\sqrt{r(w,t) - (g(w, t))^2 +
    \epsilon}} \nabla Q_{i}(w)\end{split}\\w = w - v(w, t)\end{aligned}\end{align} \]

where, \(\alpha\) is a hyperparameter and typical values are 0.99, 0.95
and so on. \(\beta\) is the momentum term. \(\epsilon\) is a
smoothing term to avoid division by zero, usually set somewhere in range
from 1e-4 to 1e-8.


	Parameters

	
	params (iterable) – iterable of parameters to optimize or dicts defining
parameter groups


	lr (float, optional) – learning rate (default: 1e-2)


	momentum (float, optional) – momentum factor (default: 0, oneflow not support momenmtum > 0 now!)


	alpha (float, optional) – smoothing constant (default: 0.99)


	eps (float, optional) – term added to the denominator to improve
numerical stability (default: 1e-8)


	centered (bool, optional) – if True, compute the centered RMSProp,
the gradient is normalized by an estimation of its variance


	weight_decay (float, optional) – weight decay (L2 penalty) (default: 0)








For example:

Example 1:

# Assume net is a custom model.
rmsprop = flow.optim.RMSprop(net.parameters(), lr=1e-3)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    rmsprop.step()
    rmsprop.zero_grad()





Example 2:

# Assume net is a custom model.
rmsprop = flow.optim.RMSprop(
    [
        {
            "params": net.parameters(),
            "lr": learning_rate,
            "clip_grad_max_norm": 0.5,
            "clip_grad_norm_type": 2.0,
        }
    ],
)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    rmsprop.clip_grad()
    rmsprop.step()
    rmsprop.zero_grad()





If you want to use clip_grad, you can refer this example.

For more details of clip_grad_max_norm and clip_grad_norm_type, you can refer to oneflow.nn.utils.clip_grad_norm_().


	
step(closure: Optional[Callable] = None)

	Performs a single optimization step.


	Parameters

	closure (callable, optional) – A closure that reevaluates the model
and returns the loss.














	
class oneflow.optim.SGD(params: Union[Iterator[oneflow.nn.Parameter], List[Dict]], lr: float = 0.001, momentum: float = 0.0, dampening: float = 0.0, weight_decay: float = 0.0, nesterov: bool = False, maximize: bool = False)

	Implements SGD algorithm.

This algorithm takes a random sample’s gradient as an approximate estimate of
the overall gradient in small batch gradient descent.

When the momentum = 0, the equation of parameters updating is:



\[param_{new} = param_{old} - learning\_rate * grad\]




With momentum, the equation of parameters updating is:



\[ \begin{align}\begin{aligned}& V_t = \beta * V_{t-1} - learning\_rate * (g_t + param_{old} * weight\_decay)\\& param_{new} = param_{old} + V_t\end{aligned}\end{align} \]





	Parameters

	
	params (iterable) – iterable of parameters to optimize or dicts defining
parameter groups


	lr (float, optional) – learning rate (default: 1e-3)


	momentum (float, optional) – Momentum factor (default: 0.0)


	weight_decay (float, optional) – weight decay (L2 penalty) (default: 0.0)








For example:

Example 1:

# Assume net is a custom model.
sgd = flow.optim.SGD(net.parameters(), lr=1e-3)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    sgd.step()
    sgd.zero_grad()





Example 2:

# Assume net is a custom model.
sgd = flow.optim.SGD(
    [
        {
            "params": net.parameters(),
            "lr": learning_rate,
            "clip_grad_max_norm": 0.5,
            "clip_grad_norm_type": 2.0,
        }
    ],
)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    sgd.clip_grad()
    sgd.step()
    sgd.zero_grad()





If you want to use clip_grad, you can refer this example.

For more details of clip_grad_max_norm and clip_grad_norm_type, you can refer to oneflow.nn.utils.clip_grad_norm_().


	
step(closure: Optional[Callable] = None)

	Performs a single optimization step.


	Parameters

	closure (callable, optional) – A closure that reevaluates the model
and returns the loss.










	
property support_sparse

	Whether SGD Optimizer support sparse update.
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class oneflow.optim.lr_scheduler.CosineAnnealingLR(optimizer: oneflow.nn.optimizer.optimizer.Optimizer, T_max: int, eta_min: float = 0.0, last_step: int = - 1, verbose: bool = False)

	The documentation is referenced from: https://pytorch.org/docs/1.10/generated/torch.optim.lr_scheduler.CosineAnnealingLR.html.

Set the learning rate of each parameter group using a cosine annealing
schedule, where \(\eta_{max}\) is set to the initial lr and
\(T_{cur}\) is the number of epochs since the last restart in SGDR:


\[\begin{split}\begin{aligned}
    \eta_t & = \eta_{min} + \frac{1}{2}(\eta_{max} - \eta_{min})\left(1
    + \cos\left(\frac{T_{cur}}{T_{max}}\pi\right)\right),
    & T_{cur} \neq (2k+1)T_{max}; \\
    \eta_{t+1} & = \eta_{t} + \frac{1}{2}(\eta_{max} - \eta_{min})
    \left(1 - \cos\left(\frac{1}{T_{max}}\pi\right)\right),
    & T_{cur} = (2k+1)T_{max}.
\end{aligned}\end{split}\]

When last_step=-1, sets initial lr as lr. Notice that because the schedule
is defined recursively, the learning rate can be simultaneously modified
outside this scheduler by other operators. If the learning rate is set
solely by this scheduler, the learning rate at each step becomes:


\[\eta_t = \eta_{min} + \frac{1}{2}(\eta_{max} - \eta_{min})\left(1 +
\cos\left(\frac{T_{cur}}{T_{max}}\pi\right)\right)\]

It has been proposed in
SGDR: Stochastic Gradient Descent with Warm Restarts [https://arxiv.org/abs/1608.03983]. Note that this only
implements the cosine annealing part of SGDR, and not the restarts.


	Parameters

	
	optimizer (Optimizer) – Wrapped optimizer.


	T_max (int) – Maximum number of iterations.


	eta_min (float) – Minimum learning rate. Default: 0.


	last_step (int) – The index of last epoch. Default: -1.


	verbose (bool) – If True, prints a message to stdout for
each update. Default: False.









	
get_lr(base_lr, step)

	Compute learning rate using chainable form of the scheduler










	
class oneflow.optim.lr_scheduler.CosineDecayLR(optimizer: oneflow.nn.optimizer.optimizer.Optimizer, decay_steps: int, alpha: float = 0.0, last_step: int = - 1, verbose: bool = False)

	This operator creates a Cosine decayed learning rate scheduler.

Before the decay_steps are specified by user, the learning rate will be updated as:


\[ \begin{align}\begin{aligned}& cos\_decay = 0.5*(1+cos(\pi*\frac{current\_step}{decay\_steps}))\\& decay\_factor = (1-\alpha)*cos\_decay+\alpha\\& learning\_rate = base\_learning\_rate*decay\_factor\end{aligned}\end{align} \]

After the decay_steps specified by user, the learning rate will be :


\[learning\_rate = {base\_learning\_rate}*{\alpha}\]

It has been proposed in
SGDR: Stochastic Gradient Descent with Warm Restarts [https://arxiv.org/abs/1608.03983]. Note that this only
implements the cosine annealing part of SGDR, and not the restarts.


	Parameters

	
	optimizer (Optimizer) – Wrapped optimizer.


	decay_steps (int) – The decay steps in the scheduler.


	alpha (float, optional) – The learning rate scale factor (\(\alpha\)). (default: 0.0)


	last_step (int, optional) – The index of last step. (default: -1)


	verbose (bool, optional) – If True, prints a message to stdout for each update. (default: False)








For example:

import oneflow as flow

...
cosine_decay_lr = flow.optim.lr_scheduler.CosineDecayLR(optimizer, decay_steps=100, alpha=0.0)
for epoch in range(num_epoch):
    train(...)
    cosine_decay_lr.step()






	
get_lr(base_lr, step)

	Compute learning rate using chainable form of the scheduler










	
class oneflow.optim.lr_scheduler.ExponentialLR(optimizer: oneflow.nn.optimizer.optimizer.Optimizer, gamma: float, last_step: int = - 1, verbose: bool = False)

	Decays the learning rate of each parameter group by gamma every epoch.
When last_epoch=-1, sets initial lr as lr.


	Parameters

	
	optimizer (Optimizer) – Wrapped optimizer.


	gamma (float) – Multiplicative factor of learning rate decay.


	last_step (int) – The index of last step. Default: -1.


	verbose (bool) – If True, prints a message to stdout for
each update. Default: False.









	
get_lr(base_lr, step)

	Compute learning rate using chainable form of the scheduler










	
class oneflow.optim.lr_scheduler.LambdaLR(optimizer, lr_lambda, last_step=- 1, verbose=False)

	Sets the learning rate of each parameter group to the initial lr times a given function.
When last_step=-1, sets initial lr as lr.


\[learning\_rate = base\_learning\_rate*lambda(last\_step)\]


	Parameters

	
	optimizer (Optimizer) – Wrapped optimizer.


	lr_lambda (function or list) – A function which computes a multiplicative factor given an integer
parameter epoch, or a list of such functions, one for each group in optimizer.param_groups.


	last_step (int, optional) – The index of last step. (default: -1)


	verbose (bool, optional) – If True, prints a message to stdout for each update. (default: False)








For example:

import oneflow as flow

...
lambda1 = lambda step: step // 30
lambda2 = lambda step: 0.95 * step
lambda_lr = flow.optim.lr_scheduler.LambdaLR(optimizer, [lambda1, lambda2])
for epoch in range(num_epoch):
    train(...)
    lambda_lr.step()






	
load_state_dict(state_dict)

	Loads the schedulers state.


	Parameters

	state_dict (dict) – scheduler state. Should be an object returned
from a call to state_dict().










	
state_dict()

	Returns the state of the scheduler as a dict.

It contains an entry for every variable in self.__dict__ which
is not the optimizer.
The learning rate lambda functions will only be saved if they are callable objects
and not if they are functions or lambdas.






	
step()

	Performs a single learning rate schedule step.










	
class oneflow.optim.lr_scheduler.MultiStepLR(optimizer: oneflow.nn.optimizer.optimizer.Optimizer, milestones: list, gamma: float = 0.1, last_step: int = - 1, verbose: bool = False)

	Decays the learning rate of each parameter group by gamma once the number of step
reaches one of the milestones. Notice that such decay can happen simultaneously with
other changes to the learning rate from outside this scheduler.When last_step=-1, sets initial lr as lr.


	Parameters

	
	optimizer (Optimizer) – Wrapped optimizer.


	milestones (list) – List of step indices. Must be increasing


	gamma (float, optional) – Multiplicative factor of learning rate decay. (default: 0.1)


	last_step (int, optional) – The index of last step. (default: -1)


	verbose (bool, optional) – If True, prints a message to stdout for each update. (default: False)








For example:

import oneflow as flow

...
multistep_lr = flow.optim.lr_scheduler.MultiStepLR(optimizer, milestones=[30,80], gamma=0.1)
for epoch in range(num_epoch):
    train(...)
    multistep_lr.step()






	
get_lr(base_lr, step)

	Compute learning rate using chainable form of the scheduler










	
class oneflow.optim.lr_scheduler.PolynomialLR(optimizer, decay_batch: int, end_learning_rate: float = 0.0001, power: float = 1.0, cycle: bool = False, last_step: int = - 1, verbose: bool = False)

	This operator creates a polynomial decayed learning rate scheduler.
The learning rate will be updated as follows:

If cycle is True, the equation is:


\[\begin{split}\begin{aligned}
   & decay\_batch = decay\_batch*ceil(\frac{current\_batch}{decay\_batch}) \\
   & learning\_rate = (base\_lr-end\_lr)*(1-\frac{current\_batch}{decay\_batch})^{power}+end\_lr
\end{aligned}\end{split}\]

If cycle is False, the equation is:


\[\begin{split}\begin{aligned}
   & current\_batch = min(decay\_batch, current\_batch) \\
   & learning\_rate = (base\_lr-end\_lr)*(1-\frac{current\_batch}{decay\_batch})^{power}+end\_lr
\end{aligned}\end{split}\]


	Parameters

	
	optimizer (Optimizer) – Wrapper optimizer.


	decay_batch (int) – The decayed steps.


	end_learning_rate (float, optional) – The final learning rate. Defaults to 0.0001.


	power (float, optional) – The power of polynomial. Defaults to 1.0.


	cycle (bool, optional) – If cycle is True, the scheduler will decay the learning rate every decay steps. Defaults to False.








For example:

import oneflow as flow

...
polynomial_scheduler = flow.optim.lr_scheduler.PolynomialLR(
    optimizer, decay_batch=5, end_learning_rate=0.00001, power=2
    )

for epoch in range(num_epoch):
    train(...)
    polynomial_scheduler.step()






	
get_lr(base_lr, step)

	Compute learning rate using chainable form of the scheduler










	
class oneflow.optim.lr_scheduler.ReduceLROnPlateau(optimizer, mode='min', factor=0.1, patience=10, threshold=0.0001, threshold_mode='rel', cooldown=0, min_lr=0, eps=1e-08, verbose=False)

	Reduce learning rate when a metric has stopped improving.
Models often benefit from reducing the learning rate by a factor
of 2-10 once learning stagnates. This scheduler reads a metrics
quantity and if no improvement is seen for a ‘patience’ number
of epochs, the learning rate is reduced.


	Parameters

	
	optimizer (Optimizer) – Wrapped optimizer.


	mode (str) – One of min, max. In min mode, lr will
be reduced when the quantity monitored has stopped
decreasing; in max mode it will be reduced when the
quantity monitored has stopped increasing. Default: ‘min’.


	factor (float) – Factor by which the learning rate will be
reduced. new_lr = lr * factor. Default: 0.1.


	patience (int) – Number of epochs with no improvement after
which learning rate will be reduced. For example, if
patience = 2, then we will ignore the first 2 epochs
with no improvement, and will only decrease the LR after the
3rd epoch if the loss still hasn’t improved then.
Default: 10.


	threshold (float) – Threshold for measuring the new optimum,
to only focus on significant changes. Default: 1e-4.


	threshold_mode (str) – One of rel, abs. In rel mode,
dynamic_threshold = best * ( 1 + threshold ) in ‘max’
mode or best * ( 1 - threshold ) in min mode.
In abs mode, dynamic_threshold = best + threshold in
max mode or best - threshold in min mode. Default: ‘rel’.


	cooldown (int) – Number of epochs to wait before resuming
normal operation after lr has been reduced. Default: 0.


	min_lr (float or list) – A scalar or a list of scalars. A
lower bound on the learning rate of all param groups
or each group respectively. Default: 0.


	eps (float) – Minimal decay applied to lr. If the difference
between new and old lr is smaller than eps, the update is
ignored. Default: 1e-8.


	verbose (bool) – If True, prints a message to stdout for
each update. Default: False.








For example:

optimizer = flow.optim.SGD(model.parameters(), lr=0.1, momentum=0.9)
scheduler = flow.optim.lr_scheduler.ReduceLROnPlateau(optimizer, 'min')
for epoch in range(10):
    train(...)
    val_loss = validate(...)
    # Note that step should be called after validate()
    scheduler.step(val_loss)






	
property in_cooldown

	Whether the learning rate scheduler in cooldown phase.






	
is_better(a, best)

	Whether the metric has improvement.






	
load_state_dict(state_dict)

	Loads the schedulers state.


	Parameters

	state_dict (dict) – scheduler state. Should be an object returned
from a call to state_dict().










	
state_dict()

	Returns the state of the scheduler as a dict.

It contains an entry for every variable in self.__dict__ which
is not the optimizer.






	
step(metrics)

	Performs a single learning rate schedule step.


	Parameters

	metrics (float) – a metrics quantity of Measuring the effect of model training.














	
class oneflow.optim.lr_scheduler.StepLR(optimizer: oneflow.nn.optimizer.optimizer.Optimizer, step_size: int, gamma: float = 0.1, last_step: int = - 1, verbose: bool = False)

	Decays the learning rate of each parameter group by gamma every step_size steps.
Notice that such decay can happen simultaneously with other changes to the learning
rate fromoutside this scheduler. When last_step=-1, sets initial lr as lr.


	Parameters

	
	optimizer (Optimizer) – Wrapped optimizer.


	step_size (int) – Period of learning rate decay.


	gamma (float, optional) – Multiplicative factor of learning rate decay. (default: 0.1)


	last_step (int, optional) – The index of last step. (default: -1)


	verbose (bool, optional) – If True, prints a message to stdout for each update. (default: False)








For example:

import oneflow as flow

...
step_lr = flow.optim.lr_scheduler.StepLR(optimizer, step_size=30, gamma=0.1)
for epoch in range(num_epoch):
    train(...)
    step_lr.step()






	
get_lr(base_lr, step)

	Compute learning rate using chainable form of the scheduler
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oneflow.nn.Module


Module class for building neural networks


	
class oneflow.nn.Module

	Base class for all neural network modules.

This class is consistent with PyTorch.
The documentation is referenced from:
https://pytorch.org/docs/stable/generated/torch.nn.Module.html.

Your models should also subclass this class.

Modules can also contain other Modules, allowing to nest them in
a tree structure. You can assign the submodules as regular attributes:

import oneflow.nn as nn
import oneflow.nn.functional as F

class Model(nn.Module):
    def __init__(self):
        super().__init__()
        self.conv1 = nn.Conv2d(1, 20, 5)
        self.conv2 = nn.Conv2d(20, 20, 5)

    def forward(self, x):
        x = F.relu(self.conv1(x))
        return F.relu(self.conv2(x))





Submodules assigned in this way will be registered, and will have their
parameters converted too when you call to(), etc.


Note

As per the example above, an __init__() call to the parent class
must be made before assignment on the child.




	Variables

	training (bool) – Boolean represents whether this module is in training or
evaluation mode.






	
add_module(name, module)

	Adds a child module to the current module.

The module can be accessed as an attribute using the given name.


	Parameters

	
	name (string) – name of the child module. The child module can be
accessed from this module using the given name


	module (Module) – child module to be added to the module.













	
apply(fn)

	Applies fn recursively to every submodule (as returned by .children())
as well as self. Typical use includes initializing the parameters of a model.


	Parameters

	fn (Module -> None) – function to be applied to each submodule



	Returns

	self



	Return type

	Module





Example:

>>> import oneflow as flow
>>> import oneflow.nn as nn
>>> @flow.no_grad()
... def init_weights(m):
...     print(m)
...     if type(m) == nn.Linear:
...         m.weight.fill_(1.0)
...         print(m.weight)
>>> net = nn.Sequential(nn.Linear(2, 2), nn.Linear(2, 2))
>>> net.apply(init_weights)
Linear(in_features=2, out_features=2, bias=True)
tensor([[1., 1.],
        [1., 1.]], dtype=oneflow.float32, requires_grad=True)
Linear(in_features=2, out_features=2, bias=True)
tensor([[1., 1.],
        [1., 1.]], dtype=oneflow.float32, requires_grad=True)
Sequential(
  (0): Linear(in_features=2, out_features=2, bias=True)
  (1): Linear(in_features=2, out_features=2, bias=True)
)
Sequential(
  (0): Linear(in_features=2, out_features=2, bias=True)
  (1): Linear(in_features=2, out_features=2, bias=True)
)










	
buffers(recurse=True) → Iterator[Tensor]

	Returns an iterator over module buffers.


	Parameters

	recurse (bool) – if True, then yields buffers of this module
and all submodules. Otherwise, yields only buffers that
are direct members of this module.



	Yields

	oneflow.Tensor – module buffer





Example:

>>> for buf in model.buffers(): 
...     print(type(buf), buf.size()) 
<class 'oneflow.Tensor'> oneflow.Size([10])










	
children() → Iterator[“Module”]

	Returns an iterator over immediate children modules.


	Yields

	Module – a child module





Example:

>>> import oneflow.nn as nn
>>> l1 = nn.Linear(2, 2)
>>> l2 = nn.Linear(2, 2)
>>> net = nn.Sequential(l1, l2)
>>> for idx, m in enumerate(net.children()):
...     print(idx, '->', m)
0 -> Linear(in_features=2, out_features=2, bias=True)
1 -> Linear(in_features=2, out_features=2, bias=True)










	
cpu()

	Moves all model parameters and buffers to the CPU.


Note

This method modifies the module in-place.




	Returns

	self



	Return type

	Module










	
cuda(device=None)

	Moves all model parameters and buffers to the GPU.

This also makes associated parameters and buffers different objects. So
it should be called before constructing optimizer if the module will
live on GPU while being optimized.


Note

This method modifies the module in-place.




	Parameters

	device (int, optional) – if specified, all parameters will be
copied to that device



	Returns

	self



	Return type

	Module










	
double()

	Casts all floating point parameters and buffers to double datatype.


Note

This method modifies the module in-place.




	Returns

	self



	Return type

	Module










	
eval()

	Sets the module in evaluation mode.

This has any effect only on certain modules. See documentations of
particular modules for details of their behaviors in training/evaluation
mode, if they are affected, e.g. Dropout, BatchNorm1d,
etc.

This is equivalent with self.train(False).


	Returns

	self



	Return type

	Module










	
float()

	Casts all floating point parameters and buffers to float datatype.


Note

This method modifies the module in-place.




	Returns

	self



	Return type

	Module










	
half()

	Casts all floating point parameters and buffers to half datatype.


Note

This method modifies the module in-place.




	Returns

	self



	Return type

	Module










	
load_state_dict(state_dict, strict=True)

	Copies parameters and buffers from state_dict into
this module and its descendants. If strict is True, then
the keys of state_dict must exactly match the keys returned
by this module’s state_dict() function.


	Parameters

	
	state_dict (dict) – a dict containing parameters and
persistent buffers.


	strict (bool, optional) – whether to strictly enforce that the keys
in state_dict match the keys returned by this module’s
state_dict() function. Default: True






	Returns

	
	missing_keys is a list of str containing the missing keys


	unexpected_keys is a list of str containing the unexpected keys








	Return type

	NamedTuple with missing_keys and unexpected_keys fields






Note

If a parameter or buffer is registered as None and its corresponding key
exists in state_dict, load_state_dict() will raise a
RuntimeError.








	
modules() → Iterator[“Module”]

	Returns an iterator over all modules in the network.


	Yields

	Module – a module in the network






Note

Duplicate modules are returned only once. In the following
example, l will be returned only once.



Example:

>>> import oneflow.nn as nn
>>> l = nn.Linear(2, 2)
>>> net = nn.Sequential(l, l)
>>> for idx, m in enumerate(net.modules()):
...     print(idx, '->', m)
0 -> Sequential(
  (0): Linear(in_features=2, out_features=2, bias=True)
  (1): Linear(in_features=2, out_features=2, bias=True)
)
1 -> Linear(in_features=2, out_features=2, bias=True)










	
named_buffers(prefix='', recurse=True) → Iterator[Tuple[str, Tensor]]

	Returns an iterator over module buffers, yielding both the
name of the buffer as well as the buffer itself.


	Parameters

	
	prefix (str) – prefix to prepend to all buffer names.


	recurse (bool) – if True, then yields buffers of this module
and all submodules. Otherwise, yields only buffers that
are direct members of this module.






	Yields

	(string, oneflow.Tensor) – Tuple containing the name and buffer





Example:

>>> for name, buf in self.named_buffers(): 
...    if name in ['running_var']: 
...        print(buf.size()) 










	
named_children() → Iterator[Tuple[str, “Module”]]

	Returns an iterator over immediate children modules, yielding both
the name of the module as well as the module itself.


	Yields

	(string, Module) – Tuple containing a name and child module





Example:

>>> for name, module in model.named_children(): 
...     if name in ['conv4', 'conv5']: 
...         print(module) 










	
named_modules(memo=None, prefix='')

	Returns an iterator over all modules in the network, yielding
both the name of the module as well as the module itself.


	Parameters

	
	memo – a memo to store the set of modules already added to the result


	prefix – a prefix that will be added to the name of the module






	Yields

	(string, Module) – Tuple of name and module






Note

Duplicate modules are returned only once. In the following
example, l will be returned only once.



Example:

>>> import oneflow.nn as nn
>>> l = nn.Linear(2, 2)
>>> net = nn.Sequential(l, l)
>>> for idx, m in enumerate(net.named_modules()):
...     print(idx, '->', m)
0 -> ('', Sequential(
  (0): Linear(in_features=2, out_features=2, bias=True)
  (1): Linear(in_features=2, out_features=2, bias=True)
))
1 -> ('0', Linear(in_features=2, out_features=2, bias=True))










	
named_parameters(prefix='', recurse=True) → Iterator[Tuple[str, Tensor]]

	Returns an iterator over module parameters, yielding both the
name of the parameter as well as the parameter itself.


	Parameters

	
	prefix (str) – prefix to prepend to all parameter names.


	recurse (bool) – if True, then yields parameters of this module
and all submodules. Otherwise, yields only parameters that
are direct members of this module.






	Yields

	(string, Parameter) – Tuple containing the name and parameter





Example:

>>> for name, param in self.named_parameters(): 
...    if name in ['bias']: 
...        print(param.size()) 










	
parameters(recurse=True) → Iterator[Parameter]

	Returns an iterator over module parameters.

This is typically passed to an optimizer.


	Parameters

	recurse (bool) – if True, then yields parameters of this module
and all submodules. Otherwise, yields only parameters that
are direct members of this module.



	Yields

	Parameter – module parameter





Example:

>>> for param in model.parameters(): 
...     print(type(param), param.size()) 
<class 'oneflow.Tensor'> oneflow.Size([10])










	
register_buffer(name, tensor, persistent=True)

	Adds a buffer to the module.

This is typically used to register a buffer that should not to be
considered a model parameter. For example, BatchNorm’s running_mean
is not a parameter, but is part of the module’s state. Buffers, by
default, are persistent and will be saved alongside parameters. This
behavior can be changed by setting persistent to False. The
only difference between a persistent buffer and a non-persistent buffer
is that the latter will not be a part of this module’s
state_dict.

Buffers can be accessed as attributes using given names.


	Parameters

	
	name (string) – name of the buffer. The buffer can be accessed
from this module using the given name


	tensor (Tensor or None) – buffer to be registered. If None, then operations
that run on buffers, such as cuda, are ignored. If None,
the buffer is not included in the module’s state_dict.


	persistent (bool) – whether the buffer is part of this module’s
state_dict.








Example:

>>> self.register_buffer('running_mean', oneflow.zeros(num_features)) 










	
register_forward_hook(hook)

	Registers a forward hook on the module.

The hook will be called every time after forward() has computed an output.
It should have the following signature:

hook(module, input, output) -> None or modified output





The input contains only the positional arguments given to the module.
Keyword arguments won’t be passed to the hooks and only to the forward.
The hook can modify the output. It can modify the input inplace but
it will not have effect on forward since this is called after
forward() is called.






	
register_forward_pre_hook(hook)

	Registers a forward pre-hook on the module.

The hook will be called every time before forward() is invoked.
It should have the following signature:

hook(module, input) -> None or modified input





The input contains only the positional arguments given to the module.
Keyword arguments won’t be passed to the hooks and only to the forward.
The hook can modify the input. User can either return a tuple or a
single modified value in the hook. We will wrap the value into a tuple
if a single value is returned(unless that value is already a tuple).






	
register_parameter(name, param)

	Adds a parameter to the module.

The parameter can be accessed as an attribute using given name.


	Parameters

	
	name (string) – name of the parameter. The parameter can be accessed
from this module using the given name


	param (Parameter or None) – parameter to be added to the module. If
None, then operations that run on parameters, such as cuda,
are ignored. If None, the parameter is not included in the
module’s state_dict.













	
state_dict(destination=None, prefix='', keep_vars=False) → Dict[str, Tensor]

	Returns a dictionary containing a whole state of the module.

Both parameters and persistent buffers (e.g. running averages) are
included. Keys are corresponding parameter and buffer names.
Parameters and buffers set to None are not included.


	Parameters

	
	destination (dict, optional) – Deprecated. This dict is returned
with the module state saved in it. It should also have an
attribute _metadata: dict to save metadata of the module
state. If it’s not provided, an OrderedDict is created and
returned. Default: None


	prefix (str, optional) – a prefix added to parameter and buffer
names to compose the keys in dict. Default: ''


	keep_vars (bool, optional) – by default the Tensor s
returned in the state dict are detached from autograd. If it’s
set to True, detaching is not performed. Default: False






	Returns

	a dictionary containing a whole state of the module



	Return type

	dict





Example:

>>> import oneflow.nn as nn
>>> l1 = nn.Linear(2, 2)
>>> l2 = nn.Linear(2, 2)
>>> net = nn.Sequential(l1, l2)
>>> net.state_dict().keys()
odict_keys(['0.weight', '0.bias', '1.weight', '1.bias'])










	
to(device=None)

	Moves the parameters and buffers.

Its signature is similar to oneflow.Tensor.to().
The parameters and buffers will be moved device, if that is given.

See below for examples.


Note

This method modifies the module in-place.




	Parameters

	device (oneflow.device) – the desired device of the parameters
and buffers in this module



	Returns

	self



	Return type

	Module





Examples:

>>> import oneflow as flow
>>> import oneflow.nn as nn
>>> linear = nn.Linear(2, 2)
>>> linear.weight.device
device(type='cpu', index=0)
>>> gpu1 = flow.device("cuda:1")
>>> linear.to(gpu1)
Linear(in_features=2, out_features=2, bias=True)
>>> linear.weight.device
device(type='cuda', index=1)
>>> cpu = flow.device("cpu")
>>> linear.to(cpu)
Linear(in_features=2, out_features=2, bias=True)
>>> linear.weight.device
device(type='cpu', index=0)










	
to_consistent(*args, **kwargs)

	This interface is no longer available, please use oneflow.nn.Module.to_global() instead.






	
to_global(placement=None, sbp=None)

	Convert the parameters and buffers to global.

It performs the same oneflow.Tensor.to_global() conversion to each parameter and buffer in this module.


Note

This method modifies the module in-place.

Both placement and sbp are required if the parameters and buffers of this module are local,
otherwise at least one of placement and sbp is required.




	Parameters

	
	placement (flow.placement, optional) – the desired placement of the parameters and buffers in this module. Default: None


	sbp (flow.sbp.sbp or tuple of flow.sbp.sbp, optional) – the desired sbp of the parameters and buffers in this module. Default: None








For example:

>>> import oneflow as flow
>>> m = flow.nn.Conv2d(in_channels=3, out_channels=4, kernel_size=3)
>>> m.to_global(placement=flow.placement("cpu", ranks=[0]), sbp=[flow.sbp.split(0)])
>>> m.weight.is_global
True
>>> m.bias.is_global
True










	
train(mode=True)

	Sets the module in training mode.

This has any effect only on certain modules. See documentations of
particular modules for details of their behaviors in training/evaluation
mode, if they are affected, e.g. Dropout, BatchNorm1d,
etc.


	Parameters

	mode (bool) – whether to set training mode (True) or evaluation
mode (False). Default: True.



	Returns

	self



	Return type

	Module










	
zero_grad(set_to_none=False)

	Sets gradients of all model parameters to zero. See similar function
under oneflow.optim.Optimizer for more context.


	Parameters

	set_to_none (bool) – instead of setting to zero, set the grads to None.
See oneflow.optim.Optimizer.zero_grad() for details.
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oneflow.nn.Graph


Base class for running neural networks in Static Graph Mode.


	
class oneflow.nn.Graph

	Base class for training or evaluating a neural network in static graph mode.

To use static graph mode for model training or evaluation in OneFlow, you should:


	Define your customized graph as a subclass of nn.Graph.


	Add super().__init__() in your subclass’s __init__().


	Add modules to your graph as regular attributes.


	Define computation logical in build() method.


	Instantiate your graph then call it.




For example:

>>> import oneflow as flow

>>> class LinearGraph(flow.nn.Graph):
...    def __init__(self):
...        super().__init__()
...        # Add a module to the graph.
...        self.linear = flow.nn.Linear(3, 8, False)
...    def build(self, x):
...        # Use the module to build the computation logic of the graph.
...        return self.linear(x)

# Instantiate the graph
>>> linear_graph = LinearGraph()
>>> x = flow.randn(4, 3)

# First call on graph will run graph's build() method to
# trace a computatioin graph. Then the computation graph will be
# optimized and executed for the first time.
>>> linear_graph(x).shape
oneflow.Size([4, 8])

# Later call on graph will execute the computation graph directly.
>>> linear_graph(x).shape
oneflow.Size([4, 8])






Note

nn.Graph cannot be nested at the moment.




	
__init__()

	Initializes internal Graph states. It MUST be called in __init__ method of subclass.

For example:

>>> import oneflow as flow
>>> class SubclassGraph(flow.nn.Graph):
...     def __init__(self):
...         super().__init__() # MUST be called
...         # Then define the graph attributes
...     def build(self):
...         pass










	
build(*args, **kwargs)

	The build() method must be overridden to define neural network
computaion logic.

The build() method of nn.Graph is very similar to the forward()
method of nn.Module. It is used to describe the computatioin logical of
a neural network.

When a graph object being called for the first time, the build()
method will be called implicitly to build the computatioin graph.

Make sure to call modules’s train() or eval() method before the
first call of your graph to make the module executing the right
training or evaluation logic if needed.

For example:

>>> import oneflow as flow
>>> linear = flow.nn.Linear(3, 8, False)
>>> class MyGraph(flow.nn.Graph):
...     def __init__(self):
...         super().__init__()
...         self.model = linear
...     def build(self, x):
...         return self.model(x)

>>> linear_graph = MyGraph()
>>> x = flow.randn(4, 3)
>>> linear.eval() # make linear module executing in evaluation mode
Linear(in_features=3, out_features=8, bias=False)
>>> y = linear_graph(x) # The build() method is called implicitly






Note

build() method’s inputs and outputs support list/tuple/dict,
but the item in them must be one of these types:


	Tensor


	None











	
__call__(*args, **kwargs)

	Call nn.Graph subclass instance to run your customized graph.

Call your customized graph after the instantiation:

For example:

g = CustomGraph()
out_tensors = g(input_tensors)





The inputs of __call__ method must match the inputs of build()
method. And the __call__ method will return outputs matching the
outputs of build() method.


Note

The first call takes longer than later calls, because nn.Graph
will do the computaion graph generation and optimization at the first call.

Donot override this function.








	
add_optimizer(optim: oneflow.nn.optimizer.optimizer.Optimizer, *, lr_sch: Optional[oneflow.nn.optimizer.lr_scheduler.LRScheduler] = None, is_sparse: bool = False)

	Add an optimizer, an learning rate scheduler to the graph.

To do training with nn.Graph, you should do 2 more things:


	Add at least one optimizer(learning rate schedulers are optional) with add_optimizer() method.


	Call loss tensor’s backward() method in build() method.




Note that the computaion graph will automatically execute these methods:


	optimizer’s clip_grad() if a optimizer is set to do grad cliping.


	optimizer’s step().


	optimizer’s zero_grad().


	learn rate scheduler’s step().




Also note that only scalar tensor are allowed to call backward()
in nn.Graph.build() for the moment. So you may call methods such as Tensor.mean()
to make the loss tensor a scalar tensor.


Note

If you want to output the learning rate information for each step,
set the verbose parameter of the lr_scheduler to True, and you will see the result at rank 0.

This feature is the same as eager mode.



For example:

>>> import oneflow as flow
>>> loss_fn = flow.nn.MSELoss(reduction="sum")
>>> model = flow.nn.Sequential(flow.nn.Linear(3, 1), flow.nn.Flatten(0, 1))
>>> optimizer = flow.optim.SGD(model.parameters(), lr=1e-6)
>>> class LinearTrainGraph(flow.nn.Graph):
...     def __init__(self):
...         super().__init__()
...         self.model = model
...         self.loss_fn = loss_fn
...         # Add an optimizer
...         self.add_optimizer(optimizer)
...     def build(self, x, y):
...         y_pred = self.model(x)
...         loss = self.loss_fn(y_pred, y)
...         # Call loss tensor's backward(), loss tensor must be a scalar tensor
...         loss.backward()
...         return loss

>>> linear_graph = LinearTrainGraph()
>>> x = flow.randn(10, 3)
>>> y = flow.randn(10)
>>> model.train() # make model executing in training mode
Sequential(
  (0): Linear(in_features=3, out_features=1, bias=True)
  (1): Flatten(start_dim=0, end_dim=1)
)
>>> for t in range(3):
...     loss = linear_graph(x, y)






	Parameters

	
	optim (oneflow.optim.Optimizer) – The optimizer.


	lr_sch – The learning rate scheduler, see oneflow.optim.lr_scheduler.


	is_sparse – When set to be True, treat optim as a sparse optimizer. Default is False.













	
set_grad_scaler(grad_scaler: Optional[oneflow.amp.grad_scaler.GradScaler] = None)

	Set the GradScaler for gradient and loss scaling.






	
state_dict(destination=None) → Dict[str, Union[Dict[str, oneflow.Tensor], oneflow.Tensor]]

	Returns a dictionary containing a whole state of the graph.

States of modules/optimizers/lr schedulers in a graph are included.

Keys of modules’ state dict are corresponding to their name in the graph.
Values of modules’ state dict are corresponding to their nn.Module’s
state dict.

Other keys and tensors are states of optimizers/lr schedulers/etc.


	Returns

	a dictionary containing the whole state of the graph.



	Return type

	dict










	
load_state_dict(state_dict: Dict[str, Union[Dict[str, oneflow.Tensor], oneflow.Tensor]], strict: bool = True)

	Copies module’s states and other graph states from state_dict
into this graph. If strict is True, then
the keys of state_dict must exactly match the keys returned
by this module’s nn.Graph.state_dict() function.


	Parameters

	
	state_dict (dict) – a dict containing module’s states and other graph states.


	strict (bool, optional) – whether to strictly enforce that the keys
in state_dict match the keys returned by this graph’s
nn.Graph.state_dict() function. Default: True.









Note

nn.Graph’s state dict can only be loaded before the first call of a graph.








	
property name

	Name auto-generated for this graph.






	
debug(v_level: int = - 1, *, ranks: Optional[Union[int, List[int]]] = None, max_py_stack_depth: int = 2, only_user_py_stack=True, op_repr_with_py_stack=False) → None

	Open or close debug mode of the graph.

If in debug mode, logs of computation graph building infos or warnings will be
printed. Otherwise, only errors will be printed.

Each nn.Module inside a nn.Graph also has a debug() method to enable debug mode.

Use v_level to choose verbose debug info level, default level is 0, max level is 3.
v_level -1 will disable the debug mode of the graph (i.e. no info will be printed).
v_level 0 will print warning and graph building stages. v_level 1 will additionally
print graph build info of each nn.Module. v_level 2 will additionally print graph build
info of each operation. v_level 3 will additionally print more detailed info of each
operation.

Use ranks to choose which rank to print the debug information.

Use max_py_stack_depth to specify the max Python stack depth for the debug information.

Use only_user_py_stack to only print the operators’ locations which are from users’ code or models.

Use op_repr_with_py_stack to print operators’ locations when printing nn.Graph’s repr.

For example:

g = CustomGraph()
g.debug()  # Open debug mode
out_tensors = g(input_tensors)  # Will print log for debug at the first call






	Parameters

	
	v_level (int) – choose verbose debug info level, default v_level is 0, max v_level is 3. v_level can be set to -1 to close the debug mode.


	ranks (int or list(int)) – choose ranks to print the debug information. Default rank 0.
You can choose any valid rank. Ranks equals -1 means debug on all ranks.


	max_py_stack_depth (int) – the maximum depth for the Python stack debug information. Default: 2.


	only_user_py_stack (bool) – only to print the operators’ locations from users’ code. Default: True.


	op_repr_with_py_stack (bool) – print operators’ locations when printing nn.Graph’s repr. Default: False.













	
__repr__()

	For printing the graph structure.

The graph structure can be printed after graph instantiation.

After the first call of graph, inputs and outputs will be added to
the graph structure.

For example:

g = CustomGraph()
print(g)

out_tensors = g(input_tensors)
print(g) # Inputs and Outputs infos are added














	
class oneflow.nn.graph.graph_config.GraphConfig

	For configuration of nn.Graph.


	
enable_amp(mode: bool = True)

	If set to true, then graph will use mixed precision mode, it means use both float16 and float32 during model training.

For example:

import oneflow as flow

class Graph(flow.nn.Graph):
    def __init__(self):
        super().__init__()
        self.linear = flow.nn.Linear(3, 8, False)
        self.config.enable_amp(True) # Use mixed precision mode.
    def build(self, x):
        return self.linear(x)

graph = Graph()






	Parameters

	mode (bool, optional) – The default vaule is True.










	
enable_zero(mode: bool = True, *, stage: int = 2, shard_min_size: int = 1024, shard_restore_level: int = 1)

	Enable ZeRO redundancy optimizer.

This optimzation will reduce optimizer states memory consumption as described
by ZeRO https://arxiv.org/abs/1910.02054 .

The default zero stage is 2.

For example:

import oneflow as flow

class Graph(flow.nn.Graph):
    def __init__(self):
        super().__init__()
        self.linear = flow.nn.Linear(3, 8, False)
        self.config.enable_zero()
    def build(self, x):
        return self.linear(x)

graph = Graph()






	Parameters

	
	mode (bool) – if set to true, optimizer states of Data Parallel will be sharded across devices.


	stage (int) – optimization stage, range from 1 to 3.


	shard_min_size (int) – min size (element count) of a shard of an optimizer state.


	shard_restore_level (int) – level to restore sharded parameter to whole parameter for consumer operators, level 0 is no restore, level 1 is soft restore, level 2 is hard restore. Note that this paremeter is at pre-alpha stage.













	
allow_fuse_model_update_ops(mode: bool = True)

	If set to true, try to fuse cast + scale + l1_l2_regularize_gradient + model_update to one op to improve performance.

For example:

import oneflow as flow

class Graph(flow.nn.Graph):
    def __init__(self):
        super().__init__()
        self.linear = flow.nn.Linear(3, 8, False)
        self.config.allow_fuse_model_update_ops(True)
    def build(self, x):
        return self.linear(x)

graph = Graph()






	Parameters

	mode (bool, optional) – The default vaule is True.










	
allow_fuse_add_to_output(mode: bool = True)

	If set to true, try to fuse a binary element-wise add operetor to one of the predecessors to improve performance.

For example:

import oneflow as flow

class Graph(flow.nn.Graph):
    def __init__(self):
        super().__init__()
        self.bn1 = flow.nn.BatchNorm1d(100)
        self.config.allow_fuse_add_to_output(True)
    def build(self, x):
        bn = self.bn1(x)
        out = bn + x
        return out

graph = Graph()






	Parameters

	mode (bool, optional) – The default vaule is True.










	
allow_fuse_cast_scale(mode: bool = True)

	If set to true, try to fuse cast and scalar_mul_by_tensor to improve performance.

For example:

import oneflow as flow

def model(x):
    return flow.mul(1,flow.cast(x,flow.int8))

class Graph(flow.nn.Graph):
    def __init__(self):
        super().__init__()
        self.m=model
        self.config.allow_fuse_cast_scale(True)
    def build(self, x):
        return self.m(x)

graph = Graph()






	Parameters

	mode (bool, optional) – The default vaule is True.










	
set_gradient_accumulation_steps(value)

	Set num of steps to accumulate gradient.

For example:

import oneflow as flow

class Graph(flow.nn.Graph):
    def __init__(self):
        super().__init__()
        self.linear = flow.nn.Linear(3, 8, False)
        # Let graph do gradient accumulation, such as pipelining parallelism depends on gradient accumulation.
        self.config.set_gradient_accumulation_steps(4)
    def build(self, x):
        return self.linear(x)

graph = Graph()






	Parameters

	value (int) – num of steps.










	
enable_cudnn_conv_heuristic_search_algo(mode: bool = True)

	Whether enable cudnn conv operatioin to use heuristic search algorithm.

For example:

import oneflow as flow

class Graph(flow.nn.Graph):
    def __init__(self):
        super().__init__()
        self.m = flow.nn.Conv2d(16, 32, (3, 5), stride=(2, 1), padding=(4, 2), dilation=(3, 1))
        # Do not enable the cudnn conv operation to use the heuristic search algorithm.
        self.config.enable_cudnn_conv_heuristic_search_algo(False)
    def build(self, x):
        return self.m(x)

graph = Graph()






	Parameters

	mode (bool, optional) – The default vaule is True.










	
enable_straighten_algorithm(mode: bool = True)

	Whether enable the straighten algorithm.

If using nccl compute stream, turning it on might not speed up the training.
If not using nccl compute stream, turning it on might slow down data parallelism by 0.6% and slow down model parallelism by 6%.
Considering memory, enabling the straighten algorithm is forbidden with one machine/device only, and not recommended under pipeline parallelism.










	
class oneflow.nn.graph.block_config.BlockConfig

	Configurations on Module Block in nn.Graph.

When an nn.Module is added into an nn.Graph, it is wrapped into a ModuleBlock. You can set or get optimization configs on an nn.Module with it’s ModuleBlock.config.


	
property stage_id

	Set/Get stage id of nn.Module/ModuleBlock in pipeline parallelism.

When calling stage_id(value: int = None), set different module’s stage id to hint the graph
preparing right num of buffers in pipeline. (Not Recommended, for easy and efficient pipeline
parallelism experience, please use config.set_stage(stage_id, placement))






	
set_stage(stage_id: Optional[int] = None, placement=None)

	Set stage id and placement of nn.Module/ModuleBlock in pipeline parallelism.


	Parameters

	
	stage_id (int) – stage id of this module.


	placement (flow.placement) – the placement of all tensor in this module.









Note

There will be automatically do tensor.to_global(placement) for all input tensor of
this module. So there is no need to write to_global() in the module forward when using
Pipeline Parallelism which is not recommended.



For example:

# m_stage0 and m_stage1 are the two pipeline stages of the network, respectively.
# We can set Stage ID and Placement by using Module.config.set_stage()
# The Stage ID is numbered starting from 0 and increasing by 1.
# The Placement is all tensors placement of this module.
P_0 = flow.placement(type = "cuda", ranks = [0, 1])
P_1 = flow.placement(type = "cuda", ranks = [2, 3])
self.module_pipeline.m_stage0.config.set_stage(stage_id = 0, placement = P0)
self.module_pipeline.m_stage1.config.set_stage(stage_id = 1, placement = P1)










	
property activation_checkpointing

	Set/Get whether do activation checkpointing in this nn.Module.

For example:

import oneflow as flow

class Graph(flow.nn.Graph):
    def __init__(self):
        super().__init__()
        self.linear1 = flow.nn.Linear(3, 5, False)
        self.linear2 = flow.nn.Linear(5, 8, False)
        self.linear1.config.activation_checkpointing = True
        self.linear2.config.activation_checkpointing = True

    def build(self, x):
        y_pred = self.linear1(x)
        y_pred = self.linear2(y_pred)
        return y_pred

graph = Graph()
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oneflow.nn.image


Image operations for neural networks

Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
oneflow.nn.image.Resize

	alias of oneflow.nn.modules.dataset.ImageResize






	
oneflow.nn.image.batch_align

	alias of oneflow.nn.modules.dataset.ImageBatchAlign






	
oneflow.nn.image.decode

	alias of oneflow.nn.modules.dataset.ImageDecode






	
oneflow.nn.image.flip

	alias of oneflow.nn.modules.dataset.ImageFlip






	
oneflow.nn.image.normalize

	alias of oneflow.nn.modules.dataset.ImageNormalize
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oneflow.utils


Utils

Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
class oneflow.utils.data.BatchSampler(sampler: oneflow.utils.data.sampler.Sampler[int], batch_size: int, drop_last: bool)

	Wraps another sampler to yield a mini-batch of indices.


	Parameters

	
	sampler (Sampler or Iterable) – Base sampler. Can be any iterable object


	batch_size (int) – Size of mini-batch.


	drop_last (bool) – If True, the sampler will drop the last batch if
its size would be less than batch_size








Example

>>> list(BatchSampler(SequentialSampler(range(10)), batch_size=3, drop_last=False))
[[0, 1, 2], [3, 4, 5], [6, 7, 8], [9]]
>>> list(BatchSampler(SequentialSampler(range(10)), batch_size=3, drop_last=True))
[[0, 1, 2], [3, 4, 5], [6, 7, 8]]










	
class oneflow.utils.data.ConcatDataset(datasets: Iterable[oneflow.utils.data.dataset.Dataset])

	Dataset as a concatenation of multiple datasets.

This class is useful to assemble different existing datasets.


	Parameters

	datasets (sequence) – List of datasets to be concatenated






	
static cumsum(sequence)

	




	
cumulative_sizes: List[int]

	




	
datasets: List[oneflow.utils.data.dataset.Dataset[T_co]]

	








	
class oneflow.utils.data.DataLoader(dataset: oneflow.utils.data.dataset.Dataset[T_co], batch_size: Optional[int] = 1, shuffle: bool = False, sampler: Optional[oneflow.utils.data.sampler.Sampler[int]] = None, batch_sampler: Optional[oneflow.utils.data.sampler.Sampler[Sequence[int]]] = None, num_workers: int = 0, collate_fn: Optional[Callable[[List[T]], Any]] = None, pin_memory: bool = False, drop_last: bool = False, timeout: float = 0, worker_init_fn: Optional[Callable[[int], None]] = None, multiprocessing_context=None, generator=<oneflow._oneflow_internal.Generator object>, *, prefetch_factor: int = 2, persistent_workers: bool = False)

	Data loader. Combines a dataset and a sampler, and provides an iterable over
the given dataset.

The DataLoader supports both map-style and
iterable-style datasets with single- or multi-process loading, customizing
loading order and optional automatic batching (collation) and memory pinning.

See flow.utils.data documentation page for more details.

In consideration of compatibility, the design of our dataloader is consistent with pytorch, ref:https://github.com/pytorch/pytorch/tree/v1.7.0


	Parameters

	
	dataset (Dataset) – dataset from which to load the data.


	batch_size (int, optional) – how many samples per batch to load
(default: 1).


	shuffle (bool, optional) – set to True to have the data reshuffled
at every epoch (default: False).


	sampler (Sampler or Iterable, optional) – defines the strategy to draw
samples from the dataset. Can be any Iterable with __len__
implemented. If specified, shuffle must not be specified.


	batch_sampler (Sampler or Iterable, optional) – like sampler, but
returns a batch of indices at a time. Mutually exclusive with
batch_size, shuffle, sampler,
and drop_last.


	num_workers (int, optional) – how many subprocesses to use for data
loading (default: 0). 0 means that the data will be loaded in the main process.


	collate_fn (callable, optional) – merges a list of samples to form a
mini-batch of Tensor(s).  Used when using batched loading from a
map-style dataset.


	pin_memory (bool, optional) – If True, the data loader will copy Tensors
into CUDA pinned memory before returning them.  If your data elements
are a custom type, or your collate_fn returns a batch that is a custom type,
see the example below. (default: False)


	drop_last (bool, optional) – set to True to drop the last incomplete batch,
if the dataset size is not divisible by the batch size. If False and
the size of dataset is not divisible by the batch size, then the last batch
will be smaller. (default: False)


	timeout (numeric, optional) – if positive, the timeout value for collecting a batch
from workers. Should always be non-negative. (default: 0)


	worker_init_fn (callable, optional) – If not None, this will be called on each
worker subprocess with the worker id (an int in [0, num_workers - 1]) as
input, after seeding and before data loading. (default: None)


	prefetch_factor (int, optional, keyword-only arg) – Number of samples loaded
in advance by each worker. 2 means there will be a total of
2 * num_workers samples prefetched across all workers. (default: 2)


	persistent_workers (bool, optional) – If True, the data loader will immediately
initialize worker preocesses and not shutdown them after a dataset has been
consumed once. This allows to maintain the workers Dataset instances alive.
If you are using oneflow with RDMA support in distributed training, the
persistent_workers must be True otherwise will encounter segmentation
fault. (default: False)









Warning

If the spawn start method is used, worker_init_fn
cannot be an unpicklable object, e.g., a lambda function.




Warning

len(dataloader) heuristic is based on the length of the sampler used.
When dataset is an IterableDataset,
it instead returns an estimate based on len(dataset) / batch_size, with proper
rounding depending on drop_last, regardless of multi-process loading
configurations. This represents the best guess OneFlow can make because OneFlow
trusts user dataset code in correctly handling multi-process
loading to avoid duplicate data.

However, if sharding results in multiple workers having incomplete last batches,
this estimate can still be inaccurate, because (1) an otherwise complete batch can
be broken into multiple ones and (2) more than one batch worth of samples can be
dropped when drop_last is set. Unfortunately, OneFlow can not detect such
cases in general.




	
batch_size: Optional[int]

	




	
check_worker_number_rationality()

	




	
dataset: oneflow.utils.data.dataset.Dataset[T_co]

	




	
drop_last: bool

	




	
num_workers: int

	




	
pin_memory: bool

	




	
prefetch_factor: int

	




	
sampler: oneflow.utils.data.sampler.Sampler

	




	
timeout: float

	








	
class oneflow.utils.data.Dataset(*args, **kwds)

	An abstract class representing a Dataset.

All datasets that represent a map from keys to data samples should subclass
it. All subclasses should overwrite __getitem__(), supporting fetching a
data sample for a given key. Subclasses could also optionally overwrite
__len__(), which is expected to return the size of the dataset by many
Sampler implementations and the default options
of DataLoader.


Note

DataLoader by default constructs a index
sampler that yields integral indices.  To make it work with a map-style
dataset with non-integral indices/keys, a custom sampler must be provided.








	
class oneflow.utils.data.IterableDataset(*args, **kwds)

	An iterable Dataset.

All datasets that represent an iterable of data samples should subclass it.
Such form of datasets is particularly useful when data come from a stream.

All subclasses should overwrite __iter__(), which would return an
iterator of samples in this dataset.

When a subclass is used with DataLoader, each
item in the dataset will be yielded from the DataLoader
iterator. When num_workers > 0, each worker process will have a
different copy of the dataset object, so it is often desired to configure
each copy independently to avoid having duplicate data returned from the
workers.

Example 1: splitting workload across all workers in __iter__():

>>> class MyIterableDataset(flow.utils.data.IterableDataset):
...     def __init__(self, start, end):
...         super(MyIterableDataset).__init__()
...         assert end > start, "this example code only works with end >= start"
...         self.start = start
...         self.end = end
...
...     def __iter__(self):
...         iter_start = self.start
...         iter_end = self.end
...         return iter(range(iter_start, iter_end))
...
>>> # should give same set of data as range(3, 7), i.e., [3, 4, 5, 6].
>>> ds = MyIterableDataset(start=3, end=7)

>>> # Single-process loading
>>> print(list(flow.utils.data.DataLoader(ds, num_workers=0)))
[3, 4, 5, 6]





Example 2: splitting workload across all workers using worker_init_fn:

>>> class MyIterableDataset(flow.utils.data.IterableDataset):
...     def __init__(self, start, end):
...         super(MyIterableDataset).__init__()
...         assert end > start, "this example code only works with end >= start"
...         self.start = start
...         self.end = end
...
...     def __iter__(self):
...         return iter(range(self.start, self.end))
...
>>> # should give same set of data as range(3, 7), i.e., [3, 4, 5, 6].
>>> ds = MyIterableDataset(start=3, end=7)

>>> # Single-process loading
>>> print(list(flow.utils.data.DataLoader(ds, num_workers=0)))
[3, 4, 5, 6]






	
functions: Dict[str, Callable] = {}

	




	
reduce_ex_hook: Optional[Callable] = None

	




	
classmethod register_datapipe_as_function(function_name, cls_to_register)

	




	
classmethod register_function(function_name, function)

	




	
classmethod set_reduce_ex_hook(hook_fn)

	








	
class oneflow.utils.data.RandomSampler(data_source: Sized, replacement: bool = False, num_samples: Optional[int] = None, generator=None)

	Samples elements randomly. If without replacement, then sample from a shuffled dataset.
If with replacement, then user can specify num_samples to draw.


	Parameters

	
	data_source (Dataset) – dataset to sample from


	replacement (bool) – samples are drawn on-demand with replacement if True, default=``False``


	num_samples (int) – number of samples to draw, default=`len(dataset)`. This argument
is supposed to be specified only when replacement is True.


	generator (Generator) – Generator used in sampling.









	
data_source: Sized

	




	
property num_samples

	




	
replacement: bool

	








	
class oneflow.utils.data.Sampler(data_source: Optional[Sized])

	Base class for all Samplers.

Every Sampler subclass has to provide an __iter__() method, providing a
way to iterate over indices of dataset elements, and a __len__() method
that returns the length of the returned iterators.


Note

The __len__() method isn’t strictly required by
DataLoader, but is expected in any
calculation involving the length of a DataLoader.








	
class oneflow.utils.data.SequentialSampler(data_source)

	Samples elements sequentially, always in the same order.


	Parameters

	data_source (Dataset) – dataset to sample from






	
data_source: Sized

	








	
class oneflow.utils.data.Subset(dataset: oneflow.utils.data.dataset.Dataset[T_co], indices: Sequence[int])

	Subset of a dataset at specified indices.


	Parameters

	
	dataset (Dataset) – The whole Dataset


	indices (sequence) – Indices in the whole set selected for subset









	
dataset: oneflow.utils.data.dataset.Dataset[T_co]

	




	
indices: Sequence[int]

	








	
class oneflow.utils.data.SubsetRandomSampler(indices: Sequence[int], generator=None)

	Samples elements randomly from a given list of indices, without replacement.


	Parameters

	
	indices (sequence) – a sequence of indices


	generator (Generator) – Generator used in sampling.









	
indices: Sequence[int]

	








	
class oneflow.utils.data.TensorDataset(*tensors: oneflow.Tensor)

	Dataset wrapping tensors.

Each sample will be retrieved by indexing tensors along the first dimension.


	Parameters

	*tensors (Tensor) – tensors that have the same size of the first dimension.










	
oneflow.utils.data.random_split(dataset: oneflow.utils.data.dataset.Dataset[T], lengths: Sequence[int], generator: Optional[object] = <built-in method default_generator of PyCapsule object>) → List[oneflow.utils.data.dataset.Subset[T]]

	Randomly split a dataset into non-overlapping new datasets of given lengths.
Optionally fix the generator for reproducible results, e.g.:

>>> random_split(range(10), [3, 7], generator=flow.Generator().manual_seed(42))






	Parameters

	
	dataset (Dataset) – Dataset to be split


	lengths (sequence) – lengths of splits to be produced


	generator (Generator) – Generator used for the random permutation.












Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
class oneflow.utils.data.distributed.DistributedSampler(dataset: oneflow.utils.data.dataset.Dataset, num_replicas: Optional[int] = None, rank: Optional[int] = None, shuffle: bool = True, seed: int = 0, drop_last: bool = False)

	Sampler that restricts data loading to a subset of the dataset.

It is especially useful in conjunction with
flow.nn.parallel.DistributedDataParallel. In such a case, each
process can pass a DistributedSampler instance as a
DataLoader sampler, and load a subset of the
original dataset that is exclusive to it.


Note

Dataset is assumed to be of constant size.




	Parameters

	
	dataset – Dataset used for sampling.


	num_replicas (int, optional) – Number of processes participating in
distributed training. By default, world_size is retrieved from the
current distributed group.


	rank (int, optional) – Rank of the current process within num_replicas.
By default, rank is retrieved from the current distributed
group.


	shuffle (bool, optional) – If True (default), sampler will shuffle the
indices.


	seed (int, optional) – random seed used to shuffle the sampler if
shuffle=True. This number should be identical across all
processes in the distributed group. Default: 0.


	drop_last (bool, optional) – if True, then the sampler will drop the
tail of the data to make it evenly divisible across the number of
replicas. If False, the sampler will add extra indices to make
the data evenly divisible across the replicas. Default: False.









Warning

In distributed mode, calling the set_epoch() method at
the beginning of each epoch before creating the DataLoader iterator
is necessary to make shuffling work properly across multiple epochs. Otherwise,
the same ordering will be always used.



For example:

>>> sampler = DistributedSampler(dataset) if is_distributed else None
>>> loader = DataLoader(dataset, shuffle=(sampler is None), sampler=sampler)
>>> for epoch in range(start_epoch, n_epochs):
...     if is_distributed:
...         sampler.set_epoch(epoch)
...     train(loader)






	
set_epoch(epoch: int) → None

	Sets the epoch for this sampler.
When shuffle=True, this ensures all replicas use a different random
ordering for each epoch. Otherwise, the next iteration of this sampler
will yield the same ordering.


	Parameters

	epoch (int) – Epoch number.














	
oneflow.utils.from_torch(torch_tensor) → Tensor

	Create a oneflow tensor from torch tensor.

The returned tensor and torch tensor share the same memory.


Note

Currently only cpu tensor, local tensor is supported.

This function can be used in special data processing stages, torch’s some cpu ops can be used.




	Parameters

	input (torch.Tensor) – Input Tensor



	Returns

	oneflow.Tensor





For example:

import oneflow as flow
import torch

torch_t = torch.tensor([[1, 2, 3], [4, 5, 6]])
flow_t = flow.utils.from_torch(torch_t)





This feature from_torch is at Alpha Stage.






	
oneflow.utils.to_torch(flow_tensor) → Tensor

	Create a torch tensor from oneflow tensor.

The returned tensor and oneflow tensor share the same memory.


Note

Currently only cpu tensor, local tensor is supported.




	Parameters

	input (oneflow.Tensor) – Input Tensor



	Returns

	torch.Tensor





For example:

import oneflow as flow
import torch

flow_t = flow.tensor([[1, 2, 3], [4, 5, 6]])
torch_t = flow.utils.to_torch(flow_t)





This feature to_torch is at Alpha Stage.
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oneflow.env


Environment


	
oneflow.env.get_world_size()

	Returns the number of processes in the current process group.


	Returns

	The world size of the process group.










	
oneflow.env.get_rank()

	Returns the rank of current process group.
Rank is globally unique, range of which is [0, world_size).


	Returns

	The rank of the process group.










	
oneflow.env.get_local_rank()

	Returns the local rank of current machine.
Local rank is not globally unique. It is only unique per process on a machine.


	Returns

	The the local rank of process on current machine.










	
oneflow.env.get_node_size()

	Returns the number of machines in the current process group.


	Returns

	The the number of machines in the process group.










	
oneflow.env.init_rdma()

	Init RDMA in the current envirment. If the current envirment support
RDMA, turning on RDMA by calling oneflow.env.init_rdma() can speed up
data transfer.


Note


	Make sure to avoid using fork() after oneflow.env.init_rdma() is invoked.
Otherwise, data corruption or segmentation fault  may result!


	Requires all devices to execute oneflow.env.init_rdma() simultaneously.
Otherwise, deadlock may result!











	
oneflow.env.rdma_is_initialized()

	Returns whether RDMA is initialized in the current envirment or not.


	Returns

	Whether RDMA is initialized or not.
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oneflow.comm


oneflow communication function

Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
oneflow.comm.all_gather(tensor_list, tensor)

	Gathers tensors from the whole group in a list.


	Parameters

	
	tensor_list (list[Tensor]) – Output list. It should contain
correctly-sized tensors to be used for output of the collective.


	tensor (Tensor) – Tensor to be broadcast from current process.








For example:

>>> # We have 1 process groups, 2 ranks.
>>> import oneflow as flow

>>> input = flow.tensor([[1, 2], [3, 4]], device="cuda") + flow.env.get_local_rank()
>>> # input on rank0
>>> input 
tensor([[1, 2],
        [3, 4]], device='cuda:0', dtype=oneflow.int64)
>>> # input on rank1
>>> input 
tensor([[2, 3],
        [4, 5]], device='cuda:1', dtype=oneflow.int64)
>>> tensor_list = [flow.zeros(2, 2, dtype=flow.int64) for _ in range(2)]
>>> flow.comm.all_gather(tensor_list, input)
>>> # result on rank0
>>> tensor_list 
[tensor([[1, 2],
        [3, 4]], device='cuda:0', dtype=oneflow.int64), tensor([[2, 3],
        [4, 5]], device='cuda:0', dtype=oneflow.int64)]
>>> # result on rank1
>>> tensor_list 
[tensor([[1, 2],
        [3, 4]], device='cuda:1', dtype=oneflow.int64), tensor([[2, 3],
        [4, 5]], device='cuda:1', dtype=oneflow.int64)]










	
oneflow.comm.all_reduce(tensor)

	Reduces the tensor data across all machines in such a way that all get
the final result.
After the call tensor is going to be bitwise identical in all processes.


	Parameters

	tensor (Tensor) – the input tensor





For example:

>>> # We have 1 process groups, 2 ranks.
>>> import oneflow as flow

>>> tensor = flow.tensor([[1, 2], [3, 4]], device="cuda") + flow.env.get_local_rank()
>>> # tensor on rank0
>>> tensor 
tensor([[1, 2],
        [3, 4]], device='cuda:0', dtype=oneflow.int64)
>>> # tensor on rank1
>>> tensor 
tensor([[2, 3],
        [4, 5]], device='cuda:1', dtype=oneflow.int64)
>>> flow.comm.all_reduce(tensor)
>>> tensor.numpy()
array([[3, 5],
       [7, 9]], dtype=int64)










	
oneflow.comm.all_to_all(output_tensor_list, input_tensor_list)

	Each process scatters list of input tensors to all processes in a group and
return gathered list of tensors in output list.


	Parameters

	
	output_tensor_list (list[Tensor]) – List of tensors to be gathered one
per rank.


	input_tensor_list (list[Tensor]) – List of tensors to scatter one per rank.













	
oneflow.comm.barrier()

	Synchronizes all processes.






	
oneflow.comm.broadcast(tensor, src)

	Broadcasts the tensor to the whole group.
tensor must have the same number of elements in all processes
participating in the collective.


	Parameters

	
	tensor (Tensor) – Data to be sent if src is the rank of current
process, and tensor to be used to save received data otherwise.


	src (int) – Source rank.








>>> # We have 1 process groups, 2 ranks.
>>> import oneflow as flow
>>> tensor = flow.tensor([[1, 2], [3, 4]], device="cuda") + flow.env.get_local_rank()
>>> # input on rank0
>>> tensor 
tensor([[1, 2],
        [3, 4]], device='cuda:0', dtype=oneflow.int64)
>>> # input on rank1
>>> tensor 
tensor([[2, 3],
        [4, 5]], device='cuda:1', dtype=oneflow.int64)
>>> flow.comm.broadcast(tensor, 0)
>>> # result on rank0
>>> tensor 
tensor([[1, 2],
        [3, 4]], device='cuda:0', dtype=oneflow.int64)










	
oneflow.comm.gather(tensor, gather_list=None, dst=0)

	Gathers a list of tensors in a single process.


	Parameters

	
	tensor (Tensor) – Input tensor.


	gather_list (list[Tensor], optional) – List of appropriately-sized
tensors to use for gathered data (default is None, must be specified
on the destination rank)


	dst (int, optional) – Destination rank (default is 0)













	
oneflow.comm.recv()

	Receives a tensor synchronously.

All(send_meta is False) or none of shape, dtype and device should have value.


	Parameters

	
	src (int, optional) – Source rank. Will receive from any
process if unspecified.


	shape (optional) – output tensor shape.


	dataType (optional) – output tensor data type.


	device (optional) – output tensor device.


	out (Tensor, optional) – Tensor to fill with received data.






	Returns

	if out is None, return received tensor. otherwise got data from out self without return.










	
oneflow.comm.reduce(tensor, dst)

	Reduces the tensor data across all machines.

Only the process with rank dst is going to receive the final result.


	Parameters

	
	tensor (Tensor) – Input and output of the collective. The function
operates in-place.


	dst (int) – Destination rank













	
oneflow.comm.reduce_scatter(output, input_list)

	Reduces, then scatters a list of tensors to all processes in a group.


	Parameters

	
	output (Tensor) – Output tensor.


	input_list (list[Tensor]) – List of tensors to reduce and scatter.













	
oneflow.comm.scatter(tensor, scatter_list=None, src=0)

	Scatters a list of tensors to all processes in a group.

Each process will receive exactly one tensor and store its data in the
tensor argument.


	Parameters

	
	tensor (Tensor) – Output tensor.


	scatter_list (list[Tensor]) – List of tensors to scatter (default is
None, must be specified on the source rank)


	src (int) – Source rank (default is 0)













	
oneflow.comm.send()

	Sends a tensor synchronously.


	Parameters

	
	tensor (Tensor) – Tensor to send.


	dst (int) – Destination rank.


	send_meta (Bool) – Whether to send meta information (default is True)
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oneflow.one_embedding


OneFlow one_embedding operations.


	
class oneflow.one_embedding.MultiTableEmbedding(name, embedding_dim, dtype, key_type, tables, store_options, default_initializer=None)

	MultiTableEmbedding represent multi Embedding tables with same embedding_dim, dtype, and key_type.


	Parameters

	
	name (str) – The name of Embedding


	embedding_dim (int) – the size of each embedding vector


	dtype (flow.dtype) – the data type of embeddings


	key_type (flow.dtype) – the data type of feature ids


	tables (list) – list of table param which can be made by flow.one_embedding.make_table_options


	store_options (dict) – store option of Embedding


	default_initializer (dict, optional) – if tables param is None, use default_initializer to initialize table. Defaults to None.








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> import oneflow.nn as nn
>>> # a simple example with 3 table
>>> table_size_array = [39884407, 39043, 17289]
>>> vocab_size = sum(table_size_array)
>>> num_tables = len(table_size_array)
>>> embedding_size = 128
>>> scales = np.sqrt(1 / np.array(table_size_array))
>>> tables = [
>>>     flow.one_embedding.make_table_options(
>>>         flow.one_embedding.make_uniform_initializer(low=-scale, high=scale)
>>>     )
>>>     for scale in scales
>>> ]
>>> store_options = flow.one_embedding.make_cached_ssd_store_options(
>>>     cache_budget_mb=8192, persistent_path="/your_path_to_ssd", capacity=vocab_size,
>>> )
>>> embedding = flow.one_embedding.MultiTableEmbedding(
>>>     name="my_embedding",
>>>     embedding_dim=embedding_size,
>>>     dtype=flow.float,
>>>     key_type=flow.int64,
>>>     tables=tables,
>>>     store_options=store_options,
>>> )
>>> embedding.to("cuda")
>>> mlp = flow.nn.FusedMLP(
>>>     in_features=embedding_size * num_tables,
>>>     hidden_features=[512, 256, 128],
>>>     out_features=1,
>>>     skip_final_activation=True,
>>> )
>>> mlp.to("cuda")
>>>
>>> class TrainGraph(flow.nn.Graph):
>>>     def __init__(self,):
>>>         super().__init__()
>>>         self.embedding_lookup = embedding
>>>         self.mlp = mlp
>>>         self.add_optimizer(
>>>             flow.optim.SGD(self.embedding_lookup.parameters(), lr=0.1, momentum=0.0)
>>>         )
>>>         self.add_optimizer(
>>>             flow.optim.SGD(self.mlp.parameters(), lr=0.1, momentum=0.0)
>>>         )
>>>     def build(self, ids):
>>>         embedding = self.embedding_lookup(ids)
>>>         loss = self.mlp(flow.reshape(embedding, (-1, num_tables * embedding_size)))
>>>         loss = loss.sum()
>>>         loss.backward()
>>>         return loss
>>> ids = np.random.randint(0, 1000, (100, num_tables), dtype=np.int64)
>>> ids_tensor = flow.tensor(ids, requires_grad=False).to("cuda")
>>> graph = TrainGraph()
>>> loss = graph(ids_tensor)
>>> print(loss)






	
load_snapshot(snapshot_name)

	load snapshot


	Parameters

	snapshot_name (str) – the snapshot_name, snapshot will be load from your_configed_persistent_path





For example:

>>> import oneflow as flow
>>> # use embedding create by flow.one_embedding.MultiTableEmbedding
>>> embedding.load_snapshot("my_snapshot1")
>>> # load a snapshot named "my_snapshot1" from your_configed_persistent_path










	
save_snapshot(snapshot_name)

	save snapshot


	Parameters

	snapshot_name (str) – the snapshot_name, snapshot will be saved in the snapshots dir under your_configed_persistent_path





For example:

>>> import oneflow as flow
>>> # use embedding create by flow.one_embedding.MultiTableEmbedding
>>> embedding.save_snapshot("my_snapshot1")
>>> # a snapshot named "my_snapshot1" have been saved in the "snapshots" dir under your_configed_persistent_path
>>> # which can be reload by flow.one_embedding.load_snapshot














	
oneflow.one_embedding.MultiTableEmbedding.forward(self, ids, table_ids=None)

	Embedding lookup operation


	Parameters

	
	ids (flow.tensor) – the feature ids


	table_ids (flow.tensor, optional) – the table_id of each id, must be same shape as ids. There is no need to pass table_ids, if has config only one table or the ids has shape (batch_size, num_tables), and each column’s id belongs to the column_id th table, otherwise, you should pass the tensor_ids.






	Returns

	the result of embedding lookup



	Return type

	flow.tensor










	
class oneflow.one_embedding.MultiTableMultiColumnEmbedding(name, embedding_dim, dtype, key_type, tables, store_options, default_initializer=None)

	MultiTableMultiColumnEmbedding represent multi Embedding tables with multi embedding_dim, same dtype, and key_type.


	Parameters

	
	name (str) – The name of Embedding


	embedding_dim (list) – list of the size of each embedding vector


	dtype (flow.dtype) – the data type of embeddings


	key_type (flow.dtype) – the data type of feature ids


	tables (list) – list of table param which can be made by flow.one_embedding.make_table_options


	store_options (dict) – store option of Embedding


	default_initializer (dict, optional) – if tables param is None, use default_initializer to initialize table. Defaults to None.








For example:

>>> import oneflow as flow
>>> import numpy as np
>>> import oneflow.nn as nn
>>> # a simple example with 3 table, every table has two column, the first column embedding_size is 10 and the second is 1.
>>> # every table's first column initialize with uniform(-1/sqrt(table_size), 1/sqrt(table_size)), second column initialize with normal(0, 1/sqrt(table_size))
>>> table_size_array = [39884407, 39043, 17289]
>>> vocab_size = sum(table_size_array)
>>> num_tables = len(table_size_array)
>>> embedding_size_list = [10, 1]
>>> scales = np.sqrt(1 / np.array(table_size_array))
>>> tables = [
>>>     flow.one_embedding.make_table_options(
>>>       [flow.one_embedding.make_column_options(
>>>         flow.one_embedding.make_uniform_initializer(low=-scale, high=scale)),
>>>        flow.one_embedding.make_column_options(
>>>         flow.one_embedding.make_normal_initializer(mean=0, std=scale))]
>>>     )
>>>     for scale in scales
>>> ]
>>> store_options = flow.one_embedding.make_cached_ssd_store_options(
>>>     cache_budget_mb=8192, persistent_path="/your_path_to_ssd", capacity=vocab_size,
>>> )
>>> embedding = flow.one_embedding.MultiTableMultiColumnEmbedding(
>>>     name="my_embedding",
>>>     embedding_dim=embedding_size_list,
>>>     dtype=flow.float,
>>>     key_type=flow.int64,
>>>     tables=tables,
>>>     store_options=store_options,
>>> )
>>> embedding.to("cuda")
>>> mlp = flow.nn.FusedMLP(
>>>     in_features=sum(embedding_size_list) * num_tables,
>>>     hidden_features=[512, 256, 128],
>>>     out_features=1,
>>>     skip_final_activation=True,
>>> )
>>> mlp.to("cuda")
>>>
>>> class TrainGraph(flow.nn.Graph):
>>>     def __init__(self,):
>>>         super().__init__()
>>>         self.embedding_lookup = embedding
>>>         self.mlp = mlp
>>>         self.add_optimizer(
>>>             flow.optim.SGD(self.embedding_lookup.parameters(), lr=0.1, momentum=0.0)
>>>         )
>>>         self.add_optimizer(
>>>             flow.optim.SGD(self.mlp.parameters(), lr=0.1, momentum=0.0)
>>>         )
>>>     def build(self, ids):
>>>         embedding = self.embedding_lookup(ids)
>>>         loss = self.mlp(flow.reshape(embedding, (-1, num_tables * sum(embedding_size_list))))
>>>         loss = loss.sum()
>>>         loss.backward()
>>>         return loss
>>> ids = np.random.randint(0, 1000, (100, num_tables), dtype=np.int64)
>>> ids_tensor = flow.tensor(ids, requires_grad=False).to("cuda")
>>> graph = TrainGraph()
>>> loss = graph(ids_tensor)
>>> print(loss)






	
load_snapshot(snapshot_name)

	load snapshot


	Parameters

	snapshot_name (str) – the snapshot_name, snapshot will be load from your_configed_persistent_path





For example:

>>> import oneflow as flow
>>> # use embedding create by flow.one_embedding.MultiTableEmbedding
>>> embedding.load_snapshot("my_snapshot1")
>>> # load a snapshot named "my_snapshot1" from your_configed_persistent_path










	
save_snapshot(snapshot_name)

	save snapshot


	Parameters

	snapshot_name (str) – the snapshot_name, snapshot will be saved in the snapshots dir under your_configed_persistent_path





For example:

>>> import oneflow as flow
>>> # use embedding create by flow.one_embedding.MultiTableEmbedding
>>> embedding.save_snapshot("my_snapshot1")
>>> # a snapshot named "my_snapshot1" have been saved in the "snapshots" dir under your_configed_persistent_path
>>> # which can be reload by flow.one_embedding.load_snapshot














	
oneflow.one_embedding.MultiTableMultiColumnEmbedding.forward(self, ids, table_ids=None)

	Embedding lookup operation


	Parameters

	
	ids (flow.tensor) – the feature ids


	table_ids (flow.tensor, optional) – the table_id of each id, must be same shape as ids. There is no need to pass table_ids, if has config only one table or the ids has shape (batch_size, num_tables), and each column’s id belongs to the column_id th table, otherwise, you should pass the tensor_ids.






	Returns

	the result of embedding lookup



	Return type

	flow.tensor










	
oneflow.one_embedding.make_device_mem_store_options(persistent_path, capacity, size_factor=1, physical_block_size=512)

	make GPU only store_options param of MultiTableEmbedding


	Parameters

	
	persistent_path (str, list) – persistent storage path of Embedding. If passed a str, current rank Embedding will be saved in path/rank_id-num_ranks path. If passed a list, the list length must equals num_ranks, each elem of list represent the path of rank_id Embedding.


	capacity (int) – total capacity of Embedding


	size_factor (int, optional) – store size factor of embedding_dim, if SGD update, and momentum = 0, should be 1, if momentum > 0, it should be 2. if Adam, should be 3. Defaults to 1.


	physical_block_size (int, optional) – physical_block_size should be sector size. Defaults to 512.






	Returns

	GPU only store_options param of MultiTableEmbedding



	Return type

	dict





See also oneflow.one_embedding.make_cached_ssd_store_options()






	
oneflow.one_embedding.make_cached_ssd_store_options(cache_budget_mb, persistent_path, capacity=None, size_factor=1, physical_block_size=512, host_cache_budget_mb=0)

	make SSD use GPU and host as cache store_options param of MultiTableEmbedding. If cache_budget_mb > 0 and host_cache_budget_mb > 0, use GPU and host memory as multi-level cache.


	Parameters

	
	cache_budget_mb (int) – the MB budget of per GPU as cache.


	persistent_path (str, list) – persistent storage path of Embedding, must use fast SSD because of frequently random disk access during training. If passed a str, current rank Embedding will be saved in path/rank_id-num_ranks path. If passed a list, the list length must equals num_ranks, each elem of list represent the path of rank_id Embedding.


	capacity (int) – total capacity of Embedding


	size_factor (int, optional) – store size factor of embedding_dim, if SGD update, and momentum = 0, should be 1, if momentum > 0, it should be 2. if Adam, should be 3. Defaults to 1.


	physical_block_size (int, optional) – physical_block_size should be sector size. Defaults to 512.


	host_cache_budget_mb (int) – the MB budget of host memory as cache per rank. Defaults to 0.






	Returns

	SSD use GPU and host as cache store_options param of MultiTableEmbedding



	Return type

	dict





For example:

>>> import oneflow as flow
>>> store_options = flow.one_embedding.make_cached_ssd_store_options(
>>>     cache_budget_mb=8192, persistent_path="/your_path_to_ssd", capacity=vocab_size,
>>> )
>>> # pass the store_options to the "store_options" param of flow.one_embedding.MultiTableEmbedding
>>> # ...










	
oneflow.one_embedding.make_cached_host_mem_store_options(cache_budget_mb, persistent_path, capacity, size_factor=1, physical_block_size=512)

	make host use GPU as cache store_options param of MultiTableEmbedding


	Parameters

	
	cache_budget_mb (int) – the MB budget of per GPU as cache.


	persistent_path (str, list) – persistent storage path of Embedding. If passed a str, current rank Embedding will be saved in path/rank_id-num_ranks path. If passed a list, the list length must equals num_ranks, each elem of list represent the path of rank_id Embedding.


	capacity (int) – total capacity of Embedding


	size_factor (int, optional) – store size factor of embedding_dim, if SGD update, and momentum = 0, should be 1, if momentum > 0, it should be 2. if Adam, should be 3. Defaults to 1.


	physical_block_size (int, optional) – physical_block_size should be sector size. Defaults to 512.






	Returns

	host use GPU as cache store_options param of MultiTableEmbedding



	Return type

	dict





See also oneflow.one_embedding.make_cached_ssd_store_options()






	
oneflow.one_embedding.make_uniform_initializer(low, high)

	make uniform initializer param of make_table_options


	Parameters

	
	low (float) – A python scalar. Lower bound of the range of random values to generate.


	high (float) – A python scalar. Upper bound of the range of random values to generate.






	Returns

	initializer param of make_table_options



	Return type

	dict





For example:

>>> import oneflow as flow
>>> initializer = flow.one_embedding.make_uniform_initializer(low=-scale, high=scale)
>>> # pass the initializer to flow.one_embedding.make_table_options
>>> # ...










	
oneflow.one_embedding.make_normal_initializer(mean, std)

	make normal initializer param of make_table_options


	Parameters

	
	mean (float) – A python scalar. Mean of the random values to generate.


	std (float) – A python scalar. Standard deviation of the random values to generate.






	Returns

	initializer param of make_table_options



	Return type

	dict





For example:

>>> import oneflow as flow
>>> initializer = flow.one_embedding.make_normal_initializer(mean=0, std=0.01)
>>> # pass the initializer to flow.one_embedding.make_table_options
>>> # ...










	
oneflow.one_embedding.make_table_options(param)

	make table param of Embedding tables


	Parameters

	param (dict or list) – param can be initializer or list of column_option. initializer can be made by make_uniform_initializer or make_normal_initializer, column options can be made by make_column_options



	Returns

	table param of Embedding tables



	Return type

	dict





For example:

>>> import oneflow as flow
>>> initializer = flow.one_embedding.make_uniform_initializer(low=-scale, high=scale)
>>> table1 = flow.one_embedding.make_table_options(initializer)
>>> table2 = flow.one_embedding.make_table_options(initializer)
>>> tables = [table1, table2]
>>> # pass the tables to the "tables" param of flow.one_embedding.MultiTableEmbedding or flow.one_embedding.MultiTableMultiColumnEmbedding
>>> # ...










	
oneflow.one_embedding.make_table(param)

	alias of oneflow.one_embedding.make_table_options

See also oneflow.one_embedding.make_table_options()





Copyright 2020 The OneFlow Authors. All rights reserved.

Licensed under the Apache License, Version 2.0 (the “License”);
you may not use this file except in compliance with the License.
You may obtain a copy of the License at


http://www.apache.org/licenses/LICENSE-2.0




Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an “AS IS” BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
See the License for the specific language governing permissions and
limitations under the License.


	
class oneflow.one_embedding.Ftrl(params: Union[Iterator[oneflow.nn.Parameter], List[Dict]], lr: float = 0.001, weight_decay: float = 0.0, lr_power: float = - 0.5, initial_accumulator_value: float = 0.1, lambda1: float = 0.0, lambda2: float = 0.0, beta: float = 0.0)

	FTRL Optimizer.

The formula is:



\[ \begin{align}\begin{aligned}& accumlator_{i+1} = accumlator_{i} + grad * grad\\& sigma = (accumulator_{i+1}^{lr\_power} - accumulator_{i}^{lr\_power}) / learning\_rate\\& z_{i+1} = z_{i} + grad - sigma * param_{i}\\\begin{split}\text{}
    param_{i+1} = \begin{cases}
0 & \text{ if } |z_{i+1}| < \lambda_1 \\
-(\frac{\beta+accumlator_{i+1}^{lr\_power}}{learning\_rate} + \lambda_2)*(z_{i+1} - sign(z_{i+1})*\lambda_1) & \text{ otherwise } \\
\end{cases}\end{split}\end{aligned}\end{align} \]




Example 1:

# Assume net is a custom model.
ftrl = flow.one_embedding.FTRL(net.parameters(), lr=1e-3)

for epoch in range(epochs):
    # Read data, Compute the loss and so on.
    # ...
    loss.backward()
    ftrl.step()
    ftrl.zero_grad()






	Parameters

	
	params (iterable) – iterable of parameters to optimize or dicts defining
parameter groups


	lr (float, optional) – learning rate. Defaults to 1e-3.


	weight_decay (float, optional) – weight decay (L2 penalty). Defaults to 0.0.


	lr_power (float, optional) – learning rate decrease factor. Defaults to -0.5.


	initial_accumulator_value (float, optional) – The initial value of accumlator. Defaults to 0.1.


	lambda1 (float, optional) – L1 regularization strength. Defaults to 0.0.


	lambda2 (float, optional) – L2 regularization strength. Defaults to 0.0.


	beta (float, optional) – The value of beta. Defaults to 0.0.









	
step(closure: Optional[Callable] = None)

	Performs a single optimization step.


	Parameters

	closure (callable, optional) – A closure that reevaluates the model
and returns the loss.










	
property support_sparse

	Whether the Optimizer support sparse update.










	
oneflow.one_embedding.make_persistent_table_reader(paths, snapshot_name, key_type, value_type, storage_dim, physical_block_size=512)

	Creates a reader for reading persistent table.


	Parameters

	
	paths (list) – paths of tables to read


	snapshot_name (str) – name of the snapshot to read


	key_type (flow.dtype) – the data type of key


	value_type (flow.dtype) – the data type of value


	storage_dim (int) – number of elements in each value


	physical_block_size (int, optional) – physical_block_size should be sector size. Defaults to 512













	
oneflow.one_embedding.make_persistent_table_writer(paths, snapshot_name, key_type, value_type, storage_dim, physical_block_size=512)

	Creates a writer for writing persistent table.


	Parameters

	
	paths (list) – paths of tables to write


	snapshot_name (str) – name of the snapshot to write


	key_type (flow.dtype) – the data type of key


	value_type (flow.dtype) – the data type of value


	storage_dim (int) – number of elements in each value


	physical_block_size (int, optional) – physical_block_size should be sector size. Defaults to 512
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